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1
I N T R O D U C T I O N

Wintermute was hive mind, decision maker, e�ecting

change in the world outside. Neuromancer was

personality. Neuromancer was immortality.

Marie-France must have built something into

Wintermute, the compulsion that had driven the thing

to free itself, to unite with Neuromancer.

William Gibson, Neuromancer

Shortly after the emergence of the Web, Tim Berners-Lee, its inventor, pro-

posed the idea of the Semantic Web [20]. The Semantic Web was envisioned as

an extension of the traditional Web, in which information is given well-de�ned

meaning. Living along side the Web of HTML documents, which were origi-

nally designed for humans to read, the Semantic Web would bring structure to

the meaningful content of web pages, making them also processable by com-

puters. This way, computers would have a reliable mechanism to process not

only web page rendering information (here is a title, a paragraph, an image),

but also the semantics of their content (Tim is a person; this is his website; it

points to his PGP key, his o�ce address, his phone number). These days, many

aspects of this vision have been realized through Linked Data. Linked Data is

a data publishing paradigm in which data is published and linked on the Web

using the Resource Description Framework (RDF), a standard model for data ex-

change that uses URIs to name things and the relationships among them. RDF

statements are called triples, and consist of a subject, a predicate and an object;
for example, the triples

<w3c:timbl> <rdf:type> <foaf:Person> .
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<w3c:timbl> <rdfs:seeAlso> <dbp:Tim_Berners-Lee> .

state that Tim Berners-Lee is a person, and that he has a description resource

in DBpedia. Together with a high variety of vocabularies and ontologies, RDF

facilitates the integration of Web data even if their underlying schemas di�er,

allowing them to be mixed and exchanged by di�erent applications. A large

number of web pages, relational databases and metadata in various formats have

been converted to RDF and linked to related datasets and concepts in the Linked

Open Data (LOD) cloud, a global graph of 100 billion triples [163, 15] and over

500 vocabularies
1
.

Statistical data are currently being published on the Web as Linked Data using

the RDF Data Cube vocabulary [43] (QB), a standard terminology to describe

statistical datasets and link their components to related datasets and concepts

across the Web. This allows their contents to be described in a more structured

and semantically richer way, strengthening their integration and exchange, and

empowering their reuse and share. An increasing number of statistical datasets

are being published as Linked Statistical Data using this vocabulary [30]. How-

ever, three important issues hamper bringing the combination of Semantic Web

technology and statistical data to its full potential. The �rst issue is that a high

number of statistical datasets remain archived in legacy formats in vaults at

National Statistical O�ces (NSOs). This has a huge impact in the access costs
of these datasets, whose contents cannot be merged nor combined with other

datasets without resort to painful data munging
2
. The second issue is that, even

if published on the Web, the quality of Linked Statistical Data is very hard to as-

sess. To improve this quality, the transformation of these data is necessary. This

causes the third issue: performing such transformations with current technology

results in non-standard and implementation-dependent solutions.

Costs to access unlinked statistical data collections are related to legacy data

formats used to encode them. Spreadsheets are a prominent example. A spread-

sheet consists of a table of cells arranged into rows and columns. Legacy statistical

data of NSOs encoded in spreadsheets di�er from regular comma-separated val-

ues (CSV), and contain more complex data arrangements with spanning headers,

transforming formulas, and pivot tables. Moreover, the historical nature of some

of these collections poses additional caveats: parts of them have been lost, result-

ing in missing data; their classi�cation schemes change over time, making time

1http://lov.okfn.org/
2
Data munging means “to imperfectly transform information; or to modify data in some way

the speaker doesn’t need to go into right now or cannot describe succinctly” (The online hacker
Jargon File, version 4.4.8).

http://lov.okfn.org/
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comparisons di�cult; and original individual registers did not survive, leaving

only aggregations and partial views. To gain understanding about the integra-

tion issues of these collections, this thesis uses the domain of Social History as a

case-study, where this kind of data is prototypical. At the crossroads of History

and Social Science, and with strong links to Digital Humanities, Social History

studies experiences of ordinary people in the past. Typically, social historians need

to answer their research questions by making sense of these challenging messy

spreadsheet collections and extracting knowledge from data; for this, the com-

mon data mining knowledge discovery process is used. In such process, the �rst

steps consist of selecting, preprocessing and transforming the data, which con-

stitute the data integration process. This data integration is necessary before

performing analysis and knowledge extraction. However, social historians are

faced with the arduous task of doing data integration in legacy spreadsheets in

a manual, ine�cient and non-repeatable way.

Statisticians and social historians follow various methods to assess quality
and transform statistical datasets. These methods are currently not supported

natively in Semantic Web technologies. In this thesis, we focus on the measure-

ment of two statistical data quality requirements: (a) quality of the evolution pro-
cesses of schemas used to encode statistical datasets; and (b) quality of statistical

instance data according to domain constraints or edit rules. In order to improve

this measured quality, statistical data is transformed. However, the transforma-

tion of Linked Statistical Data is currently only achieved in a post-hoc way, via

Linked Data APIs, or by modifying SPARQL
3

engines in a non-standard and

implementation-dependent way.

The original vision of the Semantic Web promised solutions to these issues.

Hence, the primary research question of this thesis is:

How can Semantic Web technologies contribute to solve integration
problems of legacy statistical collections, lower their access costs, mea-
sure the quality of their diachronic schemas and their constrained in-
stances, and facilitate their transformation in a standards-compliant
and implementation-independent way?

This thesis addresses multiple subquestions related to this main question in

di�erent parts. In Part i, we provide the background framework on how research

is performed in History and Social History, motivating the need of integration of

3SPARQL Protocol and RDF Query Language is the W3C standard language for querying RDF

data.
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legacy statistical materials (Chapter 2). First, we describe the integration prob-

lems of Social History datasets. Second, we generalise these problems as History

data integration problems and Semantic Web data integration problems, inves-

tigating existing work that addresses them (Chapter 3). In Part ii, we propose

a methodology and a software pipeline based on Semantic Web standards to

solve these integration problems, by converting messy spreadsheet collections

into Linked Data integrated and queryable resources (Chapter 4). We study the

genericity of this method beyond legacy statistical data, by measuring its e�ec-

tiveness in two additional case-studies: the prices, wages and welfare dataset, and

the UK messy open government data dataset. We describe the results of applying

this methodology to a speci�c legacy statistical collection, the Dutch historical
censuses dataset (1795–1971) (Chapter 5), enquiring into the e�ectiveness of these

technologies on lowering the access, integration and combination costs of these

data. In part iii, we propose Semantic Web standard solutions for statistical data

quality assessment and transformation. We propose solutions addressing quality

of evolution of diachronic Web schemas (Chapter 6), instance compliance of sta-

tistical constraints or “edit rules” (Chapter 7), and standard-compliant, SPARQL-

based data transformation (Chapter 8). As the main contributions, the thesis pro-
vides methods and tools to publish legacy statistical data on the Web, assess their
quality, and re�ne their contents in Web standard ways.

1.1 historical statistics

Historical statistical datasets are an invaluable source of information about our

past, and an essential component in Social History research. Current practice

of social historians has to deal with two important problems of these datasets:

(i) their spread and isolation; and (ii) their encoding in legacy formats. This

makes combining their contents di�cult, and researchers can only use them for

research after laborious data munging.

The �rst part of the thesis focuses on these data integration challenges in the

domains of History and Social History. We motivate why data integration is an

important issue in historical research, and we describe the problems that social

historians have to e�ectively integrate legacy historical statistical datasets. In

this part we elaborate on these questions:

• RQ1. Why is data integration needed in History and Social History? What

are the di�erences between the research work�ows and data in History

and Social History?
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• RQ2. What are the data integration problems in History and Social His-

tory? How do these translate into Semantic Web data integration prob-

lems? How does previous research address them?

Chapter 2 addresses RQ1. In this chapter we describe why data integration is

an important task in historical research. To do so, we study the research work-
�ows and data that researchers employ in History and Social History, analysing

the di�erences. We �rst describe the life cycle of historical information: the

work�ow followed by historians when they conduct their research. Then, we

compare this work�ow with the the work�ow followed by social historians: the

knowledge discovery process. These work�ows operate on certain historical

data, which are fundamentally di�erent in History and Social History. To under-

stand the di�erences, we follow two approaches. First, we classify historical data

depending on various angles; and, second, we analyse the ontological properties

of primary and secondary historical sources. Contents of this chapter are based

on the following publications:

• Meroño-Peñuela, A., Ashkpour, A., van Erp, M., Mandemakers, K., Breure,

L., Scharnhorst, A., Schlobach, S., van Harmelen, F. Semantic Technologies
for Historical Research: A Survey. Semantic Web – Interoperability, Usabil-

ity, Applicability, 6(6), pp. 539–564. IOS Press. (2015). In this paper I

was the main contributor, collected the related work, and organized the

structure of the survey. The role of this paper in Chapter 2 is to provide

background on the research work�ow of historians, and a classi�cation of

historical data.

• Meroño-Peñuela, A., Hoekstra, R.. What is Linked Historical Data?. In:

Proceedings of the 19th International Conference on Knowledge Engineer-

ing and Knowledge Management, EKAW 2014, LNAI 8876, pp. 282-287,

Springer. Linköping, Sweden (2014). In this paper I was the main con-

tributor, created the idea, and applied the theoretical methodologies. This

paper contributes to Chapter 2 an analysis of the ontological metaproper-

ties of historical data.

Chapter 3 addresses RQ2. It performs a comprehensive analysis of data in-

tegration problems from multiple angles, in a rising abstraction scale. It �rst

describes data integration issues in Social History, using a dataset on historical

censuses as a use case, and pointing to the stages of the Social History research

work�ow of Chapter 2 in which these problems occur. Secondly, it links these

Social History problems to related open integration issues in History. Third, it
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abstracts these issues to well-known Semantic Web data integration problems.

We survey existing research on current approaches to solve these problems. This

Chapter is based on research published in:

• Meroño-Peñuela, A., Ashkpour, A., van Erp, M., Mandemakers, K., Breure,

L., Scharnhorst, A., Schlobach, S., van Harmelen, F. Semantic Technologies
for Historical Research: A Survey. Semantic Web – Interoperability, Usabil-

ity, Applicability, 6(6), pp. 539–564. IOS Press. (2015). This paper provides

a survey of the related work to Chapter 3.

• Ashkpour, A., Meroño-Peñuela, A., Mandemakers, K. TheAggregatedDutch
Historical Censuses: Harmonization and RDF. In: Historical Methods: A

Journal of Quantitative and Interdisciplinary History, 48(4), pp. 230–245.

Taylor & Francis. (2015). In this paper I contributed the technical related

work, the data models used, and the technical design of the solution. This

paper is used in Chapter 3 to provide an analysis of data integration prob-

lems in Social History and historical census data.

• Meroño-Peñuela, A., Ashkpour, A., Guéret, C., Schlobach, S. An Ecosystem
for Integrating and Web-Enabling Messy Spreadsheet Collections. Knowl-

edge Based Systems, 2015 (under submission). In this paper I was the main

contributor, performed the requirements analysis, wrote a substantial part

of the code, and run all the experiments. This paper contributes a list of

integration problems of messy spreadsheet collections to Chapter 3.

1.2 integration of messy spreadsheet collections

In the second part of the thesis, the current stack of Semantic Web standards is

used to address the four integration problems of messy spreadsheet collections

identi�ed in Chapter 3 of Part i: arbitrary data layout location, implicit dimen-
sions, incomparable measurements and data errors. We use messy spreadsheet

collections from the prototypical domain of Social History as a use-case to de-

velop Semantic Web based solutions to these integration problems. Interestingly,

these integration problems are independent from the domain and also occur in

messy spreadsheet collections of other �elds. Consequently, these solutions are

also applied to messy spreadsheet collections in other use cases with the same

integration problems, in order to assess their applicability to di�erent domains.

The following questions are considered:
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• RQ3. What set of Semantic Web standard vocabularies and methods are

useful to solve data integration problems of messy spreadsheet collections

in multiple domains? What is the cost of applying them? Can the distinc-

tion between primary and secondary sources be preserved?

• RQ4. What integration issues do Semantic Web technologies solve in pro-

totypical Social History datasets? Which of these problems are solved by

the same technologies in datasets from other domains? Which ones re-

main unsolved?

Chapter 4 addresses RQ3. In this chapter we describe an ecosystem, built on

top of current standard Semantic Web technology, designed to integrate messy

spreadsheet collections and solve the integration issues of Chapter 3 in a semi-

automatic way. It describes the assumptions on the input messy spreadsheets,

the technologies and vocabularies selected, and an algorithm for representing

these messy spreadsheets as Linked Data. To evaluate the e�ectiveness and

genericity of this method, three di�erent messy spreadsheet collections are in-

tegrated: the Wages, prices and welfare dataset; messy spreadsheets from the

UK open government data initiative; and the historical Dutch aggregated censuses
(1795–1971). This chapter is based on research published in:

• Meroño-Peñuela, A., Guéret, C., Ashkpour, A., Schlobach, S. An Ecosystem
for Integrating and Web-Enabling Messy Spreadsheet Collections. Knowl-

edge Based Systems, 2015 (under submission). This paper’s role in Chap-

ter 4 is to describe a work�ow and software pipeline for integrating messy

spreadsheet collections on the Web.

• Meroño-Peñuela, A.. LSD Dimensions: Use and Reuse of Linked Statistical
Data. In: Proceedings of the 19th International Conference on Knowledge

Engineering and Knowledge Management, EKAW 2014, LNCS 8982, pp.

159-163, Springer. Linköping, Sweden, 2014. In this paper I was the only

contributor, created the idea, and designed and implemented the system.

This paper is used in Chapter 4 to describe an index of statistical properties

on the Web, and use such index for data integration purposes.

Chapter 5 addresses RQ4. To analyse what integration issues are solved by the

ecosystem proposed in Chapter 4, we investigate in detail the integrated dataset

that results from running this ecosystem on the dataset of the historical Dutch
aggregated censuses (1795–1971), a prototypical Social History dataset. To do so,

we introduce the nature of census data and their historical context, and previous
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e�orts on improving the data access of this speci�c collection. We accurately

describe the architecture of the integrated dataset, its named graphs, URI policy,

provenance and annotation generation, its mapping mechanism, and both its

internal and external linkage to other datasets in the LOD cloud. We provide

documentation on the usage of the integrated data and its impact. We study to

what extent the integration problems of Chapter 3 are solved by the methods

presented in Chapter 4, enquiring about their domain-independence. Contents

of this chapter have appeared in the following publications:

• Meroño-Peñuela, Ashkpour, A., Scharnhorst, A., Guéret, C., Wyatt, S.CEDAR:
Linked Open Census Data. Digital Humanities Commons Journal, Issue 1

(2015)
4
. In this paper I was the main contributor. The role of this paper in

Chapter 5 is to describe the source dataset and the conversion goals.

• Meroño-Peñuela, Guéret, C., Ashkpour, A., Schlobach, S.CEDAR: TheDutch
Historical Censuses as Linked Open Data. Semantic Web – Interoperability,

Usability, Applicability. IOS Press. (2015, in press). In this paper I was the

main contributor, authored the qualitative descriptions, and executed the

experimental measurements over the dataset. This paper is used in Chap-

ter 5 to describe the 5-star Linked Data version of the Dutch historical

censuses dataset.

1.3 data qality and transformation

How good is the result obtained at the end of the work�ows and pipelines of Part

ii? Statisticians and social historians, among other scienti�c communities, are

concerned about data of high quality. Changing schemas, data errors, dataset in-

completeness and diverging goals hamper this quality, and need to be addressed

during data preprocessing. On the other hand, data needs to be transformed in

order to be usable in these work�ows, in particular before analysis. Current

Semantic Web technology has scarce support for these data quality and transfor-

mation issues, and the third part of the thesis deals with these two fundamental

integration tasks. We research the following questions:

• RQ5. How can the quality of evolution in diachronic Web schemas be

measured? Can changes in diachronic Web schemas of any domain be

modelled and predicted accurately using well understood evolution pre-

dictors?

4
See http://dhcommons.org/journal/issue-1/cedar-linked-open-census-data

http://dhcommons.org/journal/issue-1/cedar-linked-open-census-data
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• RQ6. How can current Semantic Web languages encode statistical con-

straints for Linked Data quality checking? What are the gains of encoding

such constraints as Linked Data?

• RQ7. How can SPARQL, the RDF query language, be extended in a standard-

compliant and triplestore-independent way, providing statistical function-

ality? Can this easy extensibility be used to bring any domain-dependent

functionality to SPARQL in a generic way? At which cost?

Questions RQ5 and RQ6 deal with data quality, while question RQ7 deals with

data transformation.

Chapter 6 addresses RQ5. Web schemas like taxonomies, ontologies and vo-

cabularies used to integrate data on the Web change over time; a good example

are the di�erent historical occupation classi�cation systems used in the dataset

described in Chapter 5. We call them diachronic Web schemas. These are re-

leased in di�erent versions, constituting di�erent Web schema version chains. But

how sensible are these schema changes in practice? In a longer term, how can

we measure the quality of the evolution of these changing Web schemas, and

discern between those that “evolve conveniently”, and those that change on an

arbitrary, even harmful, basis? If Web schemas are to be used as key tools of

data integration on the Semantic Web, and these can be arbitrarily changed in

their versioning process, then it is fundamental to understand what quality of

evolution in diachronic Web schemas means. To investigate this, in this chap-

ter we propose a metric to automatically measure the quality of the evolution

of Web schemas, based on the performance of inferred optimal change models

from past schema versions using well understood evolution predictors. This way,

we associate the predictability of changes in Web schemas with their quality of

evolution. We apply this metric to 139 schema chains currently used in various

Semantic Web data sources, �nding that almost half of them evolve in a highly

predictable manner. The chapter is based on research published in the following

paper:

• Meroño-Peñuela, A., Guéret, C., Schlobach, S. Measuring Quality of Evo-
lution in Diachronic Web Schemas Using Inferred Optimal Change Models.
AAAI-2016 conference (under submission). In this paper I was the main

contributor, created the idea, implemented the system and performed the

experiments. Chapter 6 is an adapted version of this paper.

Chapter 7 addresses RQ6. In knowledge discovery processes it is crucial to de-

�ne mechanisms for error detection as part of data preprocessing. These errors
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can be detected by formulating, and later executing, several domain constraints,
also known as edit rules. Currently, edit rules live only in closed systems, espe-

cially within National Statistical O�ces (NSO), and rarely reach the Web. More-

over, the link between these edit rules and the datasets that must satisfy them

is missing. This chapter proposes to build these links using Linked Edit Rules,

a Web friendly format for exchanging domain edit rules as Linked Data, and

linking these edit rules to the statistical dimensions they restrict. The chapter

describes the system architecture and an implementation, and evaluates con-

straint checking in several datasets and domains. This research is based on the

paper:

• Meroño-Peñuela, A., Guéret, C., Schlobach, S. Linked Edit Rules: A Web
Friendly Way of Checking Quality of RDF Data Cubes. 3rd International

Workshop on Semantic Statistics (SemStats 2015), ISWC 2015. In this paper

I was the main contributor, conceived the idea, implemented the system

and performed the experiments. Chapter 7 is an adapted version of this

paper.

Chapter 8 addresses RQ7. Before executing any data analysis method, data

points of the integrated datasets need to be conveniently transformed, normaliz-

ing and harmonizing them (e.g. expressing all distances in Km). Moreover, this

transformation might be required in processes where feature extraction is impor-

tant: for example, some analyses require to derive the standard deviation of ev-

ery possible dimension in a dataset. The computation of these derived properties

is usually expensive, thus it is impractical to materialize them in the triplestore.

These relations can be more easily included in query resultsets by generating

them at query time. There are currently three ways to achieve this in the stan-

dards stack: (1) by using SPARQL built-in functions; (2) by using SPARQL Ex-

tensible Value Testing (EVT); or (3) by wrapping SPARQL queries with calls to a

Linked Data API. None of these practices are, however, adequate to process Web

data at query time in a standards-compliant and user-customizable way. This

chapter proposes a technique that leverages query federation to extend SPARQL

with custom functionality in a standards-compliant way. This research has ap-

peared in the following paper:

• Stringer, B., Meroño-Peñuela, A., Loizou, A., Abeln, S., Heringa, J. To SCRY
Linked Data: Extending SPARQL the Easy Way. Diversity++ workshop,

ISWC 2015, Bethlehem, PA, USA (2015). In this paper I contributed the

data models behind the PAUs, the related work, and the use case on statis-

tics. Chapter 8 is an adapted version of this paper.
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2
W H AT I S H I S T O R I C A L D ATA ?

How could you be a Great Man if history brought you

no Great Events, or brought you to them at the wrong

time, too young, too old?

Lois McMaster Bujold, Memory

Data integration is a key task in areas like business intelligence [199], life sci-

ences [24] and government data [156]. In this chapter we investigate the need of

data integration in History and Social History research from the perspective of

their work�ows and data. On their work�ows, we investigate the life cycle of his-
torical information, an abstract model for historical research; and the knowledge
discovery process, a research framework that �ts the activities of social histori-

ans. We study their commonalities and di�erences, and we identify the speci�c

stages at which data integration is needed. However, the complexity of this in-

tegration depends on the characteristics of the data to be integrated, which moti-

vates the study of such characteristics. To analyse these data characteristics we

This chapter is based on the following two publications. (1) Meroño-Peñuela, A., Ashkpour,

A., van Erp, M., Mandemakers, K., Breure, L., Scharnhorst, A., Schlobach, S., van Harmelen, F.

Semantic Technologies for Historical Research: A Survey. Semantic Web – Interoperability, Usability,

Applicability, 6(6), pp. 539–564. IOS Press. (2015). In this paper I was the main contributor,

collected the related work, and organized the structure of the survey. The role of this paper in

this chapter is to provide background on the research work�ow of historians, and a classi�cation

of historical data. (2) Meroño-Peñuela, A., Hoekstra, R.. What is Linked Historical Data?. In:

Proceedings of the 19th International Conference on Knowledge Engineering and Knowledge

Management, EKAW 2014, LNAI 8876, pp. 282-287, Springer. Linköping, Sweden (2014). In this

paper I was the main contributor, created the idea, and applied the theoretical methodologies.

This paper contributes to this chapter an analysis of the ontological metaproperties of historical

data, as described in Section 2.3.2.
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follow two approaches. First, we propose a complete classi�cation of historical
data from various angles. By using this classi�cation, a collection of historical

data can be parametrized on various aspects. Second, we apply several ontolog-
ical frameworks to historical sources. As a result, we describe the fundamental

ontological metaproperties of historical data, by providing formal ontological

de�nitions for primary, secondary and historical sources.

2.1 the semantic web

Envisioned in 2001 [20], the Semantic Web was conceived as an evolution of

the existing Web (based on the paradigm of the document) into a Semantic Web

(based on the paradigm of structured data and meaning). By that time, most of

the contents of the Web were designed for humans to read, but not for computer

programs to process meaningfully. Although computers could parse the source

code of Web pages to extract layout information and text, computers had no

mechanism to process the semantics. In other words, the Semantic Web is not
a separate Web but an extension of the current one, in which information is given
well-de�ned meaning, better enabling computers and people to work in cooperation
[20].

More practically, the Semantic Web can be de�ned as the collaborative move-

ment and the set of standards that pursue the realization of this vision. The

World Wide Web Consortium [21] (W3C) is the leading international standards

body, and the Resource Description Framework [191] (RDF) is the basic layer in

which the Semantic Web is built on. RDF is a set of W3C speci�cations designed

as a metadata data model. It is used as a conceptual description method: enti-

ties of the world are represented with nodes (e.g. Dante Alighieri or The Divine
Comedy), while the relationships between these nodes are represented through

edges that connect them (e.g. Dante Alighieri wrote The Divine Comedy). These

statements about nodes and edges are expressed as triples. A triple consists of

a subject, a predicate, and an object, and describes a fact in a very similar way

as natural language sentences do (e.g. subject: Dante Alighieri; predicate: wrote;
object: The Divine Comedy). Subjects and predicates must be URIs (Uniform

Resource Identi�ers, the strings of characters used to identify and name a Web

resource like a web page), while objects can be either URIs or literals (like inte-

ger numbers or strings) [80]. RDF can be considered a knowledge representation

paradigm where facts and the vocabularies used to describe them have the form

of a graph. This setting makes RDF very suitable for data publishing and query-
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ing on the Web, especially when (a) the dataset does not follow a static schema;

and (b) there is an interest of linking the dataset to other datasets.

E�orts on standardization have produced ontologies and vocabularies to de-

scribe multiple domains. An ontology is an explicit speci�cation of a conceptual-
ization [72] and contains the classes, properties and individuals that characterize

a given domain, like History. In the Semantic Web, the ontologies are designed

using the Web Ontology Language [189] (OWL). OWL consists of several lan-

guage variants built upon di�erent modalities of Description Logics [13] (DL),

a family of formal knowledge representation languages. Such languages allow

for automated reasoning, that is, to extract or deduce consequences and new

knowledge from the original.

A large number of RDF datasets have been published and interlinked on the

Web, using these ontologies and vocabularies and following the Linked Data

principles [19]. In the middle of the document-Web and the data-Web, formats

and vocabularies for rich structured document markup (such as RDFa [190] or

schema.org [162]) are enabling software agents to crawl semantics from web

pages, bridging the gap between the Web for humans and the Web for machines.

These e�orts have evolved the Web into a global data space [80] where data

can be queried using the SPARQL query language (SPARQL Protocol and RDF

Query Language) [192]. Although the transition from the document-Web to the

database-Web exists in the form of these standards and technologies, the simple

idea of the Semantic Web remains largely unrealized [166].

The advent of the Semantic Web poses new perspectives, challenges and re-

search opportunities for historical research.

2.2 historical research

The �eld of historical research concerns the study and the understanding of the
past. The �eld is currently undergoing major changes in its methodology, largely

due to the advent of computers, high-quality digital data sources, and the Web

[26]. Nonetheless, historians have a long tradition in using computers for their

research [26], and are concerned about how the Web has shaken the paradigm of

research data publication, particularly since the inception of the Semantic Web

[20] and the Linked Data principles [80]. Availability of historical research data

on the Web is growing.

Computer science has inspired historians from the start. History and comput-
ing or Humanities computing were labels used before the inception of the Web

[117]. Many pioneers in computer aided historical analysis have a background
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both in history and in informatics, and re�ected early on about the usefulness of

computational and digital techniques for historical research [26]. Ever since the

advent of computing, historians have been using it in their research. The �rst

revolution in the 1960s allowed researchers to harness the potential of compu-

tational techniques in order to analyze more data than had ever been possible

before, enabling veri�cation and comparisons of their research data but also giv-

ing more precision to their �ndings [8]. However, this was a marginal group

among History researchers: in general, the usage of computers by humanists

by that time could be described as occasional [60]. The emphasis was more on

providing historians with the tools to do what they had always done in a more

e�ective and e�cient way. Concretely,

• databases and documentmanagement systems facilitated the transition from

historical documents to historical knowledge through text analysis;

• statistical methods were used predominantly for testing hypotheses and

building models. Nevertheless, with time, these methods were more val-

ued as descriptive and exploratory tools, relying on pattern detection, pro-

�ling and visualization, rather than as an inductive method [26];

• imagemanagement aided historians to digitize, enrich, retrieve images and

visualize data [26].

The inception of the Web facilitated open access to historical research data,

allowing historians to collaborate world-wide. Moreover, it allowed them to mix
and combine historical data from di�erent sources in a much more e�cient way,

and at an unprecedented scale. What role does this mix and combination of data

sources play in the research work�ow of historians? To answer this question, in

the next sections we analyze the research work�ows of historians (the life cycle
of historical information) and social historians (the knowledge discovery process),
establishing the relationships between them and identifying the need of data

integration.

2.2.1 The Life Cycle

The main object of study in historical research is historical information, and

the multiple ways to create, design, enrich, edit, retrieve, analyse and present

historical information with help of information technology. It is important to

distinguish historical information from raw data in historical sources. These

data are selected, edited, described, reorganized and published in some form,
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before they become part of the historian’s body of scienti�c knowledge. We use

the life cycle of historical information [26] to study the work�ow of historical

information in historical research.

Historical objects go through distinct phases in historical research. In each

phase, these objects are transformed in order to produce an outcome meeting

speci�c historical requirements. The phases can be laid out as the work�ow of

a historical information life cycle, as shown in Figure 1. The phases, although

sequentially presented, do not always have to be passed through in rigorous

order; some can be skipped if necessary. The phases are also quite comparable

with the practice in other �elds of science.

Figure 1: The life cycle of historical information [26]. The phases in the life cycle are:

(1) creation; (2) enrichment; (3) editing; (4) retrieval; (5) analysis; and (6) pre-

sentation.

The life cycle of historical information consists of six phases:

1. Creation. The �rst stage of the life cycle is the creation stage. The main

aspect of this stage consists of the physical creation of digital data, in-

cluding the design of the information structure and the research project.

Examples of activities in this phase would be the data entry plan, digiti-

sation of documents (through e.g. OCR), or considering the appropriate

database software.
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2. Enrichment. The main goal of this phase is to enrich the data created in

the previous step with metadata, describing the historical information in

more detail, preferably using standards such as Dublin Core [47], and in-

telligible to retrieval software. This phase also comprises the linkage of in-

dividual data that belongs together in the historical reality, because these

data belong to the same person, place or event.

3. Editing. Editing includes the actual encoding of textual information, like

inserting mark-up tags or entering data in the �elds of database records,

with the intention of changing or adding historical data of convenience.

All data transformations through algorithmic processes prior to analysis

also belong to this phase. Editing also extends to annotating original data

with background information, bibliographical references and links to re-

lated passages.

4. Retrieval. In this phase information is retrieved, that is, selected, looked

up, and used. The retrieval stage mainly involves selection mechanism

look-ups such as SQL-queries for traditional databases or Xpath [193] and

Xquery [194] for XML-encoded texts.

5. Analysis. Analyzing information means quite di�erent things in historical

research. It varies from qualitative comparison and assessment of query

results, to advanced statistical analysis of data sets.

6. Presentation. Historical information is to be communicated in di�erent

circumstances through multiple forms of presentation. It may take very

di�erent shapes, varying from electronic text editions, online databases,

virtual exhibitions to small-scale visualizations. It can happen frequently

in other phases as well.

In the middle of the historical information life cycle, three aspects are identi-

�ed which are central to history and computing, but also in the humanities in

general:

• Durability ensures the long term deployment of the produced historical

information.

• Usability refers to the ease of e�ciency, e�ectiveness and user satisfaction.

• Modeling denotes to more general modeling of research processes and his-

torical information systems.
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2.2.2 Knowledge Discovery in Social History

The life cycle of historical information of Figure 1 is an abstract work�ow that ap-

plies to all disciplines of History. This means that the cycle works independently

of the contents and format of the historical data under research. Social History,

as a discipline of History, adheres to this work�ow too. However, datasets in So-

cial History have an expected format and content. The common representation

format is the table, where information is presented in rows (instances, records)

and columns (dimensions, variables), as shown in the example of Table 1. The

contents usually found in these tables are population characteristics, since Social

History studies lives of ordinary people, mainly in a quantitative and data-driven

manner, and typically collects many observations of individuals’ demographics,

labour and wealth. These are usually expressed in an aggregated form, although

individual-level datasets are becoming more important [155].
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Courtelary 80.20 17.00 15 12 9.96 22.20

Delemont 83.10 45.10 6 9 84.84 22.20

Franches-Mnt 92.50 39.70 5 5 93.40 20.20

Moutier 85.80 36.50 12 7 33.77 20.30

Neuveville 76.90 43.50 17 15 5.16 20.60

Porrentruy 76.10 35.30 9 7 90.57 26.60

Broye 83.80 70.20 16 7 92.85 23.60

Glane 92.40 67.80 14 8 97.16 24.90

Gruyere 82.40 53.30 12 7 97.67 21.00

Sarine 82.90 45.20 16 13 91.38 24.40

Table 1: Example of Swiss fertility and socioeconomic data of 1888, R datasets package

[146].

The activity of extracting Social History knowledge from data can be under-

stood as a data mining or knowledge discovery process, since social historians

look for “valid, novel, potentially useful and ultimately understandable patterns



36 what is historical data?

Figure 2: The knowledge discovery process followed by social historians. This work�ow

specializes the historical information life cycle of Figure 1.

in data” [58]. The work�ow of knowledge discovery is shown in Figure 2, and

consists of the following phases:

1. Selection. In the �rst phase, data is selected from various relevant sources,

according to speci�c knowledge discovery goals, constituting the target
data.

2. Preprocessing. Target data is carefully merged, combined and cleaned, turn-

ing into preprocessed data.

3. Transformation. Preprocessed data is transformed according to user needs,

e.g. by imputing missing values, normalizing values, extracting features,

and transforming units. The results are regarded as transformed data.

4. Data mining. Transformed data are mined (e.g. by pro�ling or machine

learning algorithms) in order to detect patterns and learn models.

5. Interpretation/Evaluation. Patterns and models are interpreted and evalu-

ated to extract knowledge.

What is the relationship between the knowledge discovery process of Figure

2, and the historical information life cycle of Figure 1? From the domain point

of view, Figure 2 is a specialization of Figure 1. This is because the life cycle
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can be applied to any historical dataset, while the knowledge discovery process

can only be applied to historical structured sources (see Section 2.3.1). Conse-

quently, data integration is done di�erently in the phases of creation, enriching,

editing and retrieval in Figure 1; and selection, preprocessing and transforma-

tion in Figure 2. Albeit, both work�ows use these data integration phases with

the common goal of getting data �t for use [197]. Likewise, the phases of analysis
and presentation (Figure 1) and data mining and interpretation/evaluation (Figure

2) have equal goals (to extract and communicate knowledge from well-prepared

data) but technical di�erences at their execution due to data of di�erent nature.

These di�erences in nature of historical datasets are further discussed in Section

2.3.

Table 1 shows an example on socio-historical data in need to be selected,

preprocessed, transformed, mined and interpreted in order to extract valuable

socio-historical knowledge through the work�ow of Figure 2. There are, how-

ever, three important considerations to take into account. The �rst is that this

research execution is not always sequential; although ideally the phases might

be planned in order, in practice (and commonly in smaller projects) there are

some back-and-forths and various iterations. Secondly, most historians empha-

size the role of the selection, preprocessing and transformation phases; this is,

the data curation. For social historians it is crucial that relevant sources are care-

fully selected and combined to create useful pre-analysis information. Last, and

conversely with the previous point, the variety of analysis (mining) techniques

is more scarce than in generic knowledge discovery processes. Most analyses in

Social History consist of data modelling, pro�ling and regression, in line with

the traditional usage of statistical methods as a descriptive tool in historical re-

search, as discussed in Section 2.2. The use of broader data mining and machine

learning algorithms is rare.

It is apparent that both the historical information life cycle and the knowl-

edge discovery process deal with data integration issues before these two last

stages. Certainly, the purpose of all activities before analysis is to combine data
from di�erent sources into meaningful and valuable information. The activities of

creation, enrichment and editing of the life cycle, and selection and preprocessing
of knowledge discovery have a strong semantic component, given that the main

purpose of these is to link together data that hold some relationship. This reveals

the need of semantic integration in these work�ows, and suggests that the use of

Semantic Web technology could be a great aid for automating data integration

in these domains.
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2.3 historical data

Since the introduction of computers in the �eld, historical research has produced

high-quality digital resources [26]. Historical datasets encompass texts, images,

statistical tables and objects that contain information about events, people and

processes throughout history. Converted or born-digital, historical datasets are

now analyzed at big scale and published on the Web. Their temporal perspective

makes them valuable resources and interesting objects of study.

As we have seen in Section 2.2, historical data needs to be integrated as part

of the research work�ows of History and Social History. However, the diversity

of these data have an in�uence in how hard this integration task is. For instance,

it will be signi�cantly harder to integrate a MySQL database on book trade, a

corpus on author biographies, and a spreadsheet with population demographics

together; than a set of uniform, equally headed CSV �les with these data. Hence,

it is sensible to ask: how diverse is historical data? To investigate this, in the

following sections we propose a classi�cation of historical data, and perform an

analysis of their fundamental ontological properties.

2.3.1 A Classi�cation of Historical Data

The continuous usage of computing in di�erent areas of historical research has

produced digital historical data with di�erent formats, perspectives and goals.

To be used in the Semantic Web, these historical data have to be modelled and

represented semantically, using the current standards described in Section 2.1).

Historical sources can be characterized and divided in many ways. In this sec-

tion we propose a classi�cation of historical data in order to understand their

diversity.

Primary and secondary sources

A basic distinction used by historians to classify historical data is between pri-
mary and secondary sources.

Primary sources are original materials created at the time under study [18].

They present information in its original form, neither interpreted, condensed

nor evaluated by other writers, and describe original data and thinking [12]. Ex-

amples of primary sources are scienti�c journal articles reporting experimental

research results, persons with direct knowledge of a situation, government doc-

uments, legal documents (e.g. the Constitution of Canada), original manuscripts,

diaries (e.g. the Diary of Anne Frank) and creative work. Primary sources can
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be distinguished into administrative sources and narrative sources. Administra-

tive sources contain records of some administration (census, birth, marriage and

death rolls, administrative accounts of taxes and expenses, resolutions minutes

of administrative bodies, deeds, contracts, etc.). Narrative sources are full text

documents containing a description of the past, made by an author being an

eyewitness. Examples are diaries, biographies, chronicles, newspaper articles,

diplomatic reports, and political pamphlets. Administrative sources are usually

considered by historians as factual data, and they are analysed to detect patterns.

In addition to facts, narrative sources contain the vision and bias of the author,

which are also analysed by historians.

Secondary sources are materials that have been written by historians or their

predecessors about the past with the bene�t of hindsight [181]. They describe,

interpret, analyze and evaluate the primary sources. Usually, secondary sources

gather modi�ed, selected, or rearranged information of primary sources for a

speci�c purpose or audience [12]. Examples of secondary sources are bibliogra-

phies, encyclopedias, review articles and literature reviews, or works of criticism

and interpretation.

Intended further processing

Some historians [26] propose to structure historical data depending on their re-

quired further machine processing. They distinguish between textual data, quan-
titative data and visual data. Textual data comprises the whole set of text-heavy,

unstructured historical sources, such as letters, memoranda or biographies, all in

a form of free text. Quantitative data are historical sources aimed at a quantita-

tive analysis, like church registers, census tables and municipality demographic

micro-data. Finally, visual data gathers all kinds of historical evidence not en-

coded by text and numbers or categories, such as photographs, video footage

and sound records.

Source oriented vs. goal oriented

Researchers make the distinction between source oriented and goal oriented his-

torical data [26]. When dealing with historical data it is important to decide in

an early stage whether the data should be modeled according to a source or goal

oriented approach. A source oriented approach aims to postpone enforcing any

standards or classi�cations; representations and data models resemble the un-

derlying source data as close as possible. The purpose of this is to allow room

for multiple interpretations of the data. At the other end we �nd the goal, model
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or analysis oriented approach. Historical data is often plagued with inconsisten-

cies, changing structures and classi�cations, and redundant and erroneous data.

A goal oriented perspective therefore advocates the use of sound data models to

start with, restructuring the data according to certain views and research goals.

These two approaches present a trade-o�: more source oriented data schemas

will model data to preserve their original form more faithfully, while goal ori-

ented data schemas will distort that form in favour of requirement-driven data

models.

Level of structure

In this section we propose a classi�cation of historical data according to their

level of structure, as shown in Figure 3. We distinguish three levels of inner struc-

ture in historical datasets: structured, semi-structured and unstructured. Each

level of structure can be divided into several types of structure.
Structured data. Structured data are datasets with a clearly de�ned data model.

A data model is an abstract model that documents and organizes data for com-

munication, used as a plan for developing applications. Census data tables, rela-

tional databases of historical events, XML �les, spreadsheet workbooks and RDF

datasets are examples of structured data. All these meet a certain abstract model

for the data they represent (relational schemas, DTD constraints, tabular formats

and RDF triple statements). Structured historical data are usually managed with

relational databases, graph/tree representations and tabular representations. Rela-

tional databases are the most well-known way of committing to some schema

for representing historical objects and their relationships, establishing syntax-

level, structural ways of tying data in relations (tables). Because their structure,

relational databases are ideal for the goal or model-oriented representations of

historical data using speci�c domain conceptualizations [26].

Relational databases. Relational databases have their own languages (SQL) and

systems (MySQL, Microsoft SQL Server, PostgreSQL, Microsoft Access, Oracle,

etc.) to represent and store historical data. They all follow the relational model

[39].

Graph/tree representations. Relying on graph theory, graph databases o�er

mechanisms for storage and retrieval of data with less constrained consistency

models than traditional relational databases. They provide variable performance

and scalability, but high �exibility and complexity support. AllegroGraph, IBM

DB2, OpenLink Virtuoso, Sesame, Stardog and OntoText GraphDB are typical ex-

amples. RDF is the W3C standard for Web-exchange of (historical) data in graph

form. Graph/tree data is found in historical samples that come in formats such as
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Figure 3: Classi�cation of historical data according to their level of structure. Dotted ar-

rows indicate the direction of usual transformations in work�ows that identify

historical entities (and their relations), from unstructured to structured repre-

sentations.
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XML, RDF or JSON (JavaScript Object Notation). These formats are conceived

for modeling and exchanging data in a generic way, supporting multiple pur-

poses (e.g. JSON is mainly used for data interchange between web applications

and services).

Tabular representations. Some historical datasets are encoded in tabular form.

Tables consist of an ordered set of rows and columns, the latter typically identi�ed

with a name. The intersection of a row and a column is a cell. Depending on the

speci�c format (Comma-separated values (CSV), Microsoft Excel spreadsheets,

etc.) features of these tables vary. Tables are used to store all kinds of historical

data, especially meso, macro and microdata about individuals, registries, and

population censuses. Besides tables have an unambiguous representation, their

broad expressivity may lead to poorly structured datasets (see Chapters 3 and

5).

Semi-structured data. Semi-structured data appear often as an intermediate

representation between unstructured and structured historical data. Typical

technologies applied here are markup languages, such as XML, to denote spe-

cial characteristics of historical texts in speci�c regions of the corpus, as enrich-

ments or annotations. Annotated corpora are the most important example of

semi-structured data, in which raw historical texts are annotated with (typically

XML) markup on well-de�ned text regions.

Unstructured data. In the absence of a data model, we talk about unstructured
data. In unstructured data there is scarce or no structure at all. The typical

example is unconstrained, text-heavy, raw corpora encoded in plain text �les.

Unstructured sources are the most common representation of historical data,

typically transcriptions of historical texts. Objects with a high variety of his-

torical nature can be included in this category: letters, books, memoranda, acts,

etc.

Remarkably, the use of the terms structured and unstructured in computer sci-

ence to describe datasets is di�erent from the use of those notions in history,

where administrative sources are often labeled as structured and textual sec-

ondary sources as unstructured. Additionally, narrative sources that come in

a heavy-text form have internal structures, which can be made explicit. Histo-

rians are also fond on hybrid datasets: from (mainly) the 19th century onwards

they have created scholarly source editions, which contain structured and anno-

tated information over original texts. On the other hand, in computer science

structure relates to structured data formats: standard data models for organising

data in such a way that machines can read and process their content.
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2.3.2 An Ontological Framework

This section addresses the question of identifying the essential ontological metaprop-

erties of historical data. To do so, the theories of perdurance and endurance are

applied, as well as the upper ontology DOLCE [66] and the OntoClean method-

ology [73].

Historical Sources as RDF Graphs

Independence and reliability of sources are fundamental issues historians take

into account in scholarly writing [81]. To address these, historians distinguish

between primary and secondary sources. Primary sources are “original materi-

als created at the time under study that have not been altered or distorted in

any way” [18, 12]; secondary sources are “documents that relate or discuss in-

formation originally presented elsewhere, written after the fact with the bene�t

of hindsight” [12] (see Section 2.3.1). A fundamental di�erence between the two

is that primary sources must be immutable: they cannot be altered once they

are created.
1

Traditionally, immutability of sources is achieved through archiv-
ing them, either as books (in a library or book archive), as physical objects (in a

museum archive), or more recently as digital objects (in a digital archive). The

archive is the authority that protects the primary source from change, providing

independence and reliability. As a consequence, primary sources are inevitably

detached from their original context. Secondary sources are attempts from his-

torians to recreate this context.

A strict requirement then is that RDF graphs of primary sources need to be

immutable as well. But how does RDF deal with change over time [44]?

Intuitively speaking, changes in the universe of discourse can be re�ected in the

following ways:

1. An URI, once minted, should never change its intended referent.

2. Literals, by design, are constants and never change their value.

3. A relationship that holds between two resources at one time may not hold

at another time.

4. RDF sources may change their state over time. That is, they may provide

di�erent RDF graphs at di�erent times.

5. Some RDF sources may, however, be immutable snapshots of another RDF

source, archiving its state at some point in time.

1
Note that such immutability is an idealisation, and that in the real world full immutability

can be di�cult to achieve, especially for pre-1400 sources. For instance, historians may consider

a transcription of a source a primary source due to drift or disappearance of its original language.
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Statement 1 is problematic: a source that changes keeps its URI although its iden-

tity is changed (see Section 2.3.2). In addition, statements 4 and 5 have important

consequences for historical sources. First, it follows the alive-dead Linked Data

dichotomy: on the one hand, there is a living LOD cloud that is constantly up-

dated and changed; on the other hand, a dead and archived LOD cloud exists

as old snapshots of what once was alive. This situation corresponds to the life

cycle of primary and secondary sources (see Section 2.2.1). All sources are �rst

ordinary living LOD data, but the fact that they are archived to preserve their
immutability turns them into primary sources. The metaphor of the alive-dead
LOD serves well the purpose of primary and secondary sources as RDF graphs.

For a primary source to be represented as an RDF graph, it is necessary (and

su�cient) to be archived and preserved from change. RDF graphs of secondary

sources, on the other hand, live in the LOD cloud similar to other datasets.

Ontological Semantics of Historical Sources

What are the basic ontological properties that characterize historical sources? To

answer this question, and thus better understand the diversity of historical data,

we apply the philosophical stances of perdurance and endurance, the upper on-

tology DOLCE [66], and the OntoClean methodology [73] to study ontological

properties that apply to historical sources. We model these sources according

to their properties. Such properties are unary predicates that denote what it

means to be a member of a class; for example, if we say that primary sources are
endurants, we mean that every single historical primary source does not have

temporal parts, and thus is wholly present whenever it exists. Or if we say sec-
ondary sources are dependent, we state that any secondary source has a depen-

dency with another entity (concretely, with a primary source). These properties

can be thought as general characteristics of what it means to be a primary or a

secondary source; the rest of this section discusses what these properties are.

Perdurantism holds that ordinary things like animals, boats and planets have

temporal parts (things persist by perduring through time). Endurantism is the

stance that ordinary things do not have temporal parts; instead, things are wholly

present whenever they exist (things persist by enduring) [98]. The DOLCE on-

tology [66] translates these stances to two types of entities: endurants and perdu-
rants, which can be characterized by whether or not they can exhibit change in

time. Endurants can “genuinely” change in time, in the sense that the very same

endurant as a whole can have incompatible properties at di�erent times; perdu-

rants cannot change in this sense, since none of their parts maintain identity

in time [66]. Secondary sources, such as comments, notes, articles, annotations,
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are endurants; at any point in time they can be appreciated as a whole, while

they still may undergo changes (e.g. working papers). Primary sources, on the

other hand, have the same enduring properties, but cannot change: if any of

their properties change, they lose identity. The accumulation over time of sec-

ondary sources that share a dependency on a primary source form our “body of

knowledge” about the historical entity represented by the primary source. This

accumulation is a perdurant (similar to item 4 in Section 2.3.2). On the other

hand, the “state of our knowledge” at any point in time is a slice of that body of

knowledge: a collection/set of endurants.

Distinguishing between perdurants and endurants is closely related to the

question of identity: if sources can change over time, how can we guarantee

that they are the same entity? To help answering this question, we use the On-

toClean methodology [73]. Following OntoClean, some properties are essential

to all their instances; we call these properties rigid (+R). For instance, an entity

having the property of being a person is guaranteed to preserve its identity even

if other of his properties change, because being a person is rigid. Properties that

are not essential for some of their instances are called non-rigid (-R); of these,

properties that are not essential to all of their instances (i.e. required to change)

are called anti-rigid (∼R). According to this, the property of a source being pri-

mary is +R, because being primary is essential to all sources (i.e. if it stops being

a primary source, it no longer exists); the property of being secondary is ∼R,

since secondary sources may become primary sources through archiving.

Another way of looking at identity of historical sources consists of consider-

ing them as sortals. A sortal (+I) is a class all of whose instances are identi�ed

in the same way. The class of secondary sources does not carry any identity

criteria (i.e. a secondary source cannot be identi�ed by any prede�ned set of

characteristics). On the other hand, a primary source is always +I : its identity

criteria cover all of its properties (in order for something to be a primary source,

none of its properties is allowed to change).

Unity (+U) is the metaproperty of classes all of whose individuals are wholes
under the same relation. A whole is an instance that, in opposition of mere sums,
does not create new instances of the same class it belongs to when an arbitrary

subsection of such instance is considered. For instance, splitting a piece of clay in

two, constitutes two pieces of clay (it is a mere sum), while this does not typically

happen with e.g. instances of the class person (awhole). Primary sources are anti-
unity (∼U), since any part in which a primary source may decompose creates a

new primary source. Think of historical objects for which only certain parts

could be preserved; these parts constitute the genuine primary source. In case
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Secondary sources Primary sources

Endurant (Strong) Endurant

Alive datasets Dead datasets

Non-timestamped resources Timestamped resources

Dereferenceable URIs Archive-only-dereferenceable URIs

Anti-rigid ∼R Rigid +R

Dependent (on the primary Source) +D Independent -D

Not a sortal -I A sortal +I

Unity +U Anti-unity ∼U

Table 2: Ontological metaproperties of historical sources.

new parts of the object were found, these would constitute di�erent independent

primary sources. Secondary sources are +U because speci�c relations between

their parts preserve their integrity as wholes, and arbitrary parts of them do not

constitute secondary sources anymore.

Finally, a property is dependent (+D) if each instance of it implies the existence

of another entity [73]. Primary sources are independent (-D), given that they can

exist independently of other entities. However, secondary sources are +D: every

secondary source is always about some existing primary source.

Table 2 shows the correspondence between the properties of primary and sec-

ondary sources. We model historical sources using the study of this Section and

the considerations made in Section 2.3.2.

Historical Metaproperties on the Web

The model proposed in Section 2.3.2 con�icts with some of the basic LOD pub-

lishing principles, more concretely with the openness of the Web. The AAA rule

(Anyone can say Anything about Any topic) is one of the essential principles

of the Web, which also holds for RDF data. The URI of a primary source can

be used by anyone as a subject of an RDF statement; this changes the graph of

the primary source, and breaks the basic principle of immutability of primary

sources (see Section 2.3.2). In this Section we investigate mechanisms to publish

Linked Historical Data as LOD according with the model of Section 2.3.2.

To solve this con�ict, we propose dereferenceability as a mechanism to pre-

serve the fundamental properties of primary sources and their interplay with

secondary sources. Concretely, we propose a dereferencing service for author-
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itative digital archives hosting RDF graphs with two essential characteristics:

reliability and independence (the overlap with the requirements for historical

sources in Section 2.3.2 is no coincidence). First, dereferenceability is the only
mechanism by which users may know that they are talking about a primary

source. Hence, it is necessary that, when asked, the authoritative archive pro-

vides information on whether it knows something about such primary source or

not (e.g. via SPARQL ASK queries). This way we achieve reliability: the only

reliable primary source triples are those for which the archive returns valid de-

scriptions. This will not happen with triples about the primary source issued by

anybody else.

Second, when users dereference triples of a primary source, they get back

copies of it, where all URIs are replaced by new ones, but refer back to the

original primary source URI (or URIs inside the primary source graph) through

prov:wasDerivedFrom relations. This way we achieve independence: new state-

ments (i.e. secondary sources) refer to this quali�ed copy independently on the

original contents of the in-archive primary source graph, preserving its indepen-

dence and immutability. Alternatively, the resolution creates a new Functional

Requirements for Bibliographic Records (FRBR) expression of the same FRBR

work, but then the primary source is also an expression (the �rst). URN-like

tricks (cf. DOIs) could also be used, such that users have to use a trusted deref-

erencing service at the archive location to obtain the primary source data (e.g.

crossref dereferences DOIs at http://dx.doi.org/ to the printer’s page, or to an

RDF representation of the source).

De�ning Historical Data

Before answering the question of what is historical data, we de�ne primary and

secondary sources using our studied ontological semantics.

De�nition 1. A primary source P is an accumulation of strong-endurant, dead,
timestamped, only-archive-dereferenceable, rigid (+R), independent (−D), sortal
(+I), and anti-unity (∼U) resources.

For instance, a basic implementation of such an accumulation in Python, where

psk are RDF conjunctive graphs of primary sources, and + is the standard set-

theoretic union graph operation, is

P = reduce(lambda x, y: x + y, [ps_1, ..., ps_n])

http://dx.doi.org/


48 what is historical data?

De�nition 2. A secondary source S is an accumulation of endurant, alive, non-
timestamped, dereferenceable-by-anyone, anti-rigid (∼R), dependent (+D), non-
sortal (−I), and unity (+U) resources.

Implementations of secondary sources are analogous to primary sources. We

can now answer the question: what is historical data?

De�nition 3. Historical dataH is the union of primary P and secondary S sources,
H = P ∪ S, where: (i) some statement in S has a links to an statement in P; and
(ii) for all times t in which statements of P are made, and for all times t ′ in which
statements of S are made, t ′ > t.

2.4 conclusion

In this chapter we present the life cycle of historical information and the knowl-

edge discovery process, the research work�ows of historians and social histo-

rians, respectively. We use these work�ows to identify the needs of data inte-

gration in these domains. In order to further understand the complexity of inte-

gration processes in these areas, we study the characteristics and heterogeneity

of historical data from two points of view. First, we propose a classi�cation of

historical data based on the criteria of primary and secondary sources, intended

further processing, source oriented vs. goal oriented, and level of structure. Sec-

ond, we advocate the use of the OntoClean methodology and the DOLCE upper

ontology to give characterizations of primary and secondary sources. We propose

the implementation of speci�c URI dereferencing services in digital archives to

preserve these fundamental properties of historical sources in the form of inde-
pendence and reliability.
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I N T E G R AT I O N P R O B L E M S I N H I S T O R I C A L S TAT I S T I C A L

D ATA

There are no happy endings in history, only crisis

points that pass.

Isaac Asimov, The Gods Themselves

This chapter seeks for understanding what are the problems historians and so-

cial historians face when they manually integrate historical data in their research

work�ows. We follow a bottom-up approach. First, we study requirements from

social historians that have a dire need to integrate a speci�c historical data collec-

tion: the Dutch historical censuses (1795–1971). This collection is a rich source of

demographic and socioeconomic information in Dutch history, albeit encoded in

more than 500 disconnected and messy spreadsheets. We use this as a source of

This chapter is based on research published in the following three publications. (1) Meroño-

Peñuela, A., Ashkpour, A., van Erp, M., Mandemakers, K., Breure, L., Scharnhorst, A., Schlobach,

S., van Harmelen, F. Semantic Technologies for Historical Research: A Survey. Semantic Web –

Interoperability, Usability, Applicability, 6(6), pp. 539–564. IOS Press. (2015). This paper provides

the survey of the related work of this chapter in Section 3.2. (2) Ashkpour, A., Meroño-Peñuela, A.,

Mandemakers, K. The Aggregated Dutch Historical Censuses: Harmonization and RDF. In: Historical

Methods: A Journal of Quantitative and Interdisciplinary History, 48(4), pp. 230–245. Taylor &

Francis. (2015). In this paper I contributed the technical related work, the data models used, and

the technical design of the solution. This paper is used in this chapter to provide an analysis of

data integration problems in Social History and historical census data in Section 3.1.1. (3) Meroño-

Peñuela, A., Ashkpour, A., Guéret, C., Schlobach, S.An Ecosystem for Integrating andWeb-Enabling
Messy Spreadsheet Collections. Knowledge Based Systems, 2015 (under submission). In this paper

I was the main contributor, performed the requirements analysis, wrote a substantial part of the

code, and run all the experiments. This paper contributes the list of integration problems of messy

spreadsheet collections of Section 4.2.
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integration challenges, studying the di�culties that social historians experience

when they try to make sense of these data. Second, we abstract these require-

ments to reveal a generic set of integration problems of messy spreadsheet col-
lections. Third, we link these integration requirements with well-known, open

integration problems in historical research, unveiling the relationships between

them. We use this framework of (social) historical spreadsheet data to investi-

gate related work in the Semantic Web addressing these issues.

3.1 integration problems

In this section we study integration problems in historical data from three di�er-

ent angles. First, we investigate integration problems that historians encounter

when they manually integrate a speci�c dataset: the Dutch historical censuses1
.

Second, we look at particular integration problems of their most prominent data

format, messy spreadsheet collections (MSC). Third, we relate these two sets of in-

tegration problems with the open integration problems in historical research.

3.1.1 Integration Problems in Social History

The Dutch historical censuses were collected in the Netherlands from 1795 until

1971, in 17 di�erent editions, once every 10 years. The government counted the

entire population of the Netherlands, door to door, and aggregated the results in

three di�erent census types: demographic data (age, gender, marital status, loca-

tion, belief), occupation data (occupation, occupation segment, position within

the occupation), and housing data (ships, private houses, government buildings,

occupied status). After 1971, censuses stopped from being collected from the

entire population, mostly due to social opposition, and authorities switched to

municipal registers and sampling. The original census books have been trans-

lated, by manual input, into more structured formats. As a result, a subset of the

dataset is available as a collection of 507 Excel spreadsheets, containing 2,288

disconnected census tables. Social historians have a dire need to integrate these

challenging tables by creating a uni�ed, consistent data series from dissimilar

sources, which is regarded as a ultimate goal in integration of historical censuses

[54].

In general, censuses collected and digitized over long periods of time have

important limitations with respect to evolving variables, structures, observation

1http://www.volkstellingen.nl/

http://www.volkstellingen.nl/
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methods, questions, processing methods and classi�cation system. These limita-

tions make it di�cult to fully reap the potential of census data [113, 145, 157]. Re-

searchers recognize the need for harmonizing and integrating the census sources

as a fundamental activity before analysis (see Section 2.2.2). The dataset of the

Dutch historical censuses shares many of these limitations, and introduces some

new ones.

In the following sections we will describe the key challenges we face in the

harmonization of the Dutch historical censuses: aggregated data, changing vari-

ables, missing data, structural heterogeneity, inconsistencies and changing clas-

si�cations.

Aggregated data

Traditionally, two types of data can be distinguished in any census: micro-data,

and macro-data or aggregated data. Micro-data are individual registers: observa-

tions related to and describing a speci�c person (name, age, address, occupation,

religion, etc.). Micro-data are often organized in simple tables, where each row

represents one of such individual registers, and columns their properties. These

tables are often too large for analysis or presentation. Especially in the past,

when statistical tools where more rudimentary, the results of censuses were typi-

cally presented by aggregating these micro-data: how many people were counted

per age range, social status, municipality or province. These aggregation views

answered the information needs of the public, politicians and government, re-

sembling the modern roll-up OLAP operation [41]. Moreover, they were used as

proper presentation tools in the last stage of the life cycle (see Section 2.2.1).

In the Dutch historical censuses, only aggregated data has survived to our

days: almost all micro-data has been lost. The lack of these corresponding micro-

data hampers a diachronic data integration: the aggregations are incomplete, of-

fering only a partial view on the data; and mutually incompatible, since aggrega-

tions built for di�erent purposes at di�erent times are hardly comparable. This

causes, for instance, that the sum of the number of inhabitants in all municipal-

ities for a certain province does not match with the total number of inhabitants

given for that province.

The resolution of this integration problem depends primarily on expert input

and manual decisions. Accordingly, social historians rely on documentation at

two levels: reporting the process performed to integrate these aggregations; and

reporting pointers to speci�c data locations in the original aggregation views.
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Figure 4: Splitting of an occupational class.

Changing variables

Classi�cation systems are systems with a distribution of classes created accord-
ing to common relations or a�nities. They are used in the census to categorize

the various variables (e.g. possible values for occupation or marital status), and

put them into meaningful groups [16]. Di�erent classi�cation systems used in

the Dutch historical censuses re�ect changes in the structure of the census and

evolution of the variables, indicating transformation of society. These di�erent

classi�cations pose di�culties for researchers to integrate historical censuses for

studies over time [127, 140, 157].

This evolving classi�cation systems show variations in the level of detail pro-

vided. Some variables like gender and marital status are stable over time, but

display changing labels, including di�erent spellings. We identify three di�er-

ent scenarios with regard to the changes of these systems. First, the creation of

new variables re�ect the changing information needs at a given time. Second,

we �nd variables merely used for speci�c census years, and removed from later

censuses. Third, merging and splitting of variables occurs when categories are

joined or specialized, respectively. We encounter this often with geographical

variables [1]. For instance, the composition of the municipality of Rotterdam (i.e.

the cities, towns and villages it contained) changed signi�cantly between the late

19th and mid 20th century, having nine major changes between 1886 and 1941.

Another example is the case of the diamond workers in the occupational census

of 1899, in which they received their own category and were no longer grouped

with stonecutters as in 1889 (see Figure 4).
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Examples of changing variables across time can also be found in the occupation
census due to innovation (i.e. specialization, di�erentiation, etc). During its life

span the Dutch occupation census underwent several structural changes. Until

the 1889 census, a simple classi�cation was used, which counted all occupations

into relatively broad categories. After this period, the occupational classi�cation

system changed signi�cantly, and also recorded the type of company of individ-

ual workers, providing a greater level of detail [113]. This new classi�cation

made a systematic di�erence between di�erent hierarchical positions within an

occupation. Later census editions were less detailed, and combined occupations

and sectors, distinguishing workers in agriculture, industry and services. Ac-

cordingly, we can identify three di�erent subsystems within the occupational

classi�cation system of the historical censuses, i.e.: 1849-1859, 1889-1909 and

1920-1947.

Missing data

The evolution of classi�cation systems has a side e�ect: classes that do not exist

in some census editions create missing data. For example, only a few speci�c ag-

gregation views contain counts on how many people were counted in barracks
(classesKazerne der Marechaussée, Artilleriekazernes) or forts (classes Fort Isabelle
and Fort Kijkduin). Social historians deal with this integration issue in two dif-

ferent ways, sometimes combining them: generalizing to the closest common

broader class, and imputing counts.

Generalizing to the closest common broader class consists of considering more

general classes for which data is available. For instance, in the barracks and forts

example this is achieved by using the class Military buildings for all editions. If

appropriate external standard classi�cations exist, this can be made by linking

to classes in those systems. For instance, speci�c time-dependent occupations

can be integrated by linking them to the Historical International Standard Clas-

si�cation of Occupations [107] (HISCO).

Imputing counts consists of replacing the missing data with substituted values,

usually making use of statistical methods. For example, suppose a census edition

counts inhabitants in the age factors 14-18 years old and 19-20 years old, and the

next does so with 14-15 years old and 16-20 years old. Then, to integrate these

two editions by count imputation two strategies are followed: a new category

14-20 years old is craeted, by summing all counts in these ranges; or the three

new categories 14-15 years old, 16-17 years old, and 18-20 years old are created,

and their counts estimated by interpolation.
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Figure 5: Example of di�erent table structures.

However, social historians regard these two methods cautiously: generaliz-

ing to the closest common broader class implies a certain loss of detail, since

the mapped broader classes are less �ne-grained compared to the originals; im-

puted counts cannot be considered as trustable as the originals either. Because of

this, integration decisions on this respect must always accompany the integrated

datasets.

Structural heterogeneity

At their creation phase (see Section 2.2.1), the Dutch historical censuses were

modelled following a source-oriented approach, as described in Section 2.3.1.

Consequently, the original table layout of the census books is preserved and

used as data model. As shown in Figure 5, these layouts are structurally very

heterogeneous. Some tables have a basic structure of columns and rows with

one or two levels of hierarchy; but others introduce more complex structures.

Consequently, it is di�cult for social historians to �nd an overall model for the

entire dataset that allows for e�cient querying and, at the same time, does not

compromise the preservation of the original layout.
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Dealing with inconsistencies

The dataset is rich in historical information, but also in errors of diverse nature.

At the creation stage (see Section 2.2.1), the process of converting the original

census books to spreadsheets introduced transcription errors, while it replicated

source errors already present in the original materials. Some of these errors are

identi�ed and classi�ed accordingly in the transcribed version as spreadsheet

annotations. Other types of errors include spelling errors and misplacement errors,
when table values have been placed under the wrong row or column.

Some of these errors can only be detected by laborious manual data explo-

ration. However, social historians also use statistical techniques to identify these

errors and increase the quality of the integrated dataset. For instance, outlier de-
tection can be a great aid to point to distant observations. Benford’s Law [17],

broadly used as a fraud detection tool, tests whether the frequency distribution

of the leading digits of a dataset is the same as the width of grid-lines on a loga-

rithmic scale. Censuses are expected to obey this distribution [52].

3.1.2 Integration Problems of Spreadsheets

In this section we generalize the integration problems seen in the social history

use case dataset of the previous Section (3.1.1) to messy spreadsheet collections
(MSC). These collections are used elsewhere outside social history, and our pur-

pose is to map integration problems of the Dutch historical censuses with inte-

gration problems of MSC in order to address them in a generic way.

To illustrate the nature of a messy spreadsheet collection, consider the wages
and prices dataset, containing data about wages and prices of various goods in

di�erent countries at di�erent time periods. Figure 6 shows an excerpt of two

sheets of this MSC: one for Gambia (G), and another for Japan (J). J contains only

rice wages, while G contains wages of various goods (rice among them). Know-

ing that time periods ofG and J overlap, comparing the retail price of rice in both

countries at the same point in time, e.g. 1880, should be de�nitely possible. How-

ever, if we think of a method to do this in an automated manner, several forms

of messiness get in our way. We observe that lightweight database capabilities of

spreadsheets seem no longer an advantage when spreadsheet collections grow,

creating four important data integration problems, hard to solve without resort

to data munging:

• Arbitrary data locations. In MSC, the precise location in the spreadsheet

of cell roles (e.g. measurements such as “3.67”, or descriptive contextual

dimensions such as D/lb or Osaka) and the relationships between them
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Figure 6: An excerpt of two sheets from the messy spreadsheet collection “wages, prices

and welfare”, containing historical records of rice prices in Gambia (above)

and Japan (below). Comparability in both sheets is hampered by several data

integration problems.

is arbitrary. For example, in Figure 6 cells B4-J14 in G and B13-O20 in J

contain measurements; but cells B1-J3 in G and B10-O12 (plus A1-A20) in J

contain dimensions describing these measurements.

• Unaligned dimensions. Semantically related dimensions among sheets need

to be conciliated. In Figure 6, special header C3 inG denotes prices in D/lb
(dalasi per pound); in J, a natural language sentence in row 6 denotes prices

in ryo/monme per liter. There is no explicit mention in these sheets that

these cells denote values for the dimension price units of measurement. Ad-

ditionally, variety in terms used as values for such dimensions (e.g. ryo/L,

ryo per liter, R/L) as well as ambiguous meaning (e.g. Osaka the city, or

Osaka the prefecture?) reveal conciliation needs.

• Incomparablemeasurements. Measurements in data cells might not be com-

parable in their original form. In Figure 6, G reports a single price for rice

in the whole country. J divides this price into 14 di�erent areas/markets.
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Moreover, 8 of these markets use monme (silver) as currency, while 6 use

ryo (gold). Clearly, Figure 6 reveals the need of transformation functions

to make prices comparable, e.g. from dalasi to ryo/monme and pounds to

koku.

• Data errors. Freestyle cell content manipulation make spreadsheets in MSC

very error-prone, containing erroneous data that can only be discovered

when spreadsheetsG and J are integrated. Mechanisms need to be de�ned

to (a) de�ne domain-expert rules that these data must be compliant with

(e.g. all prices must be normally distributed); and (b) check whether the

data is compliant with these rules.

In addition to these data integration problems, MSC have a dire need to be

published on the Web, especially when containing public open data. Signi�cant

user communities of MSC in social science, history, and computer science have

raised the importance of the following functional requirements when publishing

MSC on the Web [126]:

• Formats. MSC are serialized in a number of Web non-standard formats
that hamper their compatibility. Regardless of their original format, data
dumps should be browsable and downloadable in Web standard formats

(e.g. JSON) at any stage of the integration process.

• Provenance. Traceability of actions performed on the original MSC is neces-

sary to provide a trustable history on the integration process. It is critical

that this provenance proves that the original MSC remains unmodi�ed (e.g.

was only read and not written) to prevent data munging.

• Work�ow hotplug. Di�erent experts take di�erent decisions on how to

solve speci�c MSC integration problems. Consequently, they demand to

save the state of the integration process in meaningful restore points, to

be able to plug new decision work�ows from these points ahead.

• Lossless conversion. Users of MSC are very intolerant to data loss, especially

if their datasets go online. Missing data points because automation meth-

ods have just 0.95 precision is not acceptable.

Therefore, the problem we address is to integrate MSC on the Web, by overcom-

ing four critical integration problems while we preserve four fundamental Web

publishing requirements.
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3.1.3 Integration Problems in History

In this section we study the open data integration problems in History, in order to

establish a mapping between the studied integration problems of socio-historical

datasets (Section 3.1.1) and messy spreadsheet collections (Section 4.2).

Many advances have been made in di�erent disciplines of History, and seman-

tic technologies are seen as valuable tools on solving some open problems of his-

torical research [126]. However, a high percentage of historians are unfamiliar

with or remain unconvinced that semantics are important for the integration of

their datasets [8, 170]. The reason is that the weapons of choice of historians

were (and still are) relational databases [8]. Historians typically do research us-

ing their own datasets, resulting in the creation of a vast amount of isolated data

and speci�c technological challenges.

In [126], we investigate the traditional open problems of historical research,

and suggest how di�erent tasks of the Semantic Web can be useful to address

some of these problems. These open problems are historical sources, relationships
between sources, historical analysis and presentation. In this section we revisit the

�rst two of these open problems, historical sources and their relationships, due

to their inherent interest for the data integration stages of Sections 2.2.1 and

2.2.2. The goal is to the social history issues of Section 3.1.1 with these broader

History integration issues.

Historical sources

The �rst set of open problems in historical research happens in the �rst phase

of the historical data life cycle (see Section 2.2.1). This is when the historical

data are created. These problems are transcription and background knowledge,
provenance and data modelling problems.

Manually encoded or OCR-scanned, the creation or transcription of the dataset

in digital form reveals the �rst barriers. Some characters, words or entire phrases

in the original material may be lost or impossible to read or recognise by the

human or the computer. Moreover, di�erent techniques may extract historical

entities di�erently. An example would be: what is the word that is written on

this thirteenth-century manuscript? The next question usually is: what does it

mean? Background knowledge is provided by libraries in the o�ine world. But

the computer aiding tools also need to have means to help the historian, using

the Web as channel and semantics as meaning.

Related to background knowledge is the provenance of the data. Even if the

source is clearly identi�ed and its meaning deciphered, the historian needs to



3.1 integration problems 59

know more. To which issue does it relate? Why was it put there? Why was the

text written? Who was the author? Who was supposed to read the manuscript?

Why has it survived? Other provenance problems relate to how to link historical

data with their missing spatial and temporal context, one of the primary goals

of critical editions. Historical data need to be linked with the authorship, date

and place of composition of the original materials. For example, some historical

facts may miss a geographical context, and thus need to be linked with territories

with changing geographical boundaries (compare for example the contemporary

geographic position of countries in Europe with the situation in 1930 and in

1900; or the fact that the city of Rotterdam su�ered nine major changes in its

composition between 1886 and 1941 [1]).

Another main issue relates to the structuring problem of historical data [145].

What is the appropriate data model for a historical dataset? How can histori-

cal objects be encoded in a database? Researchers have to decide on what is an

adequate data model for their data. As historians often have no clear research

question when starting an investigation, it is neither possible nor desirable to

model the data according to certain requirements in advance. Moreover, di�er-

ent sources have been produced throughout di�erent periods in history with

di�erent views and motives. Historical census data is a good example, having

varying structures and changing levels of detail which hinders comparative so-

cial history research both in past and present e�orts [145]. The main discussion

regarding this involves whether to use a source or a goal oriented data model

for historical data (see Section 2.3.1). Researchers in favor of the source oriented

approach claim that a commitment to a certain data model suitable for analysis

should be postponed to the �nal stages of a project, in order to maintain �exi-

bility and build on the data in a non destructive manner. This is especially the

case when the database is supposed to be shared with other researchers or used

in the future [115].

Relationships between sources

The critical integration problem comes when historians need to mix dissimilar

sources for their purposes. This typically happens in the second phase (enrich-

ment) of the life cycle of historical information (Section 2.2.1) and before analy-

sis in the knowledge discovery process (Section 2.2.2). An example would be: is

this Lars Erikson, from this register, the same man as the Lars Eriksson from this

other register? We �nd here the record linkage and schema integration problems.

A classic record linkage example: registers of the same person contained in

di�erent censuses, parish registers, and marriage and death certi�cates need to
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be integrated to broaden the view of such person. Obvious problems in record

linkage are how to disambiguate between persons with the same name, how

to manage changing names (e.g. in case of marriage of a woman), and how to

standardize spelling variations in the names. In relational speak, record linkage

has the goal of extending the number of attributes (columns) of an integrated

target relation, by �nding the missing links between a �xed set ofn tuples (rows).

Schema integration problems occur when two di�erent databases cannot be

compared because of semantic di�erences in the concepts of their de�ning schemas.

For instance, two XML �les compliant with di�erent DTD schemas may de�ne

and structure di�erently the same historical entity. Additionally, value mismatch
occurs when the allowed values (SQL CHECK constraints) for columns or vari-

ables in two databases are di�erent. It may also happen across datasets despite

being schema or vocabulary-compatible. For instance, an attribute may encode

the variable social class with categories A,B,C, while other dataset may do so

with categories high, medium, low. In relational speak, schema integration seeks

for extending the number of tuples (rows) of an integrated target relation, by

�nding the missing links
2

between a �xed set ofm attributes (columns).

3.2 related work

In this section we survey previous work addressing the data integration issues

studied in the previous section.

3.2.1 Provenance

Previous work addresses Linked Historical Data as the general issue of enrich-

ing Semantic Web graphs with missing temporal information. For instance, au-

thors of [87] expose a knowledge graph that automatically integrates a spatio-

temporal dimension from Wikipedia, GeoNames and WordNet data. Similarly,

[158] proposes a generic approach for inserting temporal information to RDF

data by gathering time intervals from the Web and knowledge bases. Authors in

[62] focus on using the temporal aspect of Linked Data snapshots to keep track

of the evolution of data over time.

2
The lack of semantics describing the nature of such links makes the integration of these

databases cumbersome [110].
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3.2.2 Data models

Under this category we study research that has been conducted to model histor-

ical knowledge using standard Semantic Web representations (see Section 2.1).

We group contributions depending on whether their emphasis is in historical

ontologies [72] or in linking historical data.

Ontologies

Data models are necessary for giving structure to any historical data, since they

are the abstract models that document and organise data properly for commu-

nication. Ontologies encode such models in the Semantic Web [20] (see Section

2.1), and attention has been given to the need of historical ontologies [90]. In

historical research, ontologies are the providers of metadata and background

knowledge in phases 2 (enrichment) and 3 (editing) of the historical information

life cycle (see Section 2.2.1). Semantic Wikis [150, 165] are a great resource for

historians to collaboratively build such ontologies.

We �nd a �rst category of such models in the form of (typically XML-encoded)

taxonomies for historical research. A taxonomy is a collection of controlled vo-

cabulary terms organized into a hierarchical structure, in general with less ex-

pressivity than an ontology. The �rst important example of such knowledge or-

ganization is the CLIO system, a databank oriented system for historians [178]

appeared in 1980. CLIO included a tag/content representation for historical data

that could be structured in complex hierarchies, supporting the recoding of ma-

terial with doubtful semantics. CLIO remained as the system for organizing his-

torical knowledge until the inception of the Web.

More recently, the Semantic Web for Family History [180] exposes a set of

genealogy markup languages based on XML to semantically tag genealogical in-

formation on sources containing that kind of historical data. In the context of

the Text Encoding Initiative [177] (TEI) there is an important discussion about

building the bridge between XML (taxonomies) and OWL (ontologies) in histor-

ical data. SIG: Ontologies [168] contains a full log on contributions on how to

use ontologies with TEI formats; namely, how TEI-XML encoded documents can

refer to historical concepts and properties that have been previously formalized

in an external OWL ontology.

The Historical Event Markup and Linking Project [82, 152] (HEML) was prob-

ably the �rst project with the goal of creating a Semantic Web of history. Started

in 2001, it explored the use of W3C markup technologies to encode and visualize

historical events on the Web. Although in the beginning XML was the selected
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language to provide tagging and markup for describing historical events, the

project later experimented with RDF to model and visualize them [153]. This

transition was also happening in the whole historical ontologies community, as

researchers better understood RDF and its di�erences with XML.

The modelling and representation of events, often de�ned as persons doing an

activity in a certain place and time, has received a lot of attention in the develop-

ment of historical ontologies, and most practical results show that the concept of

the event is at the core of historical knowledge modelling. Van Hage et al. [75]

design the Simple Event Model [164] (SEM), intended to model events in the

domains of history, cultural heritage, multimedia and geography. Similarly, the

Event Ontology [179], inspired in the musical domain, models the representa-

tion of events as combinations of persons, places, moments in time, and factors.

Finally, LODE: An ontology for Linking Open Descriptions of Events [111] is

especially intended for the publication of historical events as Linked Data. In-

terestingly, these ontologies have a great overlap in their conceptual modelling

of events even coming from di�erent domains. On the other hand, some stud-

ies point out speci�c modelling needs for di�erent historical domains, stressing

that historical ontologies should re�ect how a particular time frame in�uences

the de�nitions of concepts [90].

Another big focus in historical ontologies is given to geographical modelling.

Owens et al. [135] describe a geographically-integrated history, and stress the

importance of dynamics and semantics in Geographic Information Systems (GIS).

They set an agenda for historical GIS systems that includes important seman-

tic modelling tasks involving ontologies and geography for historical analysis.

Moot et al. [128] depict the interesting crossroad between text analysis, histori-

cal semantics and geography in a work that structures geographical knowledge

from a historical corpus of itineraries. Vocabularies for historical place names

are under discussion [147]. Although not intended for historical research, the

GeoNames ontology [185] is the reference for geographical modelling in the Se-

mantic Web.

Since entities like places, persons or events change their over history and time,

there is work raising the importance of a change-aware modelling in ontologies

[63, 119, 123]. In historical research and the Semantic Web this is especially

true for geographical names, places and regions [89], but also for demographical,

social and economical indicators, such as occupations [84].
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Linking historical data

By understanding the use and advantages of semantic technologies, practitioners

and researchers of historical data can not only connect their own data sources

but moreover, also disseminate their data into the Semantic Web and integrate

it with other data sources which were previously not possible or cumbersome.

The approaches reviewed in this section match the historical data problem of

the relationships between sources (see Section 3.1.3). In most cases, the use of

semantic technologies solves it.

If one side of knowledge modelling stresses the importance of ontologies and

formalization of the semantics of historical domains, the other side pursues the

usage of such ontologies to interlink related historical data on the Web. Some

researchers in history have centered their interest in how semantics can help

relating and linking historical sources and entities: historical, semantic networks
are a computer-based method for working with historical data. Objects (e.g., people,
places, events) can be entered into a database and connected to each other relation-
ally. Both qualitative and quantitative research could pro�t from such an approach
[97]. Linking historical datasets appropriately is an old and very well known

problem in historical research [26]. The landscape on current projects linking

historical data (typically extracted from unstructured sources) shows a tendency

on publishing more and more historical Linked Data in RDF.

There is a wide variety of project types looking for that structure, though not

doing so solely (or explicitly) in RDF. For instance, the Circulation of Knowledge

and Learned Practices in the 17th-century Dutch Republic [37] (CKCC project)

studies the epistolary network for circulation of knowledge in Europe in the 17th

century, extracting all entities and links from the correspondence of scienti�c

scholars of that time. The LINKing System for historical family reconstruction

(LINKS) project [109] reconstructs the links between individuals of historical

families across several registries. The CCed [33] project follows a similar ap-

proach with clerical careers from the Church of England Database. While these

projects mine the historical sources for important historical personalities and

their relationships, other approaches, such the SAILS [160] project, dive into

more concrete historical events and links various World War I naval registries

together. The common goal in these initiatives is to produce a semantic network
of historical data containing objects like people, places and events connected to each
other, which clearly matches the intended purpose of historical ontologies (see

Section 3.2.2), but also the general mission of the Semantic Web [20] and Linked

Data [80].
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Many other projects expose their domain speci�c historical datasets using

RDF. These datasets facilitate their linkage to others using existing ontologies

(see Section 3.2.2), achieving shared goals with the old task of historical record

linkage. For instance, the Agora project [2] aims at formally describing museum

collections and linking their objects with historical context using the SEM [164]

(Simple Event Model). Historical events are found elsewhere in historical data.

The FDR Pearl Harbor project links events, persons, dates, and correspondence

found on government letters and memoranda on the surroundings of the Pearl

Harbor attack on 1941 between the US and Japanese governments. All these

entities are represented in RDF to model a graph of historical knowledge about

that particular event. From a more socio-historical point of view, the Verrijkt

Koninkrijk [38] project links RDF concepts found on a structured version of De

Jong’s studies on pillarization of the Dutch society after the World War II. More

focused on media, the Poli Media project [142] mines the minutes of the general

state debates to link historical entities to the archives of historical newspapers,

radio bulletins and television programs. The goal is to create a uni�ed historical

search environment, facilitating a cross-media analysis [99].

Some general purpose tools facilitate the creation of historical Linked Data.

The Fawcett toolkit [57] and the Armadillo project [9] are good examples. The

latter exports RDF from any unstructured historical source, producing an RDF

graph of historical knowledge that encodes the historical entities and their rela-

tionships expressed in that source. Other tools like Open Re�ne [129] or TabLinker

[175] are tailored to produce such Linked Data from structured sources like ta-

bles (see Section 2.3.1).

3.2.3 Schema integration

In this section we analyze contributions on historical data integration that use

Semantic Web standards and tools to address it.

The CLIO system [178], a databank oriented system for historians, is the �rst

of such contributions. CLIO was, for decades, the system for creating, enrich-

ing, organizing and retrieving historical knowledge from historical data in the

pre-Web era. Although not using Semantic Web technologies, it had a strong

emphasis on semantics as key for structuring historical knowledge.

In the Linked Data universe, the Agora project [2] generates historical RDF of

events extracted using NLP techniques from unstructured texts, uses it for en-

hanced search and retrieval, improves semantic heterogeneity and gives context

by linking to other datasets. Similarly, the Verrijkt Koninkrijk [38] and Mul-
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tilingual Access to Large Spoken Archives (NSF-ITR/MALACH) [133] projects

perform these tasks in their particular domains (see Section 3.2.2). The FDR

Pearl Harbor project [59] also contributes on this line, but additionally opening

the very promising �eld of historical knowledge inference through the formal-

ization and usage of historical OWL ontologies. All these are good examples

on how historical data get much richer when their semantics are explicitly ex-

pressed and they are interlinked through standard vocabularies and ontologies.

Regarding tools, the Armadillo architecture of Semantic Web Services [9] and

the Fawcett toolkit [57] contain the generic plot behind all these contributions,

and cover the whole pipeline of semantic historical data management. The latter

extracts RDF event-oriented triples from unstructured texts, and additionally al-

lows historians to install a full semantic toolbox with widgets to experiment with

their data. Open Re�ne [129], in combination with its RDF-export plugin, allows

the extraction, transformation, modelling and publishing of historical Linked

Data when the sources come in tabular format.

Additionally, the theoretical study by Boonstra et al. [26] envisages possibili-

ties on how the Semantic Web can enhance research by historians. It constitutes,

besides, a major work on the evolution of historical computing, ehistory and his-

torical information science, and gives a deep intuition on how computer science

can help to solve ancient problems in historical research.

Semantic heterogeneity of historical sources is especially present on social

history projects. The North Atlantic population project [132] (publication of

microdata of several Atlantic countries) has this problem of data harmonization,

in which heterogeneity of sources requires an intense work on resolving data

model inconsistency between datasets.

The source material for the Historical Sample of the Netherlands [85] (HSN)

database consists mainly of the certi�cates of birth, marriage and death, and of

the population registers. From those sources the life courses of about 78.000 peo-

ple born in the Netherlands during the period 1812-1922 have been reconstructed.

Stored in a database and downloadable as �les, this information forms a unique

tool for research in Dutch history and in the �elds of sociology and demogra-

phy. As in the case of the HSN this type of sources is usually stored in archives,

and, for the majority from a more remote past, not yet machine readable and not

easy to analyse with NLP techniques. There is one major pitfall in linking this

kind of data: extracting data about persons, events, institutions, locations is one

thing, but linking to their di�erent instantiations (for instance di�erent name

spellings, or persons with the same name) and keeping good documentation is

the real challenge [115].
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The CEDAR project [34] (see Chapter 5), located at the crossroads of the Se-

mantic Web, statistical analysis and social history, exposes the Dutch historical

census data in the Semantic Web. Censuses are a great source of non-biased

socio-historical information, but they present complex problems in both inter-

nal (i.e. between the time series) and external (i.e. other datasets) interlinking

[125].

The work developed by Sieber et al. [167] provides a deep analysis of how se-

mantic heterogeneity can be addressed exclusively with semantic technologies,

and describes how to achieve success in environments with very disparate data

models. In the history-related domain of geographic information systems (GIS),

already discussed in Section 3.2.2, Manso and Wachowicz [116] provide an ex-

tensive review on current issues in interoperability.

Multiple publications in classi�cation systems [54, 67, 127, 169] are especially

aimed at solving integration problems in historical data. Classi�cation systems

provide a standard mechanism to compare such data, but their speci�c imple-

mentation and e�ectiveness depends on the orientation towards source or goals

of the historical data (see Section 2.3.1) created in phase 1 of the historical data

life cycle (see Section 2.2.1).

When dealing with vast amounts of historical data, classi�cation systems are

a necessity in order to organize and make sense of the data. The main goal of a

classi�cation system is therefore to put things into meaningful groups [16]. This

entails an allocation of classes which are created according to certain relations

or similarities. The main issue with historical classi�cation systems is that they

are not consistent over time, making comparative historical studies problematic.

Historical census data is a typical example of this problem [merono2012, 34].

Census data is the only historical data on population characteristics which are

not strongly distorted and yields an extremely valuable source of information

for researchers [157].

However, major changes in the classi�cation and coding of the di�erent cen-

suses, have hindered comparative historical research in both past and present

e�orts [145]. Researchers are forced to create their own classi�cations systems

in order to answer their research question; however, this process often results in

disparate systems, which are not comparable, contain a lot of expert knowledge,

di�erent interpretations of the data and could not be easily (re)used by other

researchers. The fact that many of the modelling techniques are destructive in

nature (we cannot go back to the source) makes it even more cumbersome to

comprehend these sources. In order to deal with the changing classi�cations

and vast di�erences at both national and international level, we need to connect
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the gaps between the datasets and conform to certain standard classi�cation sys-

tems.

Currently several signi�cant e�orts have been made in this direction. The In-

tegrated Public Use Microdata Series (IPUMS) project [92] for example faces the

problem of bridging 8 di�erent occupational classi�cation systems and a total of

3200 di�erent categories, containing the richest source of quantitative informa-

tion on the American population. The North Atlantic Population Project [132]

(NAPP) project provides a machine-readable database of nine censuses from sev-

eral countries. The main focus of the NAPP project is to harmonize these data

sets and link individuals across di�erent censuses for longitudinal and compar-

ative analysis. Their linking strategy involves the use of variables which do not

change over time. In this process records are only checked if there is an ex-

act match for some variables, such as race and state of birth. Other variables

like age and name variables are permitted to have some variations. Another sig-

ni�cant historical classi�cation system is the Historical International Standard

Classi�cation of Occupations [84] (HISCO). As occupations are one of the most

problematic variables in historical research, HISCO aims to overcome the prob-

lem of changing occupational terminologies over time and space. It encodes

historical occupations gathered from di�erent historical sources coming from

di�erent time periods, countries and languages, and classi�es tens of thousands

of occupational titles, linking these to short descriptions and images.

3.2.4 Data quality

In this section we survey contributions that deal with data quality in the Seman-

tic Web, concretely on diachronic Web schemas and domain constraints.

The Semantic Web has given recent attention to ways for measuring quality

of its data [5]. In their recent survey, [202] show that quality of Semantic Web

data has been given various de�nitions and metrics. These metrics are: (i) often

de�ned in a perspective-neutral way, as the degree to which data ful�lls qual-
ity requirements [65]; and (ii) applied to speci�c de�nitions of datasets. To the

best of our knowledge, no previous research has established schema evolution

requirements (and thus proposed no related metrics) or considered diachronic

datasets.

Changes in Web schemas have been investigated by studying their changing

semantics, mostly by comparing two subsequent concept or schema versions.

[56] propose a method based on clustering similar instances to detect changes

in concepts. [68] use Description Logics to calculate di�erences between ontolo-
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gies (so-called semantic di�s). [198] de�ne the semantics of concept change and

drift, and how to identify them. However, these methods (i) infer the type of oc-

curring changes only to a limited extent; and (ii) do not consider the full length
of evolving schema chains. Approaches tackling the latter exist in ontology evo-
lution, which studies “the timely adaptation of an ontology and consistent prop-

agation of changes to dependent artifacts” [6]. An important result of ontology

evolution is that the starting need for modifying a Web schema can be captured

by structure-driven, data-driven and usage-driven features [172]. [138] propose

a successful method to model and predict enrichment of classes in biomedical

ontologies, by using supervised learning on past ontology versions , using [172]

features to design good predictors of change. The need of modelling change

in dynamic Web schemas in application areas of the Semantic Web has been

stressed, particularly in the Digital Humanities [119] and Linked Statistical Data,

where concept comparability over time [30, 123] is key.

Domain constraints are usually addressed in NSOs by performing data edit-

ing. Data editing is “the activity aimed at detecting and correcting errors (log-

ical inconsistencies) in data” [196, 184]. Traditionally, edits have been consid-

ered at two levels: micro-edits, aimed at �nding inconsistencies in individual

records; and macro-edits, “based upon analysis of an aggregate rather than an

individual record” [42]. More recently, automatic processing of these edits has

gained importance [96, 136]. For example, the R packages editrules (validation

through micro-edits) and validate (validation through cross-record and cross-

dataset macro-edits) are useful tools to automatically validate locally stored sta-

tistical datasets. However, these rule formats are not Web standard nor suitable

for e�cient Web distribution. Eurostat proposes the eDAMIS Validation Engine

(EVE)
3

to validate statistical datasets de�ning intra (micro) and inter (macro)

record rules, but these are kept internally in the system. Finally, the SDMX ini-

tiative proposes the Validation and Transformation Language (VTL)
4

. However,

VTL (1) has a strong emphasis on transformation instead of validation; and (2)

de�nes no mechanism to publish nor link edit rules on the Web. No existing

approach tackles the de�nition of constraint scopes, nor generates interoperable

validation reporting in the form of open provenance or semantic annotations.

The related work on the Semantic Web can be divided in (a) rule languages

in which edit rules could be expressed; and (b) initiatives and systems for cus-

tomized validation of linked and semantic data. On rule languages, OWL 2 [195]

allows the de�nition of Description Logics (DL) safe rules. The Semantic Web

3http://goo.gl/zzB5v4
4http://goo.gl/aUaZTa

http://goo.gl/zzB5v4
http://goo.gl/aUaZTa
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Rule Language [88] (SWRL) extends DL rules allowing Horn clauses, although

limiting the creation of new individuals in the ABox to avoid in�nite rule loops.

SPARQL [79] can also be used to express rules as CONSTRUCT queries, although

these are lost after execution. The Rule Interchange Format Basic Logic Dialect

[25] (RIF-BLD) partially overcomes this by allowing the expression of rules in

RDF, and particularly serializing SPARQL as RDF. The SPARQL Inference Nota-

tion [102] (SPIN) also uses SPARQL to express and store a variety of business

rules [134]. Shape Expressions [143] associate RDF graphs with labeled patterns

called shapes, and can be used for validation, documentation and transformation

of RDF data. Similarly, Resource Shapes [159] specify the properties that are al-

lowed or required in a resource, their value types, and cardinality. With respect

to validation systems, OWLIM Pro�les
5

allow customization of rules for RDF

data validation, although these custom rules must be hard coded, hampering

their reuse. TopBraid allows customization of business rules via SPIN. Finally,

Stardog follows a polyglot approach and users can write SPARQL queries, OWL

axioms, or SWRL rules for integrity constraint validation against RDF data. The

RDF Data Cube vocabulary [43] (QB) de�nes 22 integrity constraints that Web-

linked cubes must meet, implemented in SPARQL ASK, but these are meant to

preserve the constraints of QB and are not useful to model domain-dependent

rules.

Table 14 classi�es these contributions depending on: whether they use Web
friendly formats to publish the constraints; whether they are implemented in

Semantic Web rule standard langauges; whether they are aimed at checking con-
sistency of data cubes, an abstraction of messy spreadsheet collections (Section

4.2); and whether they generate �ne-grained and open provenance of their pro-

cesses, an important historical requirement as seen in Section 3.1.

3.3 conclusion

In this Chapter we have de�ned a set of integration problems for historical data.

Considering the di�erent research work�ows presented in Chapter 2, we have

done this from three di�erent angles, gathering requirements in a Social His-

tory dataset, in messy spreadsheet collections, and in the domain of historical

research. We have organized these requirements, abstracted them when appro-

priate, and found their connecting relationships. Finally, we have surveyed exist-

ing approaches in the Semantic Web that addresses these problems, identifying

5http://goo.gl/t267BY

http://goo.gl/t267BY
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Web friendly SW Rules Cube Consistency Reporting

editrules, validate X ◦
Eurostat’s EVE X

SDMX VTL X

OWL 2 X X ◦
SWRL X X ◦
SPARQL CONSTRUCT ◦ ◦
RIF-BLD X X ◦
SPIN X X ◦
Shape Expressions X X

Resource Shapes X X

OWLIM Pro�les X ◦
TopBraid X X ◦ ◦
Stardog X X ◦ ◦
RDF Data Cube X X

Table 3: Reviewed approaches according to their coverage of requirements. Circles (◦)
and check marks (X) indicate partial and complete coverage of the requirement,

respectively.

reusable work as a foundation to e�ectively integrate messy spreadsheet collec-

tions in a Web-based way.
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W E B - B A S E D I N T E G R AT I O N O F M E S S Y S P R E A D S H E E T

C O L L E C T I O N S

This is an artifact and that was a relic. This is alive in

the now, whereas that merely remained.

Philip K. Dick, The Man in the High Castle

In this chapter, we present a set of tools for integrating messy spreadsheet col-
lections (MSC) on the Web using Semantic Web technologies and following Linked

Data principles. We describe the key data integration problems enclosed in MSC,

and we show that combining vocabularies (RDF Data Cube, Open Annotations,

PROV), expert knowledge captured in table markup and contextual mappings,

and SPARQL-based constraint checking and statistical processing, are powerful

practices to overcome these problems. We present a rich ecosystem that com-

bines automatic tools with human expertise to facilitate Web integration tasks

for spreadsheet data owners. We run our approach on three use cases using his-

torical censuses, international wages, and open government data, �nding that

This chapter is based on research published in the following two papers. (1) Meroño-Peñuela,

A., Guéret, C., Ashkpour, A., Schlobach, S. An Ecosystem for Integrating and Web-Enabling Messy
Spreadsheet Collections. Knowledge Based Systems, 2015 (under submission). This paper’s role in

this chapter is to describe the work�ow and software pipeline for integrating messy spreadhseet

collections on the Web. (2) Meroño-Peñuela, A.. LSD Dimensions: Use and Reuse of Linked Sta-
tistical Data. In: Proceedings of the 19th International Conference on Knowledge Engineering

and Knowledge Management, EKAW 2014, LNCS 8982, pp. 159-163, Springer. Linköping, Sweden,

2014. In this paper I was the only contributor, conceived the idea, and designed and implemented

the system. This paper is used in this chapter to describe an index of statistical properties on the

Web, and use such index for data integration purposes, as shown in Section 4.3.2.
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such ecosystem works in a domain-agnostic way. We describe our user com-

munity, and discuss bene�ts and challenges of applying semantic technology to

MSC.

4.1 introduction

Spreadsheets are computer applications for the organization, analysis and stor-

age of data in tabular form, and also the tabular data produced with such soft-

ware. Accounting for over 750 million users worldwide, some claim that spread-

sheet management software “is the world’s most used database” [95]. This popu-

larity has made spreadsheets the preferred data representation format in a wide

variety of domains, including business, government, education, science, and

the humanities. Spreadsheets have a set of features that have contributed to

their popularity: (1) built-in functions to reference and transform data in cells

through formulas; (2) simulation of what-if scenarios for quick decision-making;

(3) lightweight database capabilities, allowing users to store and model data in

a freestyle layout; and (4) the ability to share templates and macros to perform

common tasks.

With use, spreadsheets easily grow in complexity and size, and users therefore

group spreadsheet �les into spreadsheet collections: related spreadsheets that,

together, contribute to a particular goal. We can �nd such spreadsheet collec-

tions on the Web. For example, the UK government
1

publishes collections of

open data as spreadsheets; the International Institute of Social History
2

(ISSH)

o�ers spreadsheets on Labour Relations and wages across History in multiple

countries; the Dutch Central Bureau of Statistics
3

(CBS) publishes a spreadsheet

collection with the country’s historical censuses.
4
. In these collections, spread-

sheet features, originally designed for ease of use, create four important data

integration problems: (1) arbitrary data location; (2) implicit dimensions; (3) in-
comparable measurements; and (4) data errors (Section 4.2). Accordingly, we call

these spreadsheet collections messy spreadsheet collections (MSC). Retrieving data

from MSC is currently only possible by laborious manual harmonization and data

munging
5

[10, 54]. Consequently, querying them in an automatic and e�cient

1http://data.gov.uk/
2http://socialhistory.org/
3http://www.cbs.nl/
4http://www.volkstellingen.nl
5
Data munging means “to imperfectly transform information; or to modify data in some way

the speaker doesn’t need to go into right now or cannot describe succinctly” (The online hacker
Jargon File, version 4.4.8).

http://data.gov.uk/
http://socialhistory.org/
http://www.cbs.nl/
http://www.volkstellingen.nl
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way is desirable. On the other hand, MSC are challenged by an era of Web open

data, where taxpayers expect to �nd contents of MSC on the Web in a quickly

accessible, traceable and combinable way.

Existing approaches address the problem of integrating MSC on the Web mainly

as an o�ine data cleaning and integration problem [129]. But in these, the in-

tegration process happens out of the Web space, and only �nal results are pub-

lished. This makes traceability of the integration process di�cult. Other con-

tributions look into publishing tabular data as Linked Data [48, 130]; but their

integration capabilities are poor, having strong assumptions about the complex-

ity, layout and size of spreadsheets. In this chapter we propose a modular Web

ecosystem of tools and human expertise to integrate and publish MSC on the Web

using Semantic Web standards and technologies and following the principles of

Linked Data [80]. We develop a rich collection of generic tools on the Web, each

aiming at a concrete part of the integration and publication tasks, automatiz-

ing them almost totally. We enable expert knowledge to be ingested in these

tasks using table markup, contextual mappings and SPARQL transformations and
constraints. This allows data owners to integrate and publish MSC on the Web

without extensive knowledge of Semantic Web technologies, making the output

integrated MSC Web-queryable and suppressing time invested by users in data

munging. More speci�cally, the contributions of this chapter are as follows:

• We recap, from Chapter 3, the requirements for MSC that need to be pub-
lished on the Web in an integrated way (Section 4.2).

• We propose an integration and publication work�ow for MSC, and we im-

plement it in a Web-enabling ecosystem that represents MSC in an inte-

grated and semantically meaningful way, using Semantic Web technolo-

gies, standards and vocabularies (Section 4.3). We �nd that publishing and

linking MSC on the Web combining (a) lightweight vocabularies (RDF Data

Cube, Open Annotations, PROV); (b) knowledge capturing techniques like

table mark-up and contextual mappings; and (c) SPARQL-based constraint

checking and statistical processing, are powerful practices for the Web in-

tegration of MSC.

• We show evidence of use of this ecosystem in three use cases, using MSC

with Dutch historical census data (2,288 disconnected Excel spreadsheets),

international prices and wages (202 spreadsheets), and government open

data. As a result, all data points in these MSC are dereferenceable; the prove-

nance of executed processes can be traced back to the original �les; data

can be linked to related datasets and concepts; and the integrated output
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dataset can be queried on the Web, reducing response times from hours of

manual data munging, to seconds via SPARQL.

4.2 messy spreadsheet collections

To recap the nature of a messy spreadsheet collection (MSC), consider the wages
and prices dataset, containing data about wages and prices of various goods in

di�erent countries at di�erent time periods. Figure 6 (see Chapter 3) shows an

excerpt of two sheets of this MSC: one for Gambia (G), and another for Japan (J). J

contains only rice wages, while G contains wages of various goods (rice among

them). Knowing that time periods ofG and J overlap, comparing the retail price

of rice in both countries at the same point in time, e.g. 1880, should be de�nitely

possible. However, several integration issues arise:

• Arbitrary data locations. The speci�c location of cell roles and the relation-
ships between them is arbitrary.

• Implicit dimensions. Semantically related dimensions among sheets (i.e.

closely similar concepts) need to be reconciled.

• Incomparablemeasurements. Measurements in data cells might not be com-

parable in their original form because of di�erent measurement scales or

aggregation levels.

• Data errors. Spreadsheets are very error-prone, containing erroneous data

that can only be discovered after integration.

Additionally, the following requirements related to publishing MSC on the Web

apply [126]:

• Formats. Spreadsheets are serialized in a number of Web non-standard

formats that hamper their compatibility.

• Provenance. Provenance data is necessary to provide a trustable history on

the integration process.

• Work�ow hotplug. Di�erent experts take di�erent decisions on how to

solve speci�c MSC integration problems. Consequently, they demand to

save the state of the integration process in meaningful restore points, and

to be able to plug new decision work�ows from these points ahead.

• Lossless conversion. No data observation can be lost in the integration pro-

cess.



4.3 integration of msc on the web 77

4.3 integration of msc on the web

To overcome the data integration problems and Web-publishing requirements

described in Section 4.2, we propose the work�ow shown in Figure 7. The work-

�ow consists of four steps that cover the four integration problems; and one

wrapping framework aimed at meeting the Web-publishing requirements. These

steps are: (1) data location disambiguation; (2) dimension conciliation, (3)measure-
ment transformation, and (4) error detection. This work�ow is a more concrete

specialization of the work�ows shown in Figures 1 and 2 of Chapter 2. Those

work�ows describe the integration processes in historical data and structured

tabular socio-historical data, respectively. Figure 7 makes the latter even more

concrete, for the case in which the input structured tabular data comes in the

form of MSC, requiring speci�c technical decisions at the stages of preprocessing

and transformation.

In the work�ow of Figure 7, step 1 gets as input a messy spreadsheet collection

(MSC) with the data integration problems described in Section 4.2, and converts

this collection into RDF using a layout based, semantically agnostic �avour of the

RDF Data Cube vocabulary [43]. Step 2 adds semantics to this primitive conver-

sion by mapping spreadsheet headers (containing variable names and values) to

popular RDF Data Cube components in the Linked Open Data (LOD) cloud. Step

3 derives new data points from the currently existing ones, by ways of splitting,

merging, aggregating and imputing them, depending on several incompatibility

scenarios. Step 4 checks whether the data points meet several domain-dependent

constraints. In addition, a wrapping framework called the Integrator takes care

of the Web publishing requirements (see Section 4.2). The goal of the system is

to represent MSC solving all integration problems and using the RDF Data Cube

(QB) vocabulary [43] as data model. Our assumption is that data contained in MSC

can be expressed according to the multidimensional model. Listing 2 shows an

example cube observation, describing its dimensions, attributes and measures.

The goal of our work�ow is to read, as input, any arbitrary MSC; and produce,

as output, a QB dataset of semantically rich and integrated observations like

the one shown in Listing 2, where all integration problems and Web publishing

requirements (see Section 4.2) have been solved, and dimensions link with re-

lated datasets and concepts in the LOD cloud. Besides QB, the converted RDF

spreadsheets make use of the following additional vocabularies:

• DCMI Metadata terms
6

6http://purl.org/dc/terms/

http://purl.org/dc/terms/
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Figure 7: Proposed work�ow for integrating MSC on the Web. Four steps cover the iden-

ti�ed data integration problems, and a wrapping framework is responsible of

the Web-publishing requirements.

• Web Ontology Language (OWL)
7

• RDF Schema
8

• Simple Knowledge Organization System (SKOS) RDF Schema
9

• XML Schema De�nition (XSD)
10

To achieve MSC integration we propose a collection of tools that aim at speci�c

steps of the work�ow of Figure 7. These tools combine full automation of pro-

cesses with ingestion of human expertise in a dynamic ecosystem. We describe

the infrastructure and use of these tools in the following sections.

4.3.1 Step 1: Data Location De�nition

We solve the problem of arbitrary location of measurements and dimensions by

proposing a method to unambiguously de�ne spreadsheet regions where cer-

tain cell roles and relationships between these roles occur. For this, we rely on

human experts to explicitly declare these roles and relationships. In this step

we also convert the input MSC to RDF. To achieve both goals we use TabLinker

[124]. TabLinker bases the de�nition of cell roles/relationships and their RDF

conversion in spreadsheet markup styles, a common feature in spreadsheets. In

these, cell areas can be marked-up with user-de�ned styles. TabLinker uses the

following styles to de�ne roles and relationships (Figure 19):

7http://www.w3.org/2002/07/owl#
8http://www.w3.org/2000/01/rdf-schema#
9http://www.w3.org/2004/02/skos/core#

10http://www.w3.org/2001/XMLSchema#

http://www.w3.org/2002/07/owl##
http://www.w3.org/2000/01/rdf-schema##
http://www.w3.org/2004/02/skos/core##
http://www.w3.org/2001/XMLSchema##
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• Title is used to mark cells that contain the spreadsheet title and description.

• Data is used to mark cells that contain the observation measure value. Data

cells are quali�ed with some pre-de�ned data type (e.g. xsd:integer), and

additional metadata (e.g. units of measure, observed/imputed) is also at-

tached to the observation as qb:AttributeProperty.

• ColHeader is used to mark cells that contain column headers, placed at the

top or at the bottom of cells marked with the data style. Column headers

contain values for observation dimensions (e.g. female).

• RowHeader is used to mark cells that contain row headers, placed at the

left or the right of cells marked with the data style. Row headers contain

values for additional observation dimensions (e.g. Amsterdam).

• HRowHeader is used to mark cells that contain hierarchical row headers,

placed at the left or the right of cells marked with the data style. Hierar-

chical row headers are row headers left blank: their content is implicit and

has to be inferred from the closest header.

• RowProperty is used to mark cells with row properties, placed at the in-

tersection between column and row headers. Row property cells contain

names of observation dimensions (e.g. municipality) speci�ed in adjacent

column and row headers.

TabLinker reads all marked cells in the input spreadsheet collection. Non-

marked cells are ignored. For each data cell, an instance of tablink:DataCell is

created and references to all row and column headers in the same data cell row

and column are attached to this instance. An example of the produced output for

one data cell and its related headers is shown in Listing 1. No assumption about

the semantics of headers is done at this point. All URIs are minted automatically,

using the spreadsheet �le name, sheet name, and column/row locators, and types

are assigned using the markup styles. For example, the URI cedar:BRT_1889_

08_T1-S0-A8 is of type tablink:ColHeader. The value read in the data cell is

also linked (tablink:value18). The procedure is detailed in Algorithm 1. The

function style(u, v) returns the type of a cell at coordinates u, v; the procedure

doLink(u, v) links an observation at coordinates u, v with its corresponding

dimensions; and the procedure describe(u, v) outputs triples describing the

resource at coordinates u, v.

xsd:integer
qb:AttributeProperty
tablink:DataCell
cedar:BRT_1889_08_T1-S0-A8
cedar:BRT_1889_08_T1-S0-A8
tablink:ColHeader
tablink:value 18
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Algorithm 1 Generating RDF Data Cube for marked-up messy spreadsheets

Require: s is a spreadsheet sheet with n columns andm rows

1: procedure TabLinker(s)

2: δ← ∅ . δ: dimension dictionary

3: for i← 1 to n do
4: for j← 1 tom do
5: if style(i, j) ∈ { RowHeader, HRowHeader, ColHeader } then
6: δ← δ∪ (i, j)
7: if style(i, j) ∈ { Data } then
8: doLink((i, j), δ[(i, j)])
9: describe(i, j)

1 cedar:DS-S0-K17 a tablink:DataCell ;

2 rdfs:label "K17";

3 tablink:sheet cedar:DS_T1-S0 .

4 tablink:dimension cedar:DS-S0-A8 ;

5 tablink:dimension cedar:DS-S0-K6 ;

6 tablink:dimension cedar:DS-S0-J3 ;

7 tablink:value 18 .

Listing 1: A data cell and its related headers, with no assumption on their meaning.

1 cedar:DS-S0-K17-h a qb:Observation ;

2 sdmx -dimension:refTime

3 "1889 -01 -01"^^ xsd:date ;

4 sdmx -dimension:refArea

5 dbpedia:Amsterdam ;

6 cedar:population "18"^^ xml:decimal ;

7 sdmx -dimension:sex sdmx -code:sex -F ;

8 prov:wasDerivedFrom cedar:DS-S0-K17 ;

9 prov:wasGeneratedBy

10 cedar:DS-S0-K17-activity .

Listing 2: Fully �edged RDF Data Cube observation.

4.3.2 Step 2: Dimension Conciliation

The raw data obtained in step 1 (Listing 1) has signi�cant di�erences with our

goal MSC representation (Listing 2). The measure contained in the data cell has no
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Figure 8: Example spreadsheet marked with styles, making explicit the di�erent spread-

sheet cell roles and relationships, and indicating their locations.

descriptive predicate (tablink:value, instead of sdmx-measure:weight); dimen-

sions have a generic, meaningless layout predicate; and their values are all ob-

ject URIs pointing to table headers with no explicit descriptions. Web resources

containing such dimension descriptions are sparse and di�cult to �nd. In this

section, a solution for this problem is proposed. First, we describe LSD Dimen-

sions, an index of dimensions and other component properties of RDF Data Cube

used in Linked Data. Second, we detail an approach to map these in-use dimen-

sions with the agnostic predicates of Listing 1.

LSD Dimensions

RDF Data Cube (QB) has boosted the publication of Linked Statistical Data (LSD)

as Linked Open Data (LOD) by providing a means “to publish multi-dimensional

data, such as statistics, on the web in such a way that they can be linked to related

data sets and concepts” [43]. QB de�nes cubes as sets of observations consisting

of dimensions, measures and attributes. For example, the observation “the mea-

sured life expectancy of males in Newport in the period 2004-2006 is 76.7 years”

has three dimensions (time period, with value 2004-2006; region, with value New-
port; and sex, with value male), one measure (population life expectancy) and two

attributes (the units of measure, years; and the metadata status, measured11
). In

some cases, it is useful to also de�ne codes, a closed set of values that a dimen-

11
Other metadata statuses could be e.g. estimated or provisional

tablink:value
sdmx-measure:weight


82 web-based integration of messy spreadsheet collections

sion can get (e.g. sensible codes for the dimension sex could be male and female).
All dimension, measure and attribute properties used by a cube are speci�ed in

its Data Structure De�nition.

There is a vast diversity of domains to publish LSD about, and lots of dimen-

sions and codes can be heterogeneous, domain speci�c and hardly comparable

[30, 31, 119, 123]. To this end, QB allows users to mint their own URIs to create

arbitrary dimensions and associated codes. Conversely, some other dimensions

and codes are quite common in statistics, and could be easily reused. However,

publishers of LSD have no means to monitor the dimensions and codes currently

used in other datasets published in QB as LOD, and consequently they cannot

(a) link to them; nor (b) reuse them.

This is the motivation behind LSD Dimensions
12

[118]
13

. LSD Dimensions

monitors the usage of existing dimensions, measures, attributes and code lists

currently published on the Web as Linked Statistical Data. It allows users and

applications to browse, search and gain insight into these dimensions and codes,

and to explore the Data Structure De�nitions they belong to. We depict the

diversity of statistical variables in LOD, and we improve their reusability.

Retrieving LSD dimensions. The system queries automatically the CKAN API

of Datahub.io and retrieves the most up-to-date list of publicly available SPARQL

endpoints (637 at the moment of writing this chapter) in the LOD cloud. Once

every day, these endpoints are sent the SPARQL query shown in listing 3. The

query retrieves all de�ned qb:DimensionProperty (dimensions) in each endpoint,

and optionally all resources belonging to a qb:CodeList (codes) and associated

to each qb:DimensionProperty, together with their labels (if available). We also

retrieve Data Structure De�nitions (DSD) in these endpoints. The system stores

all data in a NoSQL (MongoDB) database.

User interface. LSDDimensions provides two di�erent views to allow users to

browse dimensions (3098 at the time of writing this chapter).

The main view is shown in Figure 9. It shows the full list of retrieved dimen-

sions, listing their URIs, labels (if available) and references (a count of how many

times that dimension is referred by the endpoints). By default, the list is sorted

in descending order of references, but it can be sorted by any other �eld. To en-

hance the browsing experience, the main view provides two functionalities: (a)

pagination customization (page browsing and number of results per page); and

(b) a search feature that looks up the given string in the dimension labels and

URIs, �ltering the list accordingly.

12http://lsd-dimensions.org/
13

Source code is available at https://github.com/albertmeronyo/LSD-Dimensions/.

qb:DimensionProperty
qb:CodeList
qb:DimensionProperty
LSD Dimensions
http://lsd-dimensions.org/
https://github.com/albertmeronyo/LSD-Dimensions/
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1 PREFIX qb: <http :// purl.org/linked -data/cube#>

2 PREFIX skos: <http ://www.w3.org /2004/02/ skos/core#>

3 PREFIX rdfs: <http ://www.w3.org /2000/01/rdf -schema#>

4

5 SELECT DISTINCT ?dimensionu ?dimension ?codeu ?code

6 WHERE {

7 ?dimensionu a qb:DimensionProperty ;

8 rdfs:label ?dimension .

9 OPTIONAL {

10 ?dimensionu qb:codeList ?codelist .

11 ?codelist skos:hasTopConcept ?codeu .

12 ?codeu skos:prefLabel ?code .

13 }

14 }

15 GROUP BY ?dimensionu ?dimension ?codeu ?code

16 ORDER BY ?dimension

Listing 3: SPARQL sent to all endpoints to retrieve LSD dimensions and codes.

Users can get insight into a chosen dimension by clicking on the correspond-

ing eye icon, leading to the dimension details view, shown in Figure 10. This view

shows the list of SPARQL endpoints that use the selected dimension, together

with a list of assigned codes to that dimension (if any). All URIs are clickable

and users can browse through their dereferenced representations.

By clicking on the Analytics tab, users can get an overview of the current

usage of dimensions and codes in LSD: (1) a line chart shows the logarithmic law
followed by the usage of dimensions; (2) a pie chart shows the ratio of SPARQL

endpoints de�ning at least one QB dimension (48, 8.2% over all endpoints); and

(3) another pie chart shows the ratio of dimensions de�ning at least one code

(26, 0.8% over all dimensions). De�ned codes are thus very scarce.

Contextual Conciliation Mappings

To solve the semantic gap between the domain-agnostic QB triples of Listing 1

and the fully �edged QB triples of Listing 2, we map our header URIs of Listing 1

to dimensions found in LSD Dimensions. To capture the knowledge contained in

these mappings, we use the contextual mapping system shown in Figure 11. The

system consists of a set of user-generated spreadsheets with 3 columns: context,
literal, and code. The context column is used to de�ne the context of a mapping

with a URI of a �le, worksheet, or cell; its primary use is to disambiguate terms

and create exceptions to general conciliation mappings. The literal column is
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Figure 9: Screenshot of the main view of the LSD Dimensions user interface, listing re-

trieved dimensions from the LOD cloud in the last day. Users can browse and

search through the results.

used to de�ne the literal that must be matched in the mapping. Finally, the

code column is used to de�ne the URI or literal that the mapping must produce.

Each of such spreadsheets de�nes a set of mappings for a particular variable or

predicate (e.g. sdmx-dimension:sex). After applying these conciliation rules to

the current MSC data (Listing 1), observations look like those shown in Listing 2.

4.3.3 Step 3: Measurement Transformation

Although reconciled, our MSC might still have observations with non-comparable

values. Consider the example reconciled observations of this site
12

, describing

groups of people counted at di�erent points in time according to certain demo-

graphic characteristics. Although reconciled (e.g. sdmx-dimension:age), compa-

rability of the measure :population is compromised for several reasons. First,

age groups in :o1 are not comparable to those of :o2 (12 to 18 years old is a

broader interval than 12 to 14). Second, age groups in :o2 and :o3 are not com-

parable to those of :o1 (12 to 14 and 14 to 18 are a narrower interval than 12

to 18). Third, the geographical aggregation level of the counts for :o1 and :o2

(Barcelona, city level) is not comparable to that of :o3 (Catalonia, region). Fourth,

observation :o3 has no triple asserting the sex the count belongs to, contrarily

to :o1 and :o2 (females).

sdmx-dimension:sex
sdmx-dimension:age
:population
:o1
:o2
:o2
:o3
:o1
:o1
:o2
Barcelona
:o3
Catalonia
:o3
:o1
:o2
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Figure 10: Screenshot of the dimension details for a chosen dimension, including end-

points using the dimension and popular codes assigned to it.

These misalignments are often solved in National Statistical O�ces (NSOs)

before publishing their datasets using statistical techniques [196], creating new

data as part of the process of making it compatible, complete, and consistent. For

example, :population can be interpolated up (merge) or down (split) to make up

new, statistically valid observations with compatible age ranges. Likewise, exist-

ing observations at a lower aggregation level (e.g. cities) can be aggregated to cre-

ate new observations with comparable higher aggregation levels (e.g. province).

Finally, imputation methods can be used to infer the value of missing dimensions

(e.g. sdmx-dimension:sex in :o3).

However, these alignment methods are usually performed in o�ine statistical

frameworks. This keeps data and processes used to this end in non standard

formats and in a non-uniquely identi�able way, hampering their share and reuse

on the Web. To this end, in step 3 we use SCRY to make statistically meaningful

functionality available in SPARQL processing engines. SCRY is fully described

in Chapter 8.

4.3.4 Step 4: Error Detection

The integration of MSC can reveal data errors that remained hidden in a disparate

form. National Statistical O�ces (NSOs), for instance, set up procedures to val-

idate multidimensional datasets before releasing them into the public domain.

:population
sdmx-dimension:sex
:o3
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Figure 11: Contextual conciliation mappings. The columns indicate the context in which

the mapping applies (via a �le, sheet or cell URI); the literal to be mapped; and

the URI/literal to map into.

Their practice is called edit rules, and focuses on the automatic detection of er-

rors, more than on their correction (e.g. predicates of sdmx-dimension:age cannot

be negative). However, edit rules are typically enclosed within NSOs validation

systems, hard-coded into source code or stored in disparate formats, and rarely

published on the Web. In step 4, we apply the principles of Linked Data to edit

rules, publishing and consuming them as Linked Edit Rules (LER), using Seman-

tic Web standards and technologies. The aim of this is twofold: (a) to allow users

to write the rules they consider necessary for their datasets to be valid; and (b) to

make Linked Edit Rules discoverable, dereferenceable and reusable on the Web,

by linking them to the resources they constrain
14

. This step is fully described in

Chapter 7.

4.3.5 The Integrator

The aim of the Integrator is twofold: �rst, it provides a wrapper for executing all

MSC integration steps of Figure 7 in one single pipeline; and second, it supports

this process with full compliance of Web publishing requirements described in

Section 4.2, on (i) data format conversion; (ii) provenance recording; (iii) work-

�ow hotplug; and (iv) lossless conversion.

The Integrator is implemented as a threaded Python script calling several in-

stances of the other components, wrapping the execution of all four integration

14
Additional details at http://www.linkededitrules.org/

sdmx-dimension:age
http://www.linkededitrules.org/
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Figure 12: Pipeline of the Integrator, a software implementation of the integration work-

�ow of Figure 7. MSC style markup, input of the conciliation mappings, in-

tegrity and SCRY transformations, and data correction, are the manual tasks

for which knowledge input is needed.

steps, as shown in Figure 12. Hence, the pipeline in Figure 12 is a software

pipeline implementing the work�ow of Figure 7.

Green arrows indicate the �ow of data, yellow arrows are used to note a graph-

ical user interaction, and red arrows denote manual input. The data integration

pipeline relies on three manual inputs: the coloring of the source table as used by

TabLinker in step 1; the creation of the conciliation rules, Linked Edit Rules, and

SCRY queries in steps 2, 3 and 4; and �nally the annotations and corrections pro-

vided by the end users. These entry points are where the Integrator expects pro-

vision of intelligence: the Integrator’s business logic is agnostic-by-design, pur-

posely to (1) maintain its genericity; and (2) achieve a lossless integration relying

on expert knowledge. A triplestore is used as the main data store and interaction

component. The conversion to RDF, generation of provenance and work�ow hot-

plug is achieved by saving the state of the conversion process in three di�erent

graphs that function as restoration points: the raw-data graph, the rules graph,

and the release graph. The raw-data graph contains the output of TabLinker

(step 1), under the named graph <urn:graph:DS:raw-data>, using a semantically

agnostic vocabulary. The raw-data graph consists of a one to one copy of the

original spreadsheets (see Figure 13). Additionally, this graph contains any anno-

tations that the original spreadsheets may contain, represented as Open Annota-

tions (see Figure 14). The rules graph contains all the data conciliation rules gen-

erated from the content of raw-data and the integration mappings lists, modelled

as Open Annotations under the named graph <urn:graph:DS:rules>. Finally, us-

<urn:graph:DS:raw-data>
<urn:graph:DS:rules>
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Figure 13: Raw-data layer RDF graph of one spreadsheet observation.

ing a SPARQL CONSTRUCT query
15

we apply the conciliation rules to the raw data,

creating the new, integrated release graph. Therefore, the release graph con-

tains the fully �edged RDF Data Cube and its Data Structure De�nition (DSD),

serialized in <urn:graph:DS:release>. These restoration points enable work�ow

hotplug. In addition, the Integrator records provenance of all activities, entities

involved and executing agents using PROV, connecting resources from the three

graphs in a meaningful semantic log. This is facilitated by an early conversion

to RDF, which happens in combination with step 1.

4.4 evaluation

In this Section we provide evidence of the value and use of our proposed Web-

ecosystem of tools, by using it to integrate three di�erent MSC on the Web. For

all three use cases, we teach users how to color and establish contextual concilia-

tion mappings. After this, users: a) mark up all tables in the MSC; b) �ll contextual

conciliation mapping sets; c) state some measurement transformations to be per-

formed; and d) state some constraints to detect errors. We translate the latter two

into SCRY and LER, respectively. Finally, we execute the Integrator. We provide

measurements of time and e�ort invested in these tasks.

15http://goo.gl/Gomf4f

CONSTRUCT
<urn:graph:DS:release>
http://goo.gl/Gomf4f
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Figure 14: RDF graph of one observation annotation using OA.

4.4.1 Use Case 1: the Dutch Historical Censuses

The Dutch historical censuses were conducted from 1795 until 1971, in 17 di�er-

ent editions, once every 10 years [10]. The government counted, door by door,

the whole population of the Netherlands, and aggregated these counts in large ta-

bles. These aggregations are available as a MSC of 507 Excel �les, containing 2,288

disconnected sheets, which display all issues described in Section 4.2. Extensive

result details can be found at http://lod.cedar-project.nl/cedar/stats.html

We use this MSC as the systemâs input data for this use case.

In step 1, TabLinker needed �les in this collection to be styled (see Section

4.3.1). After a 2 hour technical training, styling of the 2,288 sheets was done by

two people in 25 hours. To complete step 2, two social historians within the de-

velopment project provided conciliation mappings through interaction with LSD

Dimensions as described in Section 4.3.2. For example, they matched the census

variables age, sex, marital status, location and date with the highly used QB

dimensions found in LSD Dimensions sdmx-dimension:age, sdmx-dimension:sex

and sdmx-dimension:civilStatus, respectively; but also created new QB dimen-

sions for variables they could not �nd (cedar:houseType, cedar:residenceStatus).

Existing standardized dimensions were used as much as possible, like the Am-

sterdam code for Dutch municipalities [1]. To assist experts in this mapping

http://lod.cedar-project.nl/cedar/stats.html
sdmx-dimension:age
sdmx-dimension:sex
sdmx-dimension:civilStatus
cedar:houseType
cedar:residenceStatus
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input process, we used the spreadsheet-based conciliation mapping system de-

scribed in Section 4.3.2. The Dutch historical censuses are well known for their

incompatible aggregation levels [27]. In stage 3 we used SCRY to create new

variables, using the observations harmonized in steps 1 and 2, for aggregation

levels that were not present in the original MSC. In step 4, we translated census

data constraints provided by experts into LER (see Section 7.4.1), we published

these LER
16

, and we consumed them to �nd inconsistent observations. The do-

main experts used links to these inconsistencies to repair them. Finally, we set

up and run the Integrator.

Domain experts were able to trace the integration process by visualizing gen-

erated PROV graphs. We run the Integrator iteratively. To check that we re�ned

the output conversion at every loop, we performed two validation tasks, by (a)

producing statistics out of the process, with per-�le and mapping breakdowns
17

;

and (b) running SPARQL queries that answer research questions proposed by

the historians. By studying results of these queries, domain experts could vali-

date that all the aggregation levels and variables were produced (completeness),

and that the �gures were correct (soundness). Further details on this use case

are described in Chapter 5.

4.4.2 Use Case 2: Wages, Prices and Welfare

The “prices and wages” dataset is collected and published by researchers of the

International Institute of Social History (IISH), currently counting 202 spread-

sheets. Its long term goal is to enhance the exchange and reuse of these data in

order to write truly international-comparative histories of the development of

markets. Its characteristics make it a MSC, and we take it to our Web integration

pipeline. Extensive result details can be found at http://albertmeronyo.github.

io/prices-wages/.

Step 1 was completed by one non-domain expert marking up the 202 spread-

sheets of the MSC in 12 hours. This time, none of the spreadsheets contained

row property headers (see Section 4.3.1). The raw translation of these was ma-

terialized in the named graph <urn:graph:prices-wages:raw-data>. In step 2,

a domain expert selected the dimensions sdmx-dimension:refPeriod for time,

sdmx-dimension:refArea for location, sdmx-dimension:currency for currency and

sdmx-attribute:valuation for price, using LSD Dimensions; and minted new di-

mension URIs for volume and goods (prices-wages:volume, prices-wages:good).

16
Linked Edit Rules for this use case are published at http://www.linkededitrules.org/

17
See http://lod.cedar-project.nl/cedar/stats.html

http://albertmeronyo.github.io/prices-wages/
http://albertmeronyo.github.io/prices-wages/
<urn:graph:prices-wages:raw-data>
sdmx-dimension:refPeriod
sdmx-dimension:refArea
sdmx-dimension:currency
sdmx-attribute:valuation
prices-wages:volume
prices-wages:good
http://www.linkededitrules.org/
http://lod.cedar-project.nl/cedar/stats.html
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Additionally, she issued the value mappings for the rules graph <urn:graph:

prices-wages:rules>. In step 3, multiple magnitude conversions (including cur-

rency and volume) were executed via SCRY. In step 4, several consistency checks

were formalized as LER
18

and consumed to check whether all observations of

the dataset were compliant. Finally, the Integrator serialized the integrated MSC

in <urn:graph:prices-wages:release>. We validated this Web integrated MSC as

described in Section 4.4.1, and experts positively evaluated soundness and com-

pleteness.

4.4.3 Use Case 3: UK Messy Open Data

The UK government was one of the pioneers of releasing its data as open data.

Yet, the Open Knowledge Foundation works on making sense of these messy
open data, collecting many of the datasets as a MSC. In this case meaningful

spreadsheets are grouped together in the same �le, although in separated in-�le

sheets. Extensive result details can be found at http://albertmeronyo.github.

io/uk-messy/.

We run our tool work�ow to successfully integrate these collections also un-

der these conditions. In step 1, a user marked up the cell styles in all spread-

sheet �les, which contained a varying number of sheets to integrate, from 2 to

12. In step 2, she selected appropriate dimensions from LSD Dimensions, setting

mappings and con�guring the Integrator properly. This time, no measurement

derivation (step 3) or error checking (step 4) was necessary. We validated these

integrated collections as in Section 4.4.1, positively evaluating its soundness and

completeness.

4.5 related work

We survey possible alternatives for each integration problem of Section 4.2, and

motivate our choices. For step 1, many tools exist on converting tabular data to

RDF
19

, especially for CSV and HTML tables [106, 130]. However, only few allow

de�ning custom styles for cell roles and relationships [124]. Automatic detection

of such roles and relationships exist, mainly using heuristics [64], classi�ers [55],

or mixing both [35]. However, important observations would be lost even with

these methods, breaking the requirement of lossless conversion (Section 4.2). For

18
Linked Edit Rules for this use case are published at http://www.linkededitrules.org/

19https://github.com/timrdf/csv2rdf4lod-automation/wiki, https://www.w3.org/wiki/

ConverterToRdf

<urn:graph:prices-wages:rules>
<urn:graph:prices-wages:rules>
<urn:graph:prices-wages:release>
http://albertmeronyo.github.io/uk-messy/
http://albertmeronyo.github.io/uk-messy/
http://www.linkededitrules.org/
https://github.com/timrdf/csv2rdf4lod-automation/wiki
https://www.w3.org/wiki/ConverterToRdf
https://www.w3.org/wiki/ConverterToRdf
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step 2, to the best of our knowledge no other aggregator existed before LSD Di-

mensions [118] to �nd QB dimensions to map to. Karma [74] is a semiautomatic

generator of such integration mappings, albeit in the relational domain. Other

successful manual mapping work�ows for integration have been described [49].

For step 3, the SPARQL-R package [76] o�ers full-�edged statistical processing

over Linked Data. However, pre- and post-query processing take place in R out

of the Web, hampering provenance tracking. For step 4, multiple approaches

deal with constraint checking using Description Logics [137, 176]. Our more

loose requirements, though, aim at detecting data issues in line with data edit-

ing practices [196], more expressive than speci�c QB model checking constraints

[93]. Open Re�ne [129] is a popular tool at addressing messy tabular data inte-

gration as a standalone process [139]. However, this integration happens (a) o�

the Web; and (b) not following Web standards. Plugins [48] that export the inte-

gration result as Linked Data only work post-hoc with no provenance recording

or work�ow hotplug support. Other approaches consider the explicit mapping

of tables to speci�c semantic models for automatic table annotation. For exam-

ple, in [11] authors propose the Ontology of Units of Measure and related concepts
(OUM) to better disambiguate scienti�c terms in spreadsheets. More generically,

Pivk et al. [141] propose an automatic generation of F-Logic frames from tables,

enabling the automatic population of ontologies from table-like structures. A

close approach to ours is proposed by Chen and Cafarella [36], who integrate

Web spreadsheets by using semiautomatic relational tools. Similar approaches

to integrate HTML tables exist [29], although these only partially share the in-

tegration problems of MSC. On enriching the integrated knowledge of MSC, [186]

annotates Web tables using class labels and relationships automatically extracted

from the Web to augment the semantics and improve access. Integrated HTML

tables are used to extend search aggregated results [4, 201] and to insert Web

table data into word processing software [4].

4.6 discussion

The use of the Semantic Web stack and expert knowledge capturing techniques

has direct bene�ts on Web-integrating MSC. A common structured representation

language (RDF) solves already the problem of diverse data formats. Beyond this,

the choice of RDF Data Cube as data model leads to a much more �ne-grained

representation of the contents of a MSC. Concretely, it facilitates stating explicitly

cell roles and the relationships between these . These cell roles and relationships

carry a lot of meaning within spreadsheets, and are a fundamental aspect when
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integrating them. The fact that these cell roles and relationships remain implicit

in the original tabular form makes spreadsheet data integration hardly possible

in that format. RDF links are not only useful for internal integration of the MSC,

but external links to a diversity of statistical dimensions and concept schemes

on the LOD cloud promote MSC to �rst-class Web citizens. This external linking

facilitates an integration much based on conciliation rather than standardization,

respecting the diversity of Web resources. The most valuable result of this MSC in-

tegration, database-style querying, lowers the time on getting answers from any

MSC from the order of hours to the order of seconds. Thanks to a change-of-state

based serialization, work�ow hotplug and reuse of partial executions is possible.

Provenance of all processes between these states is recorded with PROV, improv-

ing Web trust of integrated MSC. This is better achieved if an RDF conversion of

MSC is performed at the beginning of any pipeline, which facilitates an MSC in-

tegration history that never leaves the Web ecosystem. Other bene�ts include

improved usability, thanks to o�-the-shelf Linked Data browsing tools that al-

low faster data exploration than spreadsheet cursor moving, and repeatable and

reusable processes. The application of the Semantic Web stack to the Web inte-

gration of MSC poses also a number of challenges. Typical user communities of

MSC are not always literate in Web technology, and proxies for interaction need

to be built. We provide these proxies as SPARQL templates and spreadsheet-based
mappings (see Section 4.4.1), which su�ce for our use cases. Another important

challenge is the accuracy of the integration process. Typical MSC users are not

tolerant to data loss. To avoid this and achieve maximum accuracy, we opt for

manual, expert-based knowledge (style markup, dimension look-up, conciliation

mappings), providing maximum precision and recall at expense of time (marking

up 2,288 spreadsheets costs 25 hours).

4.7 conclusions and further work

In this chapter we address the problem of integrating MSC on the Web by using the

Semantic Web stack of standards and technologies, in order to (a) integrate the

collections; and (b) enable their publication and traceability on the Web. We �nd

that the task can be divided in four modular steps: (1) disambiguate cell roles and

relationships de�ning style mark-up; (2) combine the Web of Data with expert

knowledge to create conciliation mappings; (3) generate non-existing aggrega-

tion levels by integrating statistics into SPARQL; and (4) check constraints in a

Web environment. Current tools push the integrated results to the Web only at

the end of their pipelines; conversely, we do this at the start for enabling con-
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sistent provenance recording and work�ow hotplug through state-saves. The

resulting ecosystem bases its strength in the combination of these modules with

Web standards and human expertise; and converts messy spreadsheets into Web

queryable databases. We are challenged by (i) the cost of manual input for maxi-

mum integration accuracy; and (ii) the interaction with non-Web technologists.

Many roads remain open for the future. We plan on investigating automatic

and e�cient ways of detecting cell roles and relationships; mapping MSC elements

to Web resources; deriving new data points where needed; and correcting data.

We devise a Web interface wrapping the whole framework, and a further com-

pliant integration with the upcoming standards on Data Shapes and CSV on the

Web. Finally, we target humanities scholars, national statistical o�ces, open

government initiatives, companies, teachers and scientists as future adopters.
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5 - S TA R L I N K E D H I S T O R I C A L D U T C H C E N S U S D ATA

Legends of prediction are common throughout the

whole Household of Man. God speaks, spirits speak,

computers speak. Oracular ambiguity or statistical

probability provides loopholes, and discrepancies are

expunged by Faith.

Ursula K. Le Guin, The Left Hand of Darkness

This Chapter describes the CEDAR dataset, a �ve-star Linked Open Data rep-

resentation of the Dutch historical censuses. These were conducted in the Nether-

lands once every 10 years from 1795 to 1971. We produce a linked dataset from

a digitized sample of 2,288 tables, by executing the method described in Chapter

4. It contains more than 6.8 million statistical observations about the demogra-

phy, labour and housing of Dutch society in the 18th, 19th and 20th centuries.

The dataset is modeled using the RDF Data Cube, Open Annotation, and PROV

vocabularies. These are used to represent the multidimensionality of the data, to

express rules of data harmonization, and to keep track of the provenance of all

Contents of this chapter have appeared in the following two publications. (1) Meroño-

Peñuela, Ashkpour, A., Scharnhorst, A., Guéret, C., Wyatt, S. CEDAR: Linked Open Census Data.

Digital Humanities Commons Journal, Issue 1 (2015). In this paper I was the main contributor.

The role of this paper in this chapter is to describe the source dataset and the conversion goals. (2)

Meroño-Peñuela, Guéret, C., Ashkpour, A., Schlobach, S. CEDAR: The Dutch Historical Censuses
as Linked Open Data. Semantic Web – Interoperability, Usability, Applicability. IOS Press. In this

paper I was the main contributor, authored the qualitative descriptions, and executed the exper-

imental measurements over the dataset. This paper is used in this chapter to describe the 5-star

Linked Data version of the Dutch historical censuses dataset.
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data points and their transformations, respectively. We link observations within

the dataset to well known standard classi�cation systems in social history, such

as the Historical International Standard Classi�cation of Occupations (HISCO)

and the Amsterdamse Code (AC). The three contributions of the dataset are (1)

an easier access to integrated census data for historical researchers; (2) richer

connections to related Linked Data resources; and (3) novel concept schemes

of historical relevance, like classi�cations of historical religions and historical

house types.

5.1 introduction

In this chapter we describe the �ve-star Linked Open Data conversion of the

Dutch historical censuses dataset
1

as a result of running the Integrator (see Chap-

ter 4) over the CEDAR dataset.

The Dutch historical censuses were collected from 1795 until 1971, in 17 di�er-

ent editions, once every 10 years. The government counted the entire population

of the Netherlands, door to door, and aggregated the results in three di�erent

census types: demographic (age, gender, marital status, location, belief), occu-

pational (occupation, occupation segment, position within the occupation), and

housing (ships, private houses, government buildings, occupied status). After

1971, censuses stopped from being collected from the entire population, mostly

due to social opposition, and authorities switched to use municipal registers and

sampling. Three facts make the 1795-1971 dataset self-contained and of special

interest to historians and social scientists: it is based on counting the whole

Dutch population, instead of sampling; it provides an unprecedented level of de-

tail, hardly comparable to modern censuses due to privacy regulations; and the

survey microdata from which the aggregations were originally built is almost

entirely lost.

The census aggregations were written down in tables and published in books,

archived by the Central Bureau of Statistics
2

(CBS) and the International Insti-

tute of Social History
3

(IISH). In an e�ort to improve their systematic access, part

of the tables in the historical censuses books books have been digitized as images

in several projects between the CBS, the IISH and several institutes of the Royal

Netherlands Academy of Arts and Sciences
4

(KNAW), such as Data Archiving

1
See http://www.volkstellingen.nl/

2
See http://www.cbs.nl/

3
See http://www.iisg.nl/

4
See http://www.knaw.nl/

http://www.volkstellingen.nl/
http://www.cbs.nl/
http://www.iisg.nl/
http://www.knaw.nl/
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and Networked Services
5

(DANS) and the Netherlands Interdisciplinary Demo-

graphic Institute
6

(NIDI). Beyond digitisation, these projects have translated part

of this dataset, by manual input, into more structured formats. As a result, a sub-

set of the dataset is available as a collection of 507 Excel spreadsheets, containing

2,288 census tables.

The historical Dutch censuses have been collected for almost two centuries

with di�erent information needs at given times [10]. Census bureaus are noto-

rious for changing the structure, classi�cations, variables and questions of the

census in order to meet the information needs of a society. Not only do variables

change in their semantics over time, but the classi�cation systems in which they

are organized also change signi�cantly, making it extremely cumbersome to use

the historical censuses for longitudinal analysis. The structures of the spread-

sheets and changing characteristics of the census currently do not allow com-

parisons over time without extensive manual input of a domain expert. Even

when converted into Web structured data, the need for harmonization across all

years is a pre-requisite in order to enable greater use of the census by researchers

and citizens. Challenges are fully described in Chapter 3.

The goal of CEDAR
7

is to integrate the Dutch historical censuses in these

spreadsheets using Web technologies and standards; to publish the result of this

integration as �ve-star Linked Open Data; and to investigate how semantic tech-

nologies can improve the research work�ow of historians. Concretely, the main

contributions of the dataset are:

• It is the �rst historical census data made available as LOD, integrated and

Web-enabled from heterogeneous sources;

• it is linked to other datasets in the LOD cloud to improve its exposure and

richness;

• it is released together with auxiliary resources, like historical classi�cation

schemes and integration mappings.

Additionally, the Dutch historical censuses Linked Open Data comes with the

following features:

• Historical statistics on two centuries of Dutch history, fully compliant with

RDF Data Cube [43];

5
See http://www.dans.knaw.nl/

6
See http://www.nidi.knaw.nl/en/

7
See http://cedar-project.nl/ and http://www.ehumanities.nl/

http://www.dans.knaw.nl/
http://www.nidi.knaw.nl/en/
http://cedar-project.nl/
http://www.ehumanities.nl/
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• Standardization and harmonization procedures encoded using Open An-

notations [161];

• Full tracking of provenance in all activities and consumed/produced enti-

ties as of PROV [70];

• Dereferenceable URIs
8
;

• A human browseable web front-end
9
;

• Dataset live statistics
10

.

5.2 the cedar project

This Linked Data representation of the Dutch historical censuses is a result of

the CEDAR project. CEDAR
11

builds on top of decades of e�orts that have been

made by the Central Bureau voor de Statistiek
12

(CBS) (Dutch Central Statistical

O�ce), DANS and others to make the Dutch Historic Census better available

for the wider public as well as for research. In the Netherlands we have sources

from census data going back to 1795. Up to 1971 in each decade a census has

been carried out, with di�erent questions and di�erent also in granularity of

collected information. The primary remaining sources are books in which tables

have been published containing the aggregation of census information. Those

books have been scanned. Later, a data entry project has been carried out to

transfer the tables into Excel �les. Both images and Excel �les have been partially

indexed and made available via a Content-Management-System for browsing

and some search capabilities. However, the digital representation of the Dutch

Historic Census in this form is not machine readable, and concerning current

Big Data e�orts in the Humanities quite outdated. This was the motivation to

set up CEDAR, and those Excel �les are the heritage from which this project

started
13

.

CEDAR seeks to improve access to this kind of data, making it easier, faster

and richer to interact with them, and allowing other researchers to answer fun-

8
See http://lod.cedar-project.nl:8888/cedar/page/harmonised-data-dsd

9
See http://lod.cedar-project.nl/cedar/

10
See http://lod.cedar-project.nl/cedar/stats.html

11
See http://www.cedar-project.nl/

12
See http://www.cbs.nl

13
See legacy data at https://easy.dans.knaw.nl/ui/datasets/id/easy-dataset:44159. The

dataset can also be browsed at http://www.volkstellingen.nl and https://github.com/

CEDAR-project/DataDump/tree/master/xls

http://lod.cedar-project.nl:8888/cedar/page/harmonised-data-dsd
http://lod.cedar-project.nl/cedar/
http://lod.cedar-project.nl/cedar/stats.html
http://www.cedar-project.nl/
http://www.cbs.nl
https://easy.dans.knaw.nl/ui/datasets/id/easy-dataset:44159
http://www.volkstellingen.nl
https://github.com/CEDAR-project/DataDump/tree/master/xls
https://github.com/CEDAR-project/DataDump/tree/master/xls
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damental questions about social history in the Netherlands and the world in

automatic, web-scalable and reproducible ways. More concretely, the aim of

CEDAR is to publish the Dutch historical censuses (1795-1971) in the Semantic

Web, using this dataset as a starting point to build a semantic data-web of socio-

historical information. With such a web social historians will be able to more

easily answer questions such as:

• What kind of patterns can we identify and interpret in expressions of re-

gional identity?

• How to relate patterns of changes in skills and labour to technological

progress and patterns of geographical migration?

• How to trace changes of local and national policies in the structure of

communities and individual lives?

Sometimes, census data alone are not su�cient to answer these questions.

CEDAR exploits Web standards
14

to make census data interlinkable with other

hubs of historical socioeconomic and demographic data. When integrated, these

hubs can better support the historical research cycle. The project will result in

generic methods and tools to weave historical and socio-economic datasets into

an interlinked semantic data-web.

This broad aim touches unavoidably upon many interdisciplinary research ar-

eas and audiences. Publishing socio-historical data on the Web in a semantically

rich and consistent manner poses fundamental challenges for Knowledge Repre-

sentation and Reasoning, two of the key �elds in Arti�cial Intelligence (AI). The

deployment of tools and methods to achieve these goals in a reproducible and

e�cient way is closely related with Software Engineering and Computing. On

the other hand, Social History, located at the crossroads between history and so-

cial sciences, produces fundamental research questions about social change and

suggests domain-speci�c models and standards
15

for socio-historical data (see

also Chapter 3). The interplay within Computing and the Humanities (the basic

components of the Digital Humanities) in CEDAR works two-ways: (a) we use

AI and Computing to give infrastructure, scale, formalism and reproducibility

to address Social History issues; and (b) we use Social History to inspire AI and

Computing with new algorithms, methods and tools.

14
See http://www.w3.org/standards/

15
See http://www.clio-infra.eu

http://www.w3.org/standards/
http://www.clio-infra.eu
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Figure 15: Example of one of the Excel workbooks with a census table.

The primary format of the Dutch historical censuses (1795-1971) are 301,765

images of scanned census books. A subset of these images
16

is available as 507

Excel workbooks, containing 2,288 tables; Figure 15 shows an example. Mean-

ingful historical information is currently hidden in these tables. In order to fully

reap the bene�ts of this dataset, temporal comparisons and cross-connections

between these tables are required. However, these tables are highly dispersed,

hardly comparable, di�erently aggregated and non-trivially queryable, mainly

due to the temporal gap (about 10 years) between the versions, and the lack of

data harmonization.

Principles of data management and curation are core to CEDAR. Once �n-

ished, CEDAR will deposit all the data in EASY, the Trusted Digital Repository

of DANS, which will be given proper persistent identi�ers. We will motivate

users to properly cite the data, by leveraging these identi�ers and the applied

semantic representations.

CEDAR has been chosen as a use case for a current European project: PRE-

LIDA â Preserving Linked Data
17

. This project aims to prepare guidelines to

16
The biggest subset of it is currently available at https://easy.dans.knaw.nl/ui/datasets/

id/easy-dataset:44159
17

See http://www.prelida.eu

https://easy.dans.knaw.nl/ui/datasets/id/easy-dataset:44159
https://easy.dans.knaw.nl/ui/datasets/id/easy-dataset:44159
http://www.prelida.eu
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archive and preserve Linked Data, especially considering its diachronic
18

char-

acter. It addresses questions about where to draw a boundary when preserving

part of the Linked Open Data cloud, and how to not only archive the data and

data models, but also the software which allows to deploy them.

Original census materials, as well as the original CEDAR dataset, are open data

and owned by the Central Bureau voor de Statistiek
19

(CBS). All tools developed

in CEDAR are open source (speci�cs on licensing pending).

5.3 the dutch historical censuses dataset

Censuses are taken regularly by governments throughout history to gain a better

understanding of populations and their di�erent characteristics such as size, age-

structure, household compositions, occupations and other socio-demographic

aspects. The Dutch government collected census information not only to get a

view of the state of the nation, but (since 1850) also to facilitate the construc-

tion and updating of the population registers by the municipal authorities [51].

Although sometimes lagging behind social reality, historical censuses contain

speci�c information about a nation’s population characteristics and needs at a

given time in history, providing invaluable snapshots of the state of a nation

[83]. For the period before the 20th century, the census is one of the only large-

scale historical statistical data sources on population characteristics which are

not strongly distorted, providing comprehensive geographical coverage [157].

The �rst integral enumeration in the Netherlands started in 1795 under the

French in�uence during the Batavian Republic. It took over 35 years before the

next general population census was organized (1829). This was based on the

Royal Decree of 1828 which stated that the census should be taken every ten

years. Due to more awareness and protest with regards to privacy matters, but

also political and budgetary aspects, the last traditional door-to-door census was

held in 1971. Although a high non-response was feared, only 2.3% of the popu-

lation refused to be counted. The 1971 census marks the end of the traditional

census in the Netherlands, which in total covered 17 census editions for almost

two centuries [51]. The end of the traditional censuses have not exempted the

Dutch government in its obligation to meet European regulations and to collect

this type of information about its population. Currently the census is harvested

digitally from the municipal registrars
20

.

18
Meaning that it develops and changes through time.

19
See http://www.cbs.nl/

20
Dynamic register of the population per municipality

http://www.cbs.nl/
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Unfortunately, because of the existence of the population registers from 1850

onwards, the original census forms (1850-1947) with per-individual responses

were not preserved. However, from the earlier censuses (1829 and 1839) about

50% of the nominal manuscripts are still kept in local archives [131]. For the

last two census years, 1960 and 1971, the micro-results have been preserved on

tape [114]. For the period 1850-1947 the results of the census are only preserved

at the aggregated level, and published as tabular data in books. The number

of volumes depends on the speci�c census year. Although these books have

been one of the most consulted sources of statistics in the Netherlands and have

become a valuable source of information for researchers, the use and accessibility

of these books is quite problematic and therefore limited. Physical presence and

cumbersome manual e�orts were required in order to extract meaningful data

from the census.

When referring to the published results of the Dutch historical census data

over the years, we have to distinguish three main types of aggregate census

data: population, occupation and housing data. Published tabulations on the

population span the entire range of our historical census dataset whereas the oc-

cupational census tables were only published for the censuses of 1849, 1859 and

1889 onwards. Until 1930, information on the housing statistics of the Nether-

lands was published as part of the population census which contained some ta-

bles with “housing statistics”. The �rst o�cial housing census was introduced in

1947 and was linked to the population census. In 1956, the housing shortage and

need for data about the housing market called for a new housing census and it

was conducted separately, independent of the population census. The last o�cial

housing census was held in 1971, again together with the population census.

5.3.1 Previous E�orts

In order to provide better access to and use of the census data, major e�orts

have been taken in their digitization, starting in 1996. From this year onwards,

Statistics Netherlands (CBS) and the institute Data Archiving and Networked

Services (DANS), worked together in digitizing the books with the aggregate

results of the censuses from 1795-1947 and to improve the accessibility of the

1960 and 1971 micro datasets. The �rst step in the digitization process was to

scan the books and publish them as images in order to provide better access to

the historical census data, and to improve the preservation of this material for

the future. The information contained in these scans, which were previously

poorly accessible to researchers (e.g. via di�erent university libraries, Statistics
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Figure 16: Example of a scanned table image.

Netherlands, di�erent institutions, etc.), were now made available on the Web

and optical disc collections.

Digitization projects undertaken by Dutch Statistics and DANS [50, 113] con-

centrated on the digitization of the census books and resulted in around 22,000

images representing all tables with the census results. Although more accessible

and better preserved, the images as such are very di�cult to handle. A single

table from the original census books can be represented by hundreds of images

which as such are also quite unreadable on a normal screen without having them

enlarged four or �ve times. Figure 16 shows one of the images of the census ta-

bles.

However, these scans are very di�cult to handle. A single table in the cen-

sus can be represented by hundreds of images. The next step therefore was the

shift from medium to content conversion, in which the images were manually

transcribed into digital spreadsheets as Microsoft Excel workbooks. The tran-

scription of the census tables was made in a source-oriented manner, meaning

that the tables in Excel should resemble the tables in the books as closely as pos-

sible, including their visual presentation. Experiments with Optical Character

Recognition (OCR) did not lead to satisfying results; as a result the entire con-

version was more or less done in a manual way. The main problem was that the

automatic OCR conversion still needed extensive manual input such as check-

ing and correcting next to the cost of digitization itself [50]. Figure 17 shows the
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Figure 17: Example of a table converted to Excel from images.

table of the scan in Figure 16 after being converted into an Excel spreadsheet.

The main principle in the conversion process from images to spreadsheets was

to represent the source as closely as possible. While this approach is typically

a golden rule in constructing microdata, in the case of reproducing aggregate

statistics, it can be a problem. This source-orientated process means that no ef-

forts were undertaken to harmonize the data and structure of the census tables.

Each Excel table applies to a certain year, speci�c region (municipality, province

and national total) and speci�c census type, i.e. population, occupation or hous-

ing census. In total, the electronic historical Dutch census consists of 2,249 Excel

tables with aggregated data waiting to be aligned and harmonized in order to al-

low studies over time and space. These Excel tables are the basis for the next

steps in the access improvement of the Dutch historical censuses, and form the

starting point of their exposure as an integrated and semantically enabled Linked

Data dataset. The images as well as the spreadsheets are downloadable from the

website http://www.volkstellingen.nl.

Table 4 shows the distribution of the number of tables with aggregated data

and annotations per census year (1795-1956). These annotations, added to the

Excel spreadsheet transcriptions during the manual conversion of the scanned

images, have di�erent types of meaning and were made in di�erent ways. They

may refer to annotations made in the census tabulations themselves or provide

http://www.volkstellingen.nl
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Year Tables Annotations

1795 28 100

1830 17 71

1840 60 27

1849 94 75

1859 183 4896

1869 226 321

1879 985 516

1889 166 14349

1899 76 2594

1909 138 3381

1919 4 224

1920 48 5396

1930 32 1112

1947 133 83

1956 59 138

Totals 2249 33283

Table 4: Census digitization statistics.
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suggestions for corrections that were made during the conversion process into

Excel. Given the source oriented approach the original �gures in the tables were

generally not changed (although we found examples that indeed the source was

corrected). We sometimes �nd annotations as comments in a cell, in another

sheet or even as replaced values. Most of the annotations in the census are tex-

tual (whether a comment or interpretation) and only a small number are actual

corrections to the data (numerical). All in all we deal with 33,283 annotations

in the Excel �les of which it is not possible to distinguish in a consistent way

between changes from the source or “new” annotations created during the con-

version to Excel. About 40% of all the annotations are provided by the census

of 1889 alone. As the process of annotating the census is still ongoing, and will

continue in the future (the Excel �les are still being checked manually for con-

version errors), we have created a bottom-up standard classi�cation system from

the current annotations in the census and propose a speci�c model in RDF in or-

der to organize the annotations and deal with future changes in a consistent

manner (see example in RDF section).

Although now digital and computer processable, the collection is still not be-

ing used to its full potential. Besides the data representation limitations of having

thousands of heterogeneous and unconnected Excel tables, the various data in-

tegration problems it presents, discussed in Chapter 3, hamper their integration.

5.3.2 Towards Linked Historical Dutch Census Data

Figure 18 shows the various stages of the digitization process from the census

forms to Excel tables, into a harmonized database. The last step will be done by

using Semantic Web technologies. In order to move towards a database system of

the Netherlands’ aggregate census statistics which can be queried uniformly, we

apply a speci�c knowledge representation model from the semantic web, the Re-

source Description Framework (RDF). The RDF framework allows us to provide

better access to and use of the historical censuses using Linked Data principles.

The Semantic Web [20] was conceived as an evolution of the existing Web

(based on the paradigm of the document) into a Semantic Web (based on the

paradigm of meaning and structured data). Concretely, the Semantic Web can

be de�ned as the collaboration and the set of standards that pursue the realiza-

tion of this vision. The World Wide Web Consortium
21

(W3C) maintains the

Resource Description Framework (RDF), the basic layer on which the Semantic

Web is built. RDF is a set of W3C speci�cations designed as a metadata data

21
See http://www.w3.org/

http://www.w3.org/
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Figure 18: Census digitisation process. The diagram shows the di�erent digitisation

stages the dataset has historically gone through.

model. It is used as a conceptual description method: entities of the world are

represented with nodes (e.g. Dante Alighieri or The Divine Comedy), while the

relationships between these nodes are represented through edges that connect

them (e.g. Dante Alighieri wrote The Divine Comedy). Linked Data
22

is the

method of publishing and interlinking structured data on the Web using RDF and

standard vocabularies
23

. The Linked Open Data cloud
24

is the set of all linked

datasets on the Web that use Linked Data.

Many related initiatives use semantic technologies and Linked Data approaches

to represent, publish and interlink historical data, including historical censuses,

meaningfully on the Web. Up-to-date related work on this subject is described

in Chapters 3 and 4, and in [126]. More closely related approaches on publishing

census data also exist. The 2000 U.S Census
25

has an RDF version which provides

population statistics on various geographic levels, although the dataset is not his-

torical and it does not harmonize di�erent time-gapped releases. The Canadian

health census uses LOD principles to provide greater access to the data and to

promote greater interoperability, unachievable with conventional data formats

[28]. Similarly, in the context of a national large scale project regarding the man-

agement of socio-demographic data in Greece, Petrou et al. [139] have applied

LOD techniques to the Greek population census of 2011. A similar goal here is

22
See also http://www.w3.org/DesignIssues/LinkedData.html

23
A summary of these vocabularies can be found at http://lov.okfn.org/dataset/lov/

24
A summary of contained datasets can be found at http://linkeddata.org/

25
See http://datahub.io/dataset/2000-us-census-rdf

http://www.w3.org/DesignIssues/LinkedData.html
http://lov.okfn.org/dataset/lov/
http://linkeddata.org/
http://datahub.io/dataset/2000-us-census-rdf
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to publish âtraditionalâ datasets into RDF and allow easier access and use of the

census by e.g. third parties, aiming to develop a platform within which the Greek

census is converted, interlinked and available in a LOD format. The 2001 Spanish

Census project is another advocate of applying LOD principles to census data,

while encouraging the development of open government initiatives [61]. Using

microdata from the 2001 population census, the authors of the Spanish Census

project propose a solution for converting the data into open formats allowing

greater discoverability, accessibility and integration; a recurrent topic in all of

the mentioned projects.

All of the above projects have harmonized RDF census data within the domain

of each census year, using micro data as a starting point. Therefore, a hypo-

thetical methodology to harmonize di�erent time-gapped versions of aggregated

Linked Census Data, especially by leveraging the externally linked datasets, re-

mains an open, unsolved research problem.

5.4 data conversion and modelling

The Integrator data conversion pipeline follows the diagram shown in Figure 12

(Chapter 4). In the following sections we describe this pipeline in more detail,

extending the description of Chapter 4 with speci�c details on its execution over

the Dutch Historical Censuses dataset.

5.4.1 Data Conversion

In this section we describe the conversion process of the census tables from

their original format to RDF
26

. The dataset consists of 2,288 tables represented

as spreadsheets in 507 Excel �les. Each Excel �le may contain one or several

spreadsheets, but one spreadsheet always contains one single census table. An

example of such a table is shown in Figure 19. A speci�c interpretation of the

eccentric layout of these tables is necessary to generate RDF triples expressing

exactly the same information. For instance, the bottom right �gure in Figure

19 should be read: there were 12 unmarried (O column) women (V column),

12 years old and born in 1878 (12 1878 column) working as ordinary (row D in

column Positie in het beroep, position in the occupation) diamond cutters (Dia-
mantsnijders row) in the municipality of Amsterdam (column Gemeente, munici-

pality). Consequently, this interpretation hampers a straightforward conversion

26
All conversion source code is available at https://github.com/CEDAR-project/Integrator/

https://github.com/CEDAR-project/Integrator/
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Figure 19: One of the census tables of the dataset (occupation census of 1889, province

of Noord-Holland). Colour markup is manually added and does not belong to

the original data.

of these tables, e.g. using well known generic community tools, to RDF. To this

end, the Integrator uses TabLinker
27

, a supervised Excel-to-RDF converter that

relies on human markup on critical areas of these tables (see colors in Figure 19).

We de�ne 6 markup styles that allow us to distinguish di�erent cell roles (row

headers, hierarchical row headers, column headers, data cells, metadata cells and

row properties) within spreadsheets. With such markup, TabLinker can follow

the same interpretation and generate meaningful RDF graphs across Excel �les.

The Integration pipeline shown in Figure 12 uses TabLinker
28

, which generates

raw data according to our own table layout model instead of RDF Data Cube (see

Chapter 4).

5.4.2 Raw Data

The Dutch historical censuses are multidimensional data covering a wide spec-

trum of statistics in population demography, labour force and housing situation.

We choose RDF Data Cube (QB) as our goal data model to express the census data

in RDF, since QB provides a means “to publish multi-dimensional data, such as

statistics, on the web in such a way that they can be linked to related data sets

27
See https://github.com/Data2Semantics/TabLinker/

28
See https://github.com/CEDAR-project/Integrator/

https://github.com/Data2Semantics/TabLinker/
https://github.com/CEDAR-project/Integrator/
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1 cedar:BRT _1889_08_T1-S0-K17 a tablink:DataCell ;

2 rdfs:label "K17";

3 tablink:dimension cedar:BRT _1889_08_T1-S0-A8 ;

4 tablink:dimension cedar:BRT _1889_08_T1-S0-K6 ;

5 tablink:dimension cedar:BRT _1889_08_T1-S0-J3 ;

6 tablink:dimension cedar:BRT _1889_08_T1-S0-K4 ;

7 tablink:dimension cedar:BRT _1889_08_T1-S0-K5 ;

8 tablink:dimension cedar:BRT _1889_08_T1-S0-B8 ;

9 tablink:dimension cedar:BRT _1889_08_T1-S0-C12 ;

10 tablink:dimension cedar:BRT _1889_08_T1-S0-E17 ;

11 tablink:dimension cedar:BRT _1889_08_T1-S0-F17 ;

12 tablink:value "12.0" ;

13 tablink:sheet cedar:BRT _1889_08_T1-S0 .

Listing 4: Raw RDF extracted for the cell K17 of the occupation census table of 1889,

province of Noord-Holland.

and concepts” [43]. In QB, data points are called observations, primarily com-

posed of a measure (e.g. “3 inhabitants”) and a set of dimensions qualifying that

measure (e.g. “males”, “unemployed”, “in Amsterdam”). Dimensions can be arbi-

trarily combined to refer to unique observations in the cube.

However, the source tables lack critical information needed to generate a com-

plete and sound QB dataset. Concretely, we miss mappings between dimensions

with their corresponding values (e.g. it is said nowhere that column header M
means male and relates to dimension gender, or that O means unmarried and

relates to marital status). For this reason, we generate an agnostic RDF table

layout representation as a �rst step, postponing the generation of proper RDF

Data Cube.

After a 2 hour technical training, two people styled the 2,288 sheets of the

dataset in 25 hours with the markup discussed in Section 5.4.1. Using such

styles, TabLinker �rst generates one tablink:DataCell for each data cell (i.e. cells

marked as Data in Figure 19), attaching its value (the actual population count)

and the tablink:sheet the observation belongs to (a legacy table identi�er, e.g.
BRT_1889_02_T1-S0). Secondly, the observation is linked with all its correspond-

ing column and row headers (i.e. cells marked as RowHeader, HRowHeader, and

ColHeader in Figure 19). An example is shown in Listing 4. Additionally, we cre-

ate resources that describe the column and row headers, their types, labels, cell

positions in the spreadsheets and hierarchical parent/child relationships with

other headers (if any).

tablink:DataCell
tablink:sheet
BRT_1889_02_T1-S0
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1 cedar:BRT _1889_08_T1-S0-K4-mapping a oa:Annotation ;

2 oa:hasBody cedar:BRT _1889_08_T1-S0-K4-mapping -body ;

3 oa:hasTarget cedar:BRT _1889_08_T1-S0-K4 ;

4 oa:serializedAt "2014 -09 -24"^^ xsd:date ;

5 oa:serializedBy

6 <https :// github.com/CEDAR -project/Integrator > ;

7 prov:wasGeneratedBy

8 cedar:BRT _1889_08_T1-S0-mapping -activity .

9

10 cedar:BRT _1889_08_T1-S0-K4-mapping -body a rdfs:Resource ;

11 sdmx -dimension:sex sdmx -code:sex -F .

Listing 5: Mapping rules de�ned for one of the header cells associated to a data cell, in

its corresponding annotation.

Because the result of this conversion stage is incomplete, due to the lack of

further description of some dimensions and their mappings to standard values,

codes and concept schemes, we call this the raw dataset conversion of the origi-

nal Excel tables.

5.4.3 Integration Rules as Open Annotations

To solve the missing dimension-value mappings shown in Listing 4, we annotate

header cells using Open Annotation [161] with harmonization rules (see Listing

5). This is a manual process performed by experts. With such rules we can

explicitly indicate the dimension to which a speci�c value belongs. Moreover, we

can extend the description of such value (e.g. mapping “O” with “unmarried” and

“V” with “female”) or map these values to dimensions that where not explicitly

present in the original tables.

Some of these rules map the values extracted from the tables into standard

classi�cation systems. For instance, in order to query occupations consistently

across the whole dataset, we map occupation dimension values (which are table

dependent) to HISCO codes
29

(Historical International Standard Classi�cation

of Occupations). We proceed similarly with other dimensions like historical reli-

gions, house types and historical municipalities in the Netherlands, using scripts

and mappings done manually by experts. To �nd related dimensions, measures

and attributes currently in use on the Web to perform these mappings, experts

use LSD Dimensions [118] (see Chapter 4).

29
See http://historyofwork.iisg.nl/

http://historyofwork.iisg.nl/
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1 cedar:BRT _1889_02_T1-S0-K17-h a qb:Observation ;

2 maritalstatus:maritalStatus maritalstatus:single ;

3 cedar:occupationPosition cedar:job -D ;

4 cedar:population "12"^^ xml:decimal ;

5 sdmx -dimension:sex sdmx -code:sex -F ;

6 prov:wasDerivedFrom cedar:BRT _1889_08_T1-S0-K17 ;

7 prov:wasGeneratedBy

8 cedar:BRT _1889_08_T1-S0-K17-activity .

Listing 6: Re�ned RDF Data Cube after applying harmonization rules in observation-

attached OA annotations.

5.4.4 Harmonized RDF Data Cube

Using CONSTRUCT SPARQL queries, the Integrator processes all the raw data pro-

duced by TabLinker and apply all harmonization rules conveniently. As a result,

we obtain re�ned, harmonized RDF Data Cube like shown in Listing 6. We gen-

erate a qb:Observation for each tablink:DataCell, and we link that observation

to all its corresponding PROV triples.
30

We also produce a qb:DataStructureDefinition (DSD) with all dimensions, at-

tributes and measures used, and introduce several qb:Slice that group the obser-

vations by census type (VT, demography; BRT, occupations; and WT, housing)

and year (from 1795 to 1971). The DSD can be browsed online
31

, as well as the

slices
32

and therefore all the observations.

5.4.5 Provenance

We implement provenance tracking with PROV [70] at all stages. We do this for

a number of reasons. First, provenance allows us to ensure reproducibility of

our conversion work�ow. Second, it facilitates the debugging of all integration

rules, since we can trace back all mappings, activities and entities involved in

the generation of each qb:Observation. And third, we use it to meet the strong

requirement of historians of being able to explain how every single harmonized

value of the dataset is produced, back to the archived sources. For historians,

ensuring independence and reliability of primary sources is fundamental, also

in the Semantic Web [121].

30
See https://github.com/CEDAR-project/Integrator/blob/master/src/cubes.py#L226

31http://lod.cedar-project.nl:8888/cedar/resource/harmonised-data-dsd
32http://lod.cedar-project.nl:8888/cedar/resource/harmonised-data-sliced-by-type-and-year

qb:Observation
tablink:DataCell
qb:DataStructureDefinition
qb:Slice
qb:Observation
https://github.com/CEDAR-project/Integrator/blob/master/src/cubes.py#L226
http://lod.cedar-project.nl:8888/cedar/resource/harmonised-data-dsd
http://lod.cedar-project.nl:8888/cedar/resource/harmonised-data-sliced-by-type-and-year
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For the generation of raw data cubes, we log a prov:Activity, which records

the task start and end timestamps (prov:startedAtTime, prov:endedAtTime), the

prov:Agent with whom the activity is associated with (prov:wasAssociatedWith),

and the speci�c markup data used via prov:used.

Similarly, during the execution of the mappings described as OA annotations

we record an additional prov:Activity, making explicit the use of each speci�c

mapping in the harmonization rules via prov:used.

5.4.6 Named Graphs and URI Policy

To organise the generated census triples the Integrator makes them available in

three di�erent named graphs/layers
33

:

• The raw data triples, as extracted from the original tables, are in <urn:

graph:cedar:raw-data>.

• All mapping rules are contained in <urn:graph:cedar:rules> as annota-

tions.

• The re�ned RDF Data Cube, produced after applying the mapping rules to

the raw data, is located at <urn:graph:cedar:release>.

The resource URI naming policy is as follows: raw data cells are named as

cedar:(FILE-ID)-(SHEET-ID)-(CELL-ID), e.g. cedar:BRT_1889_08_T1-S0-K17 (see

Listing 4), where:

• (FILE-ID) is a legacy ID for the original Excel �le, with the format (TYPE)

_(YEAR)_(PART)_(VOLUME), e.g. BRT_1889_08_T1 refers to the occupation

census (BRT ) conducted in 1889, part 8, volume T1.

• (SHEET-ID) is an identi�er of the sheet within a �le, e.g. S0 for the �rst

sheet, S1 for the second, etc.

• (CELL-ID) is an identi�er of the cell within a sheet, e.g. K17 for the cell in

column K, row 17.

The annotations containing the mapping rules associated to each header cell

that a�ects a data cell follow exactly the same encoding, but adding the su�x

“-mapping” to the resource. For example, cedar:BRT_1889_08_T1-S0-K4-mapping

33
Since we do not need them to be dereferenceable, we currently use URNs instead of URIs

prov:Activity
prov:startedAtTime
prov:endedAtTime
prov:Agent
prov:wasAssociatedWith
prov:used
prov:Activity
prov:used
<urn:graph:cedar:raw-data>
<urn:graph:cedar:raw-data>
<urn:graph:cedar:rules>
<urn:graph:cedar:release>
cedar:(FILE-ID)-(SHEET-ID)-(CELL-ID)
cedar:BRT_1889_08_T1-S0-K17
(FILE-ID)
(TYPE)_(YEAR)_(PART)_(VOLUME)
(TYPE)_(YEAR)_(PART)_(VOLUME)
BRT_1889_08_T1
(SHEET-ID)
S0
S1
(CELL-ID)
K17
cedar:BRT_1889_08_T1-S0-K4-mapping
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identi�es the annotation containing the mapping rules for the header cell cedar:

BRT_1889_08_T1-S0-K4

Similarly, we name the re�ned RDF Data Cube observations adding the suf-

�x “-h” to the raw data URIs. For example, cedar:BRT_1889_08_T1-S0-K17-h

identi�es the qb:Observation we generate using the data cell cedar:BRT_1889_

08_T1-S0-K17 as a basis, and applying the rules de�ned at cedar:BRT_1889_08_

T1-S0-K17-mapping.

The named graphs <urn:graph:cedar:raw-data>, <urn:graph:cedar:rules> and

<urn:graph:cedar:release> contain a full conversion of the 2,288 census tables

of the dataset. This collection is harmonized with a set of generic mapping rules,

enabling the dataset to be queried under the RDF Data Cube schema. This collec-

tion is available at its own SPARQL endpoint
34

. Additionally, we release a highly

curated subset of this collection, called cedar-mini and contained in the named

graphs <urn:graph:cedar-mini:raw-data>, <urn:graph:cedar-mini:rules> and

<urn:graph:cedar-mini:release>. This subset is a high-quality curated harmo-

nized version of the 59 most consulted and relevant tables of the collection. The

cedar-mini subset is available at its own SPARQL endpoint
35

.

5.5 linked dataset description

In this section we describe the CEDAR dataset in more detail. Table 5 shows

some dataset statistics through its Data Structure De�nition (DSD). Our con-

version work�ow is an ongoing process, since mapping rules in the observation

annotations need to be manually curated. For this reason, we update these statis-

tics every time we run the Integrator.
36

. This allows us to keep track of what is

left to map. Currently 6,800,175 observations are generated and linked to one

qb:measureProperty (population), one qb:attributeProperty (unit of measure,

number of persons), and nine qb:dimensionProperty: year of birth, sex, occupa-

tion position, belief, occupation, reference area, marital status, reference period,

and census type.

Table 6 shows a summary of the di�erent dimensions correctly mapped with

standard codes into observations so far.

34http://lod.cedar-project.nl/cedar/sparql
35http://lod.cedar-project.nl/cedar-mini/sparql
36

Full and regularly updated statistics can be found at http://lod.cedar-project.nl/cedar/

stats.html

cedar:BRT_1889_08_T1-S0-K4
cedar:BRT_1889_08_T1-S0-K4
cedar:BRT_1889_08_T1-S0-K17-h
qb:Observation
cedar:BRT_1889_08_T1-S0-K17
cedar:BRT_1889_08_T1-S0-K17
cedar:BRT_1889_08_T1-S0-K17-mapping
cedar:BRT_1889_08_T1-S0-K17-mapping
<urn:graph:cedar:raw-data>
<urn:graph:cedar:rules>
<urn:graph:cedar:release>
<urn:graph:cedar-mini:raw-data>
<urn:graph:cedar-mini:rules>
<urn:graph:cedar-mini:release>
qb:measureProperty
qb:attributeProperty
qb:dimensionProperty
http://lod.cedar-project.nl/cedar/sparql
http://lod.cedar-project.nl/cedar-mini/sparql
http://lod.cedar-project.nl/cedar/stats.html
http://lod.cedar-project.nl/cedar/stats.html
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Description Count

Number of datasets processed 1,358

Expected number of datasets 2,308

Total number of observations 6,800,175

Table 5: Datasets processed vs. datasets expected, with the total number of created RDF

Data Cube observations.

Dimension label Occurrences %

belief 253480 1.24%

censusType 4642360 22.75%

municipality 153248 0.75%

maritalStatus 1886415 9.25%

occupation 328790 1.61%

occupationPosition 8120 0.04%

province 43946 0.22%

refPeriod 4642360 22.75%

sex 3801431 18.63%

Table 6: Dimensions of the dataset. The second column indicates how many observa-

tions in the dataset refer to such dimension. The third column indicates the

proportion of observations referring to such dimension with respect to the to-

tal number of observations (6.8M).

5.5.1 Internal Links

The census tables often refer to variables and values with multiple synonyms: e.g.
the value female for variable sex can be arbitrarily referred by v, vrouw, vrouwen,

vrouwelijk or vrouwelijk geslacht37
.

In some variables this problem is straightforward to solve via the mappings

we de�ne as annotations, and we manually code mappings that cover all pos-

sible synonyms. This is the case for the variables sex, marital status, occupa-
tion position (i.e. rank class that a worker was assigned), housing type situation
and residence status. The dimension sex is coded with sdmx-dimension:sex, and

37Vrouw stands for woman in Dutch.

sdmx-dimension:sex
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the codes sdmx-code:sex-F (female) and sdmx-code:sex-M (male) as values
38

. We

mint our own URIs for dimensionsmarital status (maritalstatus:maritalStatus)

and occupation position (cedar:occupationPosition), since these could not be

found on the Web using LSD Dimensions. Marital status can get as value one

of the codes maritalstatus:single (denoting single individuals), maritalstatus:

married (married) or maritalstatus:widow (widows). Likewise, Occupation posi-
tion can get as value one of the codes cedar:job-D (ordinary workers of the low-

est rank, usually assigned to youth), cedar:job-C (ordinary workers with other

lower-rank workers under their responsibility), cedar:job-B (foremen and other

workers with many labour below their hierarchy) or cedar:job-A (directors or

owners of businesses). The dimension housing type situation indicates the type of

house inhabitants were counted in (occupied/empty houses, occupied/empty liv-

ing ships, houses in construction), and residence status quali�es the status of the

counted residents (present, legally registered and present, temporarily present,

temporarily absent) (see Table 7). The special predicate cedar:isTotal is used to

mark observations that are aggregations over other observations. This distinc-

tion is important to avoid double counting when querying the dataset.

Other variables require a more complex schema of their possible values: for

these QB suggests the use of concept schemes (also called classi�cation systems in

social history). The variable house type, which distinguishes military, civil, public

and private buildings that were counted during the censuses, encodes building

types in a taxonomic fashion. We manually build up this concept scheme
39

in

a data-driven way, assisted by domain experts in social history.
40

We use the

dimension cedar:houseType and an associated code list for this variable.

5.5.2 External Links

Other variables, like province, municipality, occupation and belief, also need com-

plex schemas or taxonomies to encode their values (see Section 5.5.1). We link

to external datasets to standardize these variables.

Province and municipality contain codes of Dutch provinces and municipali-

ties from the past and are assigned as objects of predicates sdmx-dimension:refArea.

Linking to GeoNames or DBPedia seems appropriate. However, Dutch provinces

and municipalities su�ered major changes during the historical censuses period.

38
Some SDMX COG dimensions and codes are available in RDF at http://purl.org/

linked-data/sdmx/2009/dimension# and http://purl.org/linked-data/sdmx/2009/code#
39

See concept scheme at https://docs.google.com/spreadsheets/d/1RpSMrAlWJ4LJ_

aGIaqL23vVXHT_DQqymYHBmXC9aq8M/pubhtml
40

See [120] for an approach to build such taxonomies automatically

sdmx-code:sex-F
sdmx-code:sex-M
maritalstatus:maritalStatus
cedar:occupationPosition
maritalstatus:single
maritalstatus:married
maritalstatus:married
maritalstatus:widow
cedar:job-D
cedar:job-C
cedar:job-B
cedar:job-A
cedar:houseType
http://purl.org/linked-data/sdmx/2009/dimension#
http://purl.org/linked-data/sdmx/2009/dimension#
http://purl.org/linked-data/sdmx/2009/code#
https://docs.google.com/spreadsheets/d/1RpSMrAlWJ4LJ_aGIaqL23vVXHT_DQqymYHBmXC9aq8M/pubhtml
https://docs.google.com/spreadsheets/d/1RpSMrAlWJ4LJ_aGIaqL23vVXHT_DQqymYHBmXC9aq8M/pubhtml
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Dimension New Value / code in scheme #Refs

cedar:houseType X cedar:house-BewoondeHuizen 88,737

cedar:house-BewoondeSchepen 28,573

cedar:house-BewoondeWagens 4,221

cedar:house-HuizenAanbouw 14,323

cedar:house-OnbewoondeHuizen 51,599

cedar:house-OverigeGebouwen 23,344

cedar:isTotal X “0” or “1” 205,606

cedar:population X xsd:integer 710,462

cedar:residenceStatus X resStatus:AltijdAanwezig 7,640

resStatus:FeitelijkeAanwezig 81,625

resStatus:JuridischAanwezig 220,293

resStatus:TijdelijkAanwezig 119,373

resStatus:TijdelijkAfwezig 55,733

resStatus:WerkelijkTotaal 21,403

sdmx-dimension:refArea × From gg:10002 to gg:11447 692,491

sdmx-dimension:sex × sdmx-code:sex-M 220,661

sdmx-code:sex-F 213,991

Table 7: Dimensions linked from observations. The second column indicates whether

we created (X) or reused (×) the dimension. The third column indicates the

possible dimension values in a concept scheme. The last column indicates

how many observations contain such dimension value. Such references are

expanded from a much smaller number of mapping rules, as shown in Table 9.

Pre�xes are described in Table 8.

To address this, we issue links to gemeentegeschiedenis.nl.
41

This is a portal

that exposes standardized Dutch historical province and municipality names as

Linked Open Data, based on the work done in the Amsterdamse Code (AC) [1].

2,658,483 links are issued to provinces and municipalities in this dataset, based

on previously existing manually curated mappings (see Table 9).

We follow a similar procedure to link values of the variable occupation. In

this case, we rely on HISCO, which o�ers 1,675 standard codes for historical

occupations. We issue 354,211 links to human-readable occupation description

pages, also relying on existing manual mappings (see Table 9).

Other variables, like belief (religion), also need to be standardized by link-

ing to standard classi�cation systems. However, for these no proper historical

41
See http://www.gemeentegeschiedenis.nl/

cedar:houseType
cedar:house-BewoondeHuizen
cedar:house-BewoondeSchepen
cedar:house-BewoondeWagens
cedar:house-HuizenAanbouw
cedar:house-OnbewoondeHuizen
cedar:house-OverigeGebouwen
cedar:isTotal
cedar:population
xsd:integer
cedar:residenceStatus
resStatus:AltijdAanwezig
resStatus:FeitelijkeAanwezig
resStatus:JuridischAanwezig
resStatus:TijdelijkAanwezig
resStatus:TijdelijkAfwezig
resStatus:WerkelijkTotaal
sdmx-dimension:refArea
gg:10002
gg:11447
sdmx-dimension:sex
sdmx-code:sex-M
sdmx-code:sex-F
http://www.gemeentegeschiedenis.nl/
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Pre�x URI Content

oa http://www.w3.org/ns/

openannotation/core/

Open Annotations vocabulary

prov http://www.w3.org/ns/prov# PROV ontology

dcat http://www.w3.org/ns/dcat# Data Catalog vocabulary

qb http://purl.org/linked-data/

cube#

RDF Data Cube (QB) vocabulary

sdmx-dimension http://purl.org/linked-data/

sdmx/2009/dimension#

QB dimensions

sdmx-code http://purl.org/linked-data/

sdmx/2009/code#

QB codes (dimension values)

sdmx-attribute http://purl.org/linked-data/

sdmx/2009/attribute#

QB attributes

cedar http://bit.ly/cedar# CEDAR terms: population, to-

tals, variable descriptions

cedar-data http://lod.cedar-project.nl:

8888/prices-wages/resource/

CEDAR data points

resStatus http://bit.ly/

cedar-residenceStatus#

Residence status codes

maritalstatus http://bit.ly/

cedar-maritalstatus#

Marital status codes

gg http://www.

gemeentegeschiedenis.nl/amco/

Dutch historical municipalities

(AMCO codes)

tablink http://bit.ly/cedar-tablink# TabLinker spreadsheet cell types

hisco http://bit.ly/cedar-hisco# Historical occupations (HISCO

codes)

Table 8: Pre�xes used in the dataset.

classi�cations are available. In such cases, we create these classi�cations, either

manually (relying on expert knowledge) or automatically (leveraging lexical and

semantic properties [120]). In any case, we use mappings to these classi�cations

to standardize the census values (see Table 9). We use such mappings to issue

256,952 links to historical religious denominations.

Table 7 shows a summary of the di�erent dimensions mapped into observa-

tions so far, together with the codes associated to them, the number of times they

are referenced, and whether they are created or reused from existing vocabular-

ies. We also make available the RDF describing the created vocabularies
42

, and

42
See https://github.com/CEDAR-project/Vocab

oa
http://www.w3.org/ns/openannotation/core/
http://www.w3.org/ns/openannotation/core/
prov
http://www.w3.org/ns/prov#
dcat
http://www.w3.org/ns/dcat#
qb
http://purl.org/linked-data/cube#
http://purl.org/linked-data/cube#
sdmx-dimension
http://purl.org/linked-data/sdmx/2009/dimension#
http://purl.org/linked-data/sdmx/2009/dimension#
sdmx-code
http://purl.org/linked-data/sdmx/2009/code#
http://purl.org/linked-data/sdmx/2009/code#
sdmx-attribute
http://purl.org/linked-data/sdmx/2009/attribute#
http://purl.org/linked-data/sdmx/2009/attribute#
cedar
http://bit.ly/cedar#
cedar-data
http://lod.cedar-project.nl:8888/prices-wages/resource/
http://lod.cedar-project.nl:8888/prices-wages/resource/
resStatus
http://bit.ly/cedar-residenceStatus#
http://bit.ly/cedar-residenceStatus#
maritalstatus
http://bit.ly/cedar-maritalstatus#
http://bit.ly/cedar-maritalstatus#
gg
http://www.gemeentegeschiedenis.nl/amco/
http://www.gemeentegeschiedenis.nl/amco/
tablink
http://bit.ly/cedar-tablink#
hisco
http://bit.ly/cedar-hisco#
https://github.com/CEDAR-project/Vocab
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we foresee a future reuse of these vocabularies by publishers of historical aggre-

gated censuses of other countries. Table 8 lists all pre�xes used. To standardize

dimensions and their values, we create mapping rules and scripts; a summary

of these is shown in Table 9 (string similarity scripts for cities can be found on-

line
43

).

To achieve the �fth Linked Open Data star we produce links that connect the

CEDAR dataset to other LOD datasets. Concretely, we issue links to (see Figure

20):

• The Historical International Standard Classi�cation of Occupations (HISCO)

[107], which standardizes dimension values about historical occupations.

The mappings were manually created by experts
44

• Occupations in the ICONCLASS
45

system, o�ering alternative mappings

to HISCO. The mappings were manually created by experts
46

.

• URIs of gemeentegeschiedenis.nl (which point to resources in DBpedia

and GeoNames) and the Amsterdamse Code [1]. These links standardize

municipality names. These links were semi-automatically generated, by

reusing existing mappings
47

into mapping scripts
48

.

• The Dutch Ships and Sailors dataset [23], linking interesting occupations

and historical facts on Dutch maritime trade related to the census. These

links were manually generated by an expert.

5.6 usage

To date the historical censuses were merely available in the form of Excel �les.

Presenting the generated RDF data on the Web via a SPARQL endpoint enables

43
See https://github.com/CEDAR-project/1909-exception-maker and https://github.com/

CEDAR-project/CityVariantMapper.

44
See mapping �les at https://github.com/CEDAR-project/DataDump/blob/master/mapping/

Occupation.xls and http://volkstellingen.nl/nl/onderzoek_literatuur/harmonisatie/

beroepen/index.html
45

See http://iconclass.org/
46

See mapping �les at https://raw.githubusercontent.com/CEDAR-project/DataDump/master/

mapping/hisco-iconclass.csv
47

See mapping �les at https://github.com/CEDAR-project/DataDump/blob/master/mapping/

Cities.xls and http://volkstellingen.nl/nl/onderzoek_literatuur/harmonisatie/gemeenten/

index.html
48

See https://github.com/CEDAR-project/CEDAR2gg/

gemeentegeschiedenis.nl
https://github.com/CEDAR-project/1909-exception-maker
https://github.com/CEDAR-project/CityVariantMapper
https://github.com/CEDAR-project/CityVariantMapper
https://github.com/CEDAR-project/DataDump/blob/master/mapping/Occupation.xls
https://github.com/CEDAR-project/DataDump/blob/master/mapping/Occupation.xls
http://volkstellingen.nl/nl/onderzoek_literatuur/harmonisatie/beroepen/index.html
http://volkstellingen.nl/nl/onderzoek_literatuur/harmonisatie/beroepen/index.html
http://iconclass.org/
https://raw.githubusercontent.com/CEDAR-project/DataDump/master/mapping/hisco-iconclass.csv
https://raw.githubusercontent.com/CEDAR-project/DataDump/master/mapping/hisco-iconclass.csv
https://github.com/CEDAR-project/DataDump/blob/master/mapping/Cities.xls
https://github.com/CEDAR-project/DataDump/blob/master/mapping/Cities.xls
http://volkstellingen.nl/nl/onderzoek_literatuur/harmonisatie/gemeenten/index.html
http://volkstellingen.nl/nl/onderzoek_literatuur/harmonisatie/gemeenten/index.html
https://github.com/CEDAR-project/CEDAR2gg/
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Figure 20: Linked datasets to/from CEDAR.

users and web applications to retrieve, analyze, and visualize the historical cen-

sus data, which is now available in one system. All URIs are dereferenceable,

and the complete dataset can be browsed interactively in a Web browser (see Fig-

ure 21). We have written client applications that query the endpoint and draw

maps displaying the population of the Netherlands according to some user con-

straints
49

[124] (see Figure 22). We have developed query templates that allow

us to systematically access the dataset in a homogeneous way
50

, leveraging the

SPARQL client libraries of YASGUI [151] and making it easier for non-SPARQL

speakers to query the dataset (see Figures 23 and 24). All Dutch historical cen-

sus data (in our raw data layer) is now available in our SPARQL endpoint at one

single Web address, showing:

• 110,585,567 total triples

49
See http://lod.cedar-project.nl/maps

50
Templates available at https://gist.github.com/albertmeronyo/1dbc6d72d9c448edf8a1 and

https://gist.github.com/AshkanA/e12202bbe5d145909429

http://lod.cedar-project.nl/maps
https://gist.github.com/albertmeronyo/1dbc6d72d9c448edf8a1
https://gist.github.com/AshkanA/e12202bbe5d145909429
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Variable Mapping �le Generation #Rules

Age https://goo.gl/5NIIqE Expert-based;

SPARQL

16,398

Belief https://goo.gl/i1H2j4 Expert-based 582

City https://goo.gl/poFcxo Expert-based;

string similarity

script

42,294

Housing type https://goo.gl/fdc0s8 Expert-based 3,484

Marital status https://goo.gl/2rYLyu Expert-based 10

Occupation https://goo.gl/CUVSGc Expert-based 21,851

Occupation position https://goo.gl/y7NoYw Expert-based 4

Province https://goo.gl/yShX7w Expert-based 18

Sex https://goo.gl/ZtVS3z Expert-based 10

Total https://goo.gl/978YSy Expert-based;

SPARQL

38

Housing type situation https://goo.gl/IEWfBf Expert-based 22

Residence status https://goo.gl/TRra0U Expert-based 40

Table 9: Type and number of mapping rules created per variable type. The second col-

umn links to the actual mapping �les. The third column indicates how these

mapping �les were generated: either manually, by purely relying on expert

knowledge (expert-based); or semi-automatically, with the aid of querying the

raw data (SPARQL) or supported by string similarity scripts. The fourth column

indicates the resulting number of mapping rules per �le/variable. These map-

pings expanded into a much greater number of references to codes in concept

schemes, as shown in Table 7.

• 10,272,862 marked cells triples

• 389,132 hierarchical row headers

• 7,960,911 data cells

• 61,110 column headers

• 3,609 row properties

• 2,150 titles

• 1,581,546 row headers

• 274,404 metadata cells

https://goo.gl/5NIIqE
https://goo.gl/i1H2j4
https://goo.gl/poFcxo
https://goo.gl/fdc0s8
https://goo.gl/2rYLyu
https://goo.gl/CUVSGc
https://goo.gl/y7NoYw
https://goo.gl/yShX7w
https://goo.gl/ZtVS3z
https://goo.gl/978YSy
https://goo.gl/IEWfBf
https://goo.gl/TRra0U
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Figure 21: Screenshot of the Web RDF browsing interface, where all triples of the dataset

are described and can be reached through a Pubby [144] interface.

We have already seen some examples of how the raw-data, rules and release

layers interact (e.g. how an annotation in�uences the result retrieved from the

query over a data cell). More importantly, at the moment of the query the three

layers come together to give the census data all its expressive power. Client

applications (i.e. applications that use such endpoint as a data source) can be

developed independently by di�erent types of users. The SPARQL endpoint can

be seen, in fact, as an online database plug that any application can leverage via

the Web. This gives researchers, historians and developers the opportunity to

build their own applications on top of these data. Beyond this, the availability

of this dataset as Linked Data empowers the users to combine its contents with

other data hubs on the Web. With SPARQL, users can merge and remix the data

from arbitrary sources on the Web, making the original census dataset richer

and capable of answering more with less e�ort.

We are currently capable of retrieving any piece of information of the Dutch

censuses from the raw-data layer. Accessing the raw data mainly allows us to

purse debugging (detecting problems with the data) and harmonization as on-

going work. Practically, querying the raw data enables us to extract the needed

variables, assess the quality of the data, identify already common variables across

the years for classi�cation purposes, visualize them and detect outliers. For ex-

ample visualizing the population of Noord Brabant on the map revealed several

cities, clearly falling outside of this province . We can also determine where a

variable breaks down over time for harmonization purposes. By querying for a

particular variable (e.g. an occupation, population size, municipality etc.) across

the raw data we are able to see for which years this variable is present. We vi-

sualize this in a simple graph and identify the evolution of the variable across

our dataset. Using these practices we can readily construct the basic branches of
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Figure 22: Screenshot of a client map-drawing interface. Population data is retrieved

from the CEDAR SPARQL endpoint and merged with externally fetched tem-

poral Dutch municipality shapes.

our evolution tree, that is we can identify variable creation and extinction which

thus maps common variables across the years.

We acknowledge the user perspective as an important aspect. Accordingly,

we have identi�ed three di�erent types of users with diverse needs. Firstly, we

will make the data accessible to a broad range of users such as the general public

or users which are not familiar with the census data. We provide time-series and

variable selection via an online interface, allowing the users to select a certain

time range and some prede�ned harmonized variables to query, explore and vi-

sualize the census data. Secondly, we aim to serve more advanced users such as

historians, historical demographers, sociologist etc., which have been working

with the census for quite some time and are used to integrate the data into their

own work�ows and tools. We accommodate the needs of these users by provid-

ing a dump of the dataset in formats which they are familiar with for download.

Finally, we also want to allow users familiar with SPARQL and RDF to query

our dataset independently (both the raw data as well as the harmonized data),

to be able to build their own queries, datasets, applications, and links with other

datasets to build on top of our data. We provide a SPARQL endpoint via an online

interface, example queries, the underlying data model, a browsable web interface
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Figure 23: Screenshot of the CEDAR query templates interface. A number of pre-de�ned,

client-stored query templates show users the possibilities of the dataset.

for the RDF graphs, regular RDF dumps and the complete set of developed tools

and scripts to implement our work�ow as open source code.

5.7 impact and availability

5.7.1 Impact

Publishing the Dutch historical censuses as �ve-star Linked Open Data has a

deep impact in the methodology that historians and social scientists have tra-

ditionally followed to study this dataset [10]. Due to the limitations of the old

formats, the dataset could not be utilized to its full potential. To the date, most of

the research based on the historical Dutch censuses focused on speci�c compara-

ble years [27]. To utilize the full potential of the historical censuses researchers

have identi�ed harmonization of the data as a key aspect, which we implement

as rules in oa:Annotation annotations. Previously, if researchers wanted to know

e.g. the number of houses under construction in the Netherlands per municipal-

ity between 1859 and 1920
51

, they had to consult 47 di�erent Excel tables and

run into laborious data transformations. Moreover, keeping track of provenance

51
Additional example queries at http://lod.cedar-project.nl/cedar/data.html

oa:Annotation
http://lod.cedar-project.nl/cedar/data.html
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Figure 24: Screenshot of the CEDAR query templates interface. Clicking the desired

query template loads the corresponding SPARQL syntax, �res the query

against the endpoint, and displays the results.

of all performed operations was cumbersome and relied on data munging and

delicate assumptions. By using explicit harmonization rules and links to stan-

dard classi�cations for occupations, municipalities, religions and house types,

researchers can get answers to their queries in a blink of a time compared to the

manual way of digging into disparate Excel tables. Table 10 shows the number

of tables that users had to open and the number of cells they had to manipulate

to answer a set of example queries. Most of these queries have been already man-

ually investigated by social historians [27]. Hence, major milestones the dataset

provides for History scholars are (a) speed-up of query answering; and (b) full

provenance tracks of every data point down to the historical sources. Using the

SPARQL endpoint, social scientists can retrieve data that gives support to hy-

potheses that previously could only be assumed. In addition, links to external

datasets facilitate answering queries that users hardly could perform otherwise;

for instance, links to gemeentegeschiedenis.nl and DBpedia allow to instantly

compare nowadays population of Dutch municipalities with their historical �g-

ures, via SPARQL 1.1 federation. Moreover, dimension standardization enables

new query solutions that were only possible through extensive manual work

and expert knowledge.

gemeentegeschiedenis.nl
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Query #Tables #Cells

Inhabited houses in Zuid-Scharwoude in 1899 1 1

Occupied houses and living ships per municipality 59 80,032

Legally registered and present inhabitants per municipality 34 23,086

Houses under construction 47 4,478

Empty houses 59 34,834

Temporarily present inhabitants in ships 35 4,255

Temporarily present inhabitants per municipality 47 74,462

Temporarily absent inhabitants per municipality 34 37,044

Temporarily present inhabitants in wagons 13 426

Number of houses according to their type, from 1859 until 1920 59 136,768

Average 38.8 39,538.6

Table 10: Example queries over the cedar-mini subset. For each query, we detail the

number of tables that users had to open and the number of cells they had to

manipulate in order to reach a query answer. Unless stated, reference periods

cover from 1859 until 1920. SPARQL translations of these queries can be found

at http://lod.cedar-project.nl/cedar/data.html.

As �ve-star Linked Open Data, the census dataset is open for longitudinal

analysis, especially for a study of change. Being a major interest for historical

research, the change in structures of classi�cations, meaning of variables and

semantics of concepts over time, known as concept drift [198], is a fundamental

topic to explore.

A set of tools built on top of the dataset is already available. For instance, social

historians of the NLGIS project
52

query the endpoint to get historical census data

and plot it in a map. Computational musicologists do research by linking the

CEDAR dataset with their own historical singers database [94].

The dataset sums to other initiatives on publishing census data on the Web

as RDF Data Cube
53

. To the best of our knowledge, our is the �rst e�ort on

publishing censuses with historical characteristics.

We have collected a number of SPARQL queries that we consider relevant for

interested users. These are available in the CEDAR dataset front-end
54

.

52
See http://www.nlgis.nl/

53
See cases for Italy, France, Australia and Ireland at http://www.istat.it/it/archivio/

104317#variabili_censuarie, http://goo.gl/hiGZF9, http://stat.abs.gov.au/ and http://data.

cso.ie/
54

See http://lod.cedar-project.nl/cedar/data.html

http://lod.cedar-project.nl/cedar/data.html
http://www.nlgis.nl/
http://www.istat.it/it/archivio/104317#variabili_censuarie
http://www.istat.it/it/archivio/104317#variabili_censuarie
http://goo.gl/hiGZF9
http://stat.abs.gov.au/
http://data.cso.ie/
http://data.cso.ie/
http://lod.cedar-project.nl/cedar/data.html
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The CEDAR dataset was used in the hackathon held during the 2014 CEDAR

international symposium
55

with 11 attendees, and also in the 1st Digital His-

tory Datathon held at the VU University Amsterdam
56

with 13 attendees. The

CEDAR dataset has been listed as one of the Challenge datasets in the 2nd and

3rd International Workshops on Semantic Statistics
57

(SemStats 2014, SemStats

2015) at the International Semantic Web Conference (ISWC 2014, ISWC 2015).

In addition, we log the usage of the dataset via any dereferenced URI or �red

SPARQL query.

5.7.2 Availability

The CEDAR dataset, consisting of the raw Excel �le conversions, the annotation

mapping rules, and the harmonized RDF Data Cube, is served as Linked Open

Data at http://lod.cedar-project.nl/cedar/. All URIs dereference via a Pubby

installation on this server, which returns data formatted according to the re-

quested format in the response header of HTTP requests. The dataset’s SPARQL

endpoint can be found at http://lod.cedar-project.nl/cedar/sparql (for the

whole conversion) and http://lod.cedar-project.nl/cedar-mini/sparql (for the

highly curated subset). All dataset dumps, including the original Excel �les (with

and without markup), mappings, and the converted RDF data can also be re-

trieved as bulk downloads at https://github.com/CEDAR-project/DataDump.

The creation and update of the dataset is done through a software package, the

CEDAR Integrator
58

, developed for that purpose at the VU University Amster-

dam and DANS under the LGPL v3.0 license
59

. The dataset is regularly dumped

to a GitHub repository
60

. Updates are performed in order to correct errors and

incomplete mappings our experts detect when supervising statistical analyses
61

that we automatically generate during the conversion process (see Section 5.4.1).

For long term preservation, the dataset is (and will continue being) deposited

into DANS EASY
62

, a trusted digital archive for research data.

55
See http://goo.gl/yfvUTl

56
See http://cedar-project.nl/linkathon-at-the-vu/

57
See http://semstats2014.wordpress.com/ and http://www.semstats.org/

58
See https://github.com/CEDAR-project/Integrator

59
See http://www.gnu.org/licenses/lgpl.html

60
See https://github.com/CEDAR-project/DataDump/

61
See http://lod.cedar-project.nl/cedar/stats.html

62
See https://easy.dans.knaw.nl/

http://lod.cedar-project.nl/cedar/
http://lod.cedar-project.nl/cedar/sparql
http://lod.cedar-project.nl/cedar-mini/sparql
https://github.com/CEDAR-project/DataDump
http://goo.gl/yfvUTl
http://cedar-project.nl/linkathon-at-the-vu/
http://semstats2014.wordpress.com/
http://www.semstats.org/
https://github.com/CEDAR-project/Integrator
http://www.gnu.org/licenses/lgpl.html
https://github.com/CEDAR-project/DataDump/
http://lod.cedar-project.nl/cedar/stats.html
https://easy.dans.knaw.nl/


128 5-star linked historical dutch census data

Collection Count Query #Values

cedar-mini Total codes https://goo.gl/vX0fjM 188,958

cedar-mini Total unique codes https://goo.gl/m1TGO6 21,946

cedar-mini Unmapped codes https://goo.gl/I6m6QP 61,952 (32.79%), 67.21% mapped

cedar-mini Unmapped unique codes https://goo.gl/HymHX0 5,278 (24.05%), 75.95% mapped

cedar Total codes https://goo.gl/6mJehY 1,703,468

cedar Total unique codes https://goo.gl/WKp4oB 91,613

cedar Unmapped codes https://goo.gl/hu3v7h 1,150,950 (67.57%), 32.43% mapped

cedar Unmapped unique codes https://goo.gl/Pr1FNv 84,047 (91.74%), 8.26% mapped

Table 11: Breakdown of the coverage of dimension codes in the cedar and cedar-mini

collections. The second column describes the dimension values being counted

(“total” counts all raw dimension values and “unmapped” the ones that still

need to be standardized). The third column links to an up-to-date SPARQL

query performing the count. The last column indicates the number of dimen-

sion codes for each count.

5.8 discussion

In this chapter we present the steps followed and the results achieved by CEDAR

to transform a two-star (Excel conversions of scanned census tables) represen-

tation of the Dutch historical censuses into �ve-star Linked Open Data (harmo-

nized census resources using URIs and linked to external concept schemes) as

part of the Computational Humanities Programme
63

of the Netherlands Royal

Academy of Arts and Sciences
64

.

We acknowledge a number of shortcomings in the dataset. Importantly, we

are aware that the conversion is not complete. Although all observations reach

the end of the pipeline, their mappings to standardized dimension values are

incomplete. To address this, we follow two approaches: (a) we generate statis-

tics during the conversion process
65

; and (b) we use SPARQL queries to anal-

yse what mappings remain. Table 11 shows a comprehensive summary of the

current outcome of such queries in both cedar-mini and cedar collections. In

cedar-mini, 75.95% of unique raw dimension values are currently mapped into

standard codes. Consequently, 24.05% of values still need to be mapped. These

63
See http://www.ehumanities.nl/

64
See http://www.knaw.nl/

65
See http://lod.cedar-project.nl/cedar/stats.html

https://goo.gl/vX0fjM
https://goo.gl/m1TGO6
https://goo.gl/I6m6QP
https://goo.gl/HymHX0
https://goo.gl/6mJehY
https://goo.gl/WKp4oB
https://goo.gl/hu3v7h
https://goo.gl/Pr1FNv
http://www.ehumanities.nl/
http://www.knaw.nl/
http://lod.cedar-project.nl/cedar/stats.html
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values can be investigated also through SPARQL
66

, and mostly belong to very

speci�c house types of the dimension cedar:houseType, some referring to unique

historical buildings. In the cedar collection the missing mappings increase to

91.74%. This obviously includes the missing mappings of cedar-mini, but also
67

:

• Occupational categories not included in the current occupation mapping

�les (dimension cedar:occupation), mostly referring to abstract categories

in the occupations concept scheme

• Values for the yet unmapped variable age. Age ranges are aggregated dif-

ferently in each census edition, and mappings need to de�ne additional

interpolation rules in order to generate comparable data. Additionally,

many values are redundant because of the existing duplicity between age
and year born in the source data

• Other geographical locations, like names of historical provinces and his-

torical neighborhoods (dimension sdmx-dimension:refArea), for which no

standard concept scheme exists

• Historical religious denominations (dimension cedar:belief), for which

no standard concept scheme exists

With these approaches, we can quantify how far we are from completion and

the work that still needs to be done on standardization. During the data gen-

eration we have issued temporal vocabularies and code lists for some variables

that we will publish in separate data-hubs
68

. For instance, belief and houseType
deserve their own Web spaces to allow other historical datasets to link to them.

Linking the census observations to other datasets is another challenge
69

. Finally,

the census tables contain a number of subtotals, totals and partial results at dif-

ferent levels of aggregation. We plan on checking the consistency of these ag-

gregation levels automatically, spotting possible source errors.

66
See https://goo.gl/rQlkM2

67
The full list can be retrieved with the query https://goo.gl/QUlOU5

68
Currently available vocabularies and code lists are available at https://github.com/

CEDAR-project/Vocab
69

See already issued links at http://cedar-project.nl/linkathon-at-the-vu/. Historical

newspapers at http://kranten.delpher.nl/ are other interesting data to link.

cedar:occupation
sdmx-dimension:refArea
cedar:belief
https://goo.gl/rQlkM2
https://goo.gl/QUlOU5
https://github.com/CEDAR-project/Vocab
https://github.com/CEDAR-project/Vocab
http://cedar-project.nl/linkathon-at-the-vu/
http://kranten.delpher.nl/
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6
Q UA L I T Y O F E V O L U T I O N I N D I A C H R O N I C W E B S C H E M A S

Nothing is permanent. This is the central teaching of

the Buddha. Not a career, not an institution, not a wife,

not a tree... All is change; change is the only truth.

Paolo Bacigalupi, The Windup Girl

The Semantic Web uses various commonly agreed schemas, like ontologies,

vocabularies and taxonomies, to enable data from various sources to be e�ec-

tively integrated and exchanged among applications. In this design, a critical

point is the freedom of schema publishers to modify these schemas at their con-

venience. Publishers create new schema versions to re�ect changes in the do-

main, meet new user requirements, and address pitfalls. But how sensible are

these schema changes in practice? In a longer term, how can we measure the

quality of evolving Web schemas, and discern between those that “evolve con-

veniently”, and those that change on an arbitrary, even harmful, basis? In this

chapter, we propose a metric to automatically measure the quality of the evo-

lution of Web schemas, based on the performance of inferred optimal change

models from past schema versions using well understood evolution predictors.

We apply this metric to 139 schema chains from various Semantic Web sources,

�nding that 39.80% of them evolve in a highly predictable manner.

This chapter is an adapted version of the paper: Meroño-Peñuela, A., Guéret, C., Schlobach, S.

Measuring Quality of Evolution in Diachronic Web Schemas Using Inferred Optimal Change Models.
AAAI-2016 conference (under submission). In this paper I was the main contributor, conceived

the idea, implemented the system and performed the experiments.
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6.1 introduction

The Semantic Web brings structure to the content of the Web [20], by combin-

ing the Resource Description Framework (RDF), vocabularies and reasoning, and

thus simplifying the integration of heterogeneous data sources. In this design,

Web schemas like ontologies and vocabularies play a central role, allowing users

to semantically describe and link their data. These schemas are curated by a

number of publishers, that regularly release new schema versions. For exam-

ple, schema.org has released 23 di�erent vocabulary versions between 2012 and

2015
1
. Usually, publishers change their schemas to “re�ect changes in the real

world, changes in the user’s requirements, and drawbacks in the initial design”

[173]. The quality of those updates is di�cult to estimate, and only manually

assessed at best.

The observation of Web data of dubious quality has given raise to various

methods of Web data quality assessment. Data quality is commonly conceived

as “�tness for use by data consumers” [197], and metrics for measuring quality

of Semantic Web data in various dimensions are being deployed [202]. However,

these metrics focus on dimensions at the dataset level, and few are concerned

with diachronic
2

Web schemas. Currently, no Web data quality metric quanti�es

the appropriateness of changes in a Web schema version chain, thus leaving the

quality of their evolution undetermined.

So, what is the quality of the evolution processes of Web schemas? Are changes

introduced in a revision sensible? Are current Web schemas evolving in a pre-

dictable and coherent way? How can we approach the measurement of such evo-

lution? To answer these questions, in this chapter we introduce a metric to mea-

sure the quality of the evolution processes of diachronic Web schemas. To do so, we

�rst �nd optimal models of change from past versions in a schema chain, using

state-of-the-art machine learning tools [138] and well understood schema evo-

lution predictors [172]. We consequently use the performance of these change

models as a quality metric for schema evolution. Our basic assumption is that a

good quality evolution is an evolution that can be learned from data, and that is

coherent with our current understanding of schema evolution. Alternative evo-

lution processes might not be harmful, but can lead to radical and unpredictable

changes, making maintainability harder. The contributions of the chapter are:

1
See http://lov.okfn.org/

2
Diachronic means developing and evolving over time.

schema.org
http://lov.okfn.org/
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• We generalize an existing change learning method for biomedical ontolo-

gies into a domain agnostic method applicable to any schematized Linked

Data.

• We de�ne a schema evolution quality metric based on the performance of

inferred optimal change models.

• We apply this metric to study the quality of schemas that evolve on the

Web for 669 versions organized in 139 schema chains retrieved from var-

ious Web sources. We �nd that 39.80% of the evaluated schema chains

score above 0.9, 36.10% do so between 0.5 and 0.9, and 25.10% display no

predictability.

• We discuss the schema characteristics of diachronic Web schemas that

make them score high in this metric, and the pros and cons of assessing

evolution quality with this method.

6.2 related work

The Semantic Web has given recent attention to ways for measuring quality of

its data [5]. In their recent survey, [202] show that quality of Semantic Web

data has been given various de�nitions and metrics. These metrics are: (i) often

de�ned in a perspective-neutral way, as the degree to which data ful�lls qual-
ity requirements [65]; and (ii) applied to speci�c de�nitions of datasets. To the

best of our knowledge, no previous research has established schema evolution

requirements (and thus proposed no related metrics) or considered diachronic

datasets.

Changes in Web schemas have been investigated by studying their changing

semantics, mostly by comparing two subsequent concept or schema versions.

[56] propose a method based on clustering similar instances to detect changes in

concepts. [68] use Description Logics to calculate di�erences between ontologies

(so-called semantic di�s). [198] de�ne the semantics of concept change and drift,

and how to identify them. However, these methods (i) infer the type of occurring

changes only to a limited extent; and (ii) do not consider the full length of evolv-

ing schema chains. Approaches tackling the latter exist in ontology evolution,

which studies “the timely adaptation of an ontology and consistent propagation

of changes to dependent artifacts” [6]. An important result of ontology evolu-

tion is that the starting need for modifying a Web schema can be captured by

structure-driven, data-driven and usage-driven features [172]. Modelling change
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to improve maintenance of medical ontologies has been given recent research

attention [138, 182]. [138] propose a successful method to model and predict

expansion of classes in the Gene Ontology, by using supervised learning on past

ontology versions, using [172] features to design good predictors of change. Sim-

ilarly, [182] improves the performance of such models on the MeSH ontology by

adding temporal versions of these features. These methods have, however, the

inherent limitation of modelling only expansion of terms, without considering

other types of change events. The need of modelling change in dynamic Web

schemas in application areas of the Semantic Web has been stressed, particu-

larly in the Digital Humanities [119] and Linked Statistical Data, where concept

comparability over time [30, 123] is key.

6.3 change models for diachronic web schemas

Our core idea is that the performance of optimal change models inferred from

diachronic Web schemas can be used as an indicator of the quality of their evo-

lution. As shown by [138], knowledge encoded in past versions of Web schemas

can be used to build performant models of change. These models can be used, for

instance, to predict which parts of a schema will su�er changes in a forthcoming

version. Such change models work because predictors that in�uence the evolu-

tion of Web schemas are well understood [172]. Intuitively, a change model that

is learned with high performance will characterize a high quality evolving pro-

cess that can be explained with the chosen evolution predictors. Conversely, a

poorly performant model will be related to a rather arbitrary evolution process.

In this section we describe a method that infers optimal change models from

arbitrary Web schema chains represented as Linked Data, using supervised learn-

ing. To do so:

• (a) we use an existing change heuristic [198] to measure pairwise concept

change;

• (b) we detail the speci�c features used, based on [172] change capturing

predictors;

• (c) we generalize the idea of supervised learning of change models in di-

achronic Web schemas from [138], by extending it to any type of change,

schema and domain, and by selecting the optimal (most performant) model

learned; and
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• (d) we build a quality of evolution metric for diachronic Web schemas based

on the performance of such model.

6.3.1 Change Heuristic

We base our de�nition of change in Web schemas on the framework proposed by

[198]. They de�ne the meaning of a concept C as a triple (label(C),int(C),ext(C)),

where label(C) is a string, int(C) a set of properties (the intension of C), and ext(C)

a subset of the universe (the extension of C). To address concept identity over

time, they assume that the intension of a concept C is the disjoint union of

a rigid and a non-rigid set of properties (i.e. (intr(C) ∪ intnr(C))). Then, a

concept is uniquely identi�ed by some essential properties that do not change.

The notion of identity allows the comparison of two variants of a concept at

di�erent points in time, even if a change on its meaning occurs. If two vari-

ants of a concept at two di�erent times have the same meaning, there is no con-

cept change. We de�ne intensional, extensional, and label similarity functions

simint, simext, simlabel in order to quantify meaning similarity. These func-

tions have range [0, 1], and a similarity value of 1 indicates equality. A concept

has then extensionally changed in two of its variants C’ and C”, if and only if,

simext(C
′,C ′′) 6= 1. Intensional and label change are de�ned similarly.

6.3.2 Feature Set

Features a�ecting the evolution of diachronic Web schemas can be structure-
driven, data-driven, and usage-driven [172], and we de�ne them conforming with

these criteria. Structure-driven features are derived from the structure of the on-

tology (e.g. if a class has a single subclass, both should be merged); and measure

the location and the surrounding context of a concept in the dataset schema,

such as children concepts, sibling concepts, height of a concept (i.e. distance

to the leaves), etc. We de�ne these properties with a maxDepth threshold to

avoid cycles (e.g. direct children, children at depth one, two, etc.). A concept

is considered to be a child of another if they are connected by a user-speci�ed

property (e.g. rdfs:subClassOf). We use direct children (descendants at distance

1) [dirChildren], children at depth 6 maxDepth [dirChildrenD], direct parents
(concepts this concept descends from) [parents], and siblings (concepts that share

parents with this concept). Data-driven features are derived from the instances

that belong to the ontology (e.g. if a class has many instances, the class should be

split); and measure to what extent a concept in the schema is used in the data. A

rdfs:subClassOf
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Figure 25: Optimal change model learning pipeline. Arrows show the data �ow through

the modules.

data item in a Linked Dataset is considered to be using a concept of the schema

if there is a user-de�ned membership property linking the data item with the

concept (e.g. dc:subject or rdf:type). We use members of this concept [dirArti-
cles] and total members considering all children at depth 6 maxDepth [dirArti-
clesChildrenD] as membership features. Usage-driven features are derived from

the usage patterns of the ontology in the system it feeds (e.g. remove a class that

has not been accessed in a long time). Finally, we de�ne a set of hybrid features

that combine some of the previous ones (e.g. ratio of members per number of

direct children) [ratioArticlesChildren].

As described in the next section, these features are generated for all concepts

and schema versions, but only used depending on their ranking in the feature

selection process.

6.3.3 Pipeline

Figure 25 shows the change model learning pipeline. Taking input {Feature gen-
eration parameters, change de�nition, version chain, learning parameters}, the sys-

tem returns output {Feature selection, classi�er performance}.

First, the Feature Generator (FG) generates k training datasets and one test

dataset, using: (a) a version chainO containingN versions of a Web schema; (b)
the feature generation parameters∆FC (which sets the version training concepts

will be compared to) and ∆TT (which sets the version testing concepts will be

compared to); and (c) a change heuristic. Then, k training datasets and the test

dataset are built by the FG as shown in Figure 26. The parameters N, ∆FC and

∆TT are used to determine which versions will play the role of {Vt}, Vr and Ve.

{Vt} is the set of training versions, which are used to build the training dataset.

dc:subject
rdf:type
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Figure 26: Training and test datasets for N = 7, ∆FC = 1 and ∆TT = 2 in a version

chain O.

Vr is the reference version, against which all versions in {Vt} are compared, using

the change heuristic provided as input. Ve is the evaluation version and is used to

build the test dataset analogously. Ve is set by default to the most recent version.

In order to preserve identity of learning instances, the Identity Aggregator (IA)
matches concepts in the k training datasets and merges their features into one

individual, modifying the dataset dimensionality accordingly. The training and

test datasets are then ingested by the Normalizer (Norm), which adjusts value

ranges, recodes feature names and types, and discards outliers; followed by the

Machine Learning Interface (MLI) for the feature selection and classi�cation tasks.

These are done in a generic way, using the state-of-the-art machine learning

algorithms of the WEKA API [77]. Finally, the learning parameters are used here

to learn change models using: (a) a feature selection algorithm; (b) a relevance

threshold t to �lter the selected features; and (c) the list of classi�ers to be trained.

The MLI runs the chosen feature selection algorithm and trains the chosen subset

of WEKA classi�ers (all by default), evaluating models and storing results.

6.3.4 Quality of Evolution Metric

For all classi�ers C for a given Web schema version chainO at the output of the

MLI, we select the optimal classi�er Ck ∈ C with the maximal area under the

ROC curve (a standard classi�er performance metric), roc(Ck) > roc(Ci)∀Ci ∈
C. The quality of evolution metric QoE is then just the roc(Ck), QoE(O) =

roc(Ck). QoE is thus simply de�ned as the performance of the optimal inferred

change model for a version chainO. Intuitively, the more performant an optimal

change model is for a version chainO, the betterO’s evolution can be explained
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by the evolution predictors [172]. We take this as a proxy for the quality of evo-

lution. The assumption behind this choice is that evolution processes that can be

learned from data using well-understood evolution features are more desirable

than evolution processes that rely on radical changes that cannot be explained

by any known feature set. While these alternative evolution processes might

not be harmful, their displayed behaviour of radical changes and major refactor-

ings make them stand out from our current explanations of schema evolution,

which is based on regular and predictable changes. In fact, QoE is, by design,

a perfect metric to distinguish between these two kinds of evolution processes,

and we claim that high QoE scores characterise good evolutions as learnable

evolutions, which is a desirable feature for usefulness.

6.4 measuring qality of evolution

We apply our method to calculate the quality of evolution metric QoE for 139

Web schema chains retrieved from the Web, totalling 669 schema versions. We

describe the collection and nature of the input data, the experiment setup, and

the evaluation criteria, and show the results. We evaluate: (a) the performance

of the optimal change models learned on training and unseen data for all 139

chains; and (b) characteristics of the version chains that score higher on QoE.

Validating the QoE metric is di�cult due to the lack of evolution quality bench-

marks. There are, however, two reasons indicating its validity: (1) it is based

on well understood change features [172], notions of change [198] and learning

methods [138]; and (2) by application we show that it provides excellent results.

6.4.1 Input Data

We use a set of 139 multi- and interdisciplinary Web schema version chains rep-

resented as Linked Data. We classify these 139 version chains in four groups: (1)

a version chain of the DBpedia ontology with its latest 8 versions (DBpedia); (2)

a version chain of the Dutch historical censuses dataset, with its latest 8 schema

versions (CEDAR)
3
; (3) 3 reconstructed version chains with ontologies retrieved

from 637 public SPARQL endpoints in the Linked Open Data cloud, with at least

3 versions each (SPARQL); and (4) 134 version chains from Linked Open Vocab-

ularies
4

with at least 3 versions each (LOV ). Each version within these chains

consists of RDF triples with schema, instances, and labels.

3
See http://www.cedar-project.nl/

4
See http://lov.okfn.org/dataset/lov/

http://www.cedar-project.nl/
http://lov.okfn.org/dataset/lov/
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The version chain of the DBpedia ontology [108] is a community-curated for-

malization of all classes and properties describing DBpedia content. Instances

are resources of DBpedia which have some class of the ontology as rdf:type. The

set of labels are the rdfs:label literals attached to the classes of each versioned

ontology. In the version chain of the Dutch historical censuses dataset (CEDAR),

the classi�cation is a SKOS hierarchy of HISCO occupations reported in each ver-

sion. Instances are census observations of people having one of these HISCO oc-

cupations as cedar:occupation. The set of labels are the skos:prefLabel (Dutch)

literals used in the census to describe these occupations in each speci�c version.

The version chains containing ontologies retrieved from the Linked Data cloud

(SPARQL) are retrieved by querying the 637 public SPARQL endpoints listed in

http://datahub.io/. This returns 49,379 ontologies with at least one previous

version (owl:priorVersion), and we use this property to reconstruct their version

chains. We discard all non-dereferenceable and non-parseable version URIs, and

we prune all chains with less than 3 versions, resulting in 3 ontology chains

(geonames, fao and lingvoj). Finally, we obtain 134 version chains from Linked

Open Vocabularies (LOV), a repository of Semantic Web vocabularies.

6.4.2 Experimental Setup

Our evaluation process is two-fold. First, we assess the quality of our features

as concept change predictors, and we choose the most performing ones. We

do this via feature selection. Second, we use these selected features for learning,

and we evaluate quality of the resulting classi�ers on predicting concept change.

To evaluate classi�ers we follow a simple approach: we compare the predictions

made by the classi�ers with the actual concept change going on in a next dataset

version. To do this, we use the test dataset Ve produced after setting the param-

eter ∆TT . Since we compare predictions with unseen labeled data, we know

whether the predictions are correct or not.

Since more versions are available in the version chains of CEDAR and DB-

pedia, we execute several learning tasks adding more past versions to {Vt} in-

crementally. We study how this impacts prediction of change in Vi. We also

run a learning task considering all versions, and we use the trained classi�ers to

predict change in the most current version.

For assessing model performance we use the standard performance measures

of precision, recall, f-measure, and area under the ROC curve. We perform a

two-fold evaluation. On one hand, we evaluate the quality of the models pro-

duced without making any predictions and using 10-fold cross-validation with

rdf:type
rdfs:label
cedar:occupation
skos:prefLabel
http://datahub.io/
owl:priorVersion
geonames
fao
lingvoj
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fao geonames lingvoj LOV (avg.)

Precision .751 .438 .95 -

Recall .765 .662 .947 -

F-measure .744 .527 .937 .922

ROC area .844 .5 .792 .566

Table 12: 10-fold CV scores in the version chains from LOD SPARQL endpoints and

Linked Open Vocabularies.

the training data. On the other hand, we use the same indicators to evaluate the

classi�ers’ prediction performance using the unseen test datasets Ve/Vi. We

compare our results to a random prediction baseline.

6.4.3 Results

siblings, dirArticlesChildrenD2 and ratioArticlesChildren; and dirChildren, silbings
and dirChildrenD2 are the top-3 selected feature sets for CEDAR and DBpedia,

respectively, by the Relief algorithm [100], included in the WEKA API
5
. We

observe that data-driven features are systematically selected in the CEDAR data

instead of structure-driven properties. Conversely, we observe a clear preference

for structure-driven properties in the DBpedia data, mostly due to a higher ratio

of structural properties over instance properties. We execute our approach six

times in the Dutch historical censuses and the DBpedia version chains, adding

one Linked Dataset version to {Vt} and shifting Vi forward once each time. We

identify each experiment with the year/timestamp of the version to be re�ned.

Figure 30 shows the results.

Selected features for the 3 version chains retrieved from the SPARQL end-

points and the 134 version chains of LOV are available at http://albertmeronyo.

github.io/predicting-change-in-web-kos/. Predictive models for these datasets

are learned with di�erent results, as shown in Table 12. The quality of the pre-

diction using learned models for the SPARQL schemas is very high in the fao

and lingvoj version chains, but almost as bad as random in geonames. Explana-

tion for such results are detailed in the next section. Results for the LOV version

chains can be found in detail on the Web
6
.

5
Detailed feature selection at http://albertmeronyo.github.io/

predicting-change-in-web-kos/
6
See http://albertmeronyo.github.io/predicting-change-in-web-kos/

Relief
http://albertmeronyo.github.io/predicting-change-in-web-kos/
http://albertmeronyo.github.io/predicting-change-in-web-kos/
fao
lingvoj
geonames
http://albertmeronyo.github.io/predicting-change-in-web-kos/
http://albertmeronyo.github.io/predicting-change-in-web-kos/
http://albertmeronyo.github.io/predicting-change-in-web-kos/
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Figure 27: Distribution of performance and QoE of learned optimal change models.

Figure 27 shows a histogram of all 139 optimal change models, one per ver-

sion chain, and their performance frequency, given by their area under the ROC

curve (i.e. their scores on the QoE metric). We observe that performant models,

i.e. with QoE > 0.9, can be built for 39.80% of the evaluated schema chains.

Conversely, for 25.10% of the datasets no good model could be built, being ran-

dom at best. For the remaining 36.10% of the datasets only modest models could

be found (0.5 < QoE < 0.9).

6.4.4 Characterization of Quality Version Chains

In this section we study what speci�c characteristics of the input version chains

have a relationship with the performance of the learned models. To investi-

gate this, we compute, for each version chain, a set of version chain charac-
teristics that include: size of the chain (totalSize) in number of triples; num-

ber of versions in the chain (nSnapshots); average time gap (in days) between

the release date of each version (avgGap); average size of each version (avg-
Size); number of inserted new statements between versions (nInserts)7

; number

of deletes (nDeletes); number of common statements (nComm); is the schema a

tree or a graph (isTree); maximum tree depth among versions (maxTreeDepth);

average tree depth (avgTreeDepth); number of instances (totalInstances); ratio

7
Insertions and deletions measured with UNIX’s diff.
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Figure 28: Coe�cients and errors of the best linear regression model built to �nd pre-

dictors of quality evolving schemas.

of instances over all statements (ratioInstances); number of structural relation-

ships (totalStructural); and ratio of structural relationships over all statements

(ratioStructural). First, we use regression to analyse which of these predict bet-

ter the performance of the optimal change model, using the QoE score as a re-

sponse variable, shown in Figure 28
8
. We �nd that, under the null hypothesis

of normality and non-dependence, the predictors nSnapshots, avgTreeDepth, ra-
tioStructural, ratioInserts and ratioComm (discarding ratioDeletes and ratioComm
due to multi-colinearity) are good explanatory variables with respect toQoE. Sec-

ondly, we use multinomial logistic regression to �nd predictors of the optimal

classi�er type. A simulation is shown in Figure 29
7
. We �nd that avgGap is in�u-

ential at selecting a tree classi�er instead of Bayes, and totalSize is in�uential at

selecting functions and rules-based classi�ers instead of Bayes. Figure 29 shows

a simulation on how these predictors
7

in�uence the choice of the di�erent clas-

si�er families. All classi�er families will be less likely chosen when the release

time gap decreases, except for tree-based classi�ers; meaning that more frequent

releases will favour most models. Interestingly, ratios on instance and schema

data will in�uence the best classi�er type in an inverse way: more instance data

will favour tree-based and rules classi�ers, while more schema data will favour

bayesian classi�ers. We discuss these results in the next section.

8
Additional details at http://albertmeronyo.github.io/predicting-change-in-web-kos/.

http://albertmeronyo.github.io/predicting-change-in-web-kos/
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Figure 29: Simulation of how predictors in�uence the best classi�er chosen using multi-

nomial logistic regression. E.g., avgGap shows that smaller time gaps between

releases favours almost all classi�er types, except those tree based.

6.5 lessons learned

In this section we discuss our �ndings, by (a) observing speci�c correctly pre-

dicted changing concepts; (b) arguing the di�erent classi�er performances; (c)
investigating the meaning of schema characteristics that are related with high

QoE scores; and (d) understanding the meaning of our proposed quality of evo-

lution metric QoE.

http://cedar.example.org/ns#hisco-06 is an example concept of CEDAR pre-

dicted to change which in fact did: the class of “medical, dental, veterinary

and related workers”. Its features are stable except those data-driven: the class

abruptly declines from 841 instances to 68, 143, 662 and 110; while structure-

driven properties like number of children (4) or siblings (9) remain relatively

stable. In a similar way, the DBpedia ontology concept http://dbpedia.org/

ontology/CollegeCoach is correctly predicted to change, having a linear increase

of pointed Wikipedia articles (2787, 3520, 4036, 4870...); however, its siblings re-

main stable (21, 21, 23, 23) until it gets a new parent and its siblings suddenly

http://cedar.example.org/ns#hisco-06
http://dbpedia.org/ontology/CollegeCoach
http://dbpedia.org/ontology/CollegeCoach
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(a) 10-fold CV scores on the

CEDAR training dataset.

(b) Prediction scores on the CEDAR

test dataset.

Figure 30: Average classi�er performance in the CEDAR re�nement experiment with 6

incremental learning runs. Lines show performance measures varying along

them.

explode (23, 344). Therefore, it is easy to see why data- and structure-driven

features are related to predictable schema evolutions.

Although Logistic, MultilayerPerceptron and tree-based classi�ers have good

eventual performances, NaiveBayes classi�er shows consistent results in all change

prediction experiments. Similar behavior and results have been described [138].

Interestingly, we observe how the non-over�tting tendency of NaiveBayes is an

advantage if the classi�er is trained with more past versions (nSnapshots): Mul-

tilayerPerceptron, for instance, predicts better with less data (f-measures from

0.82 to 0.30), but with more versions NaiveBayes wins (0.72 to 0.84). However,

performance is poorer in some versions (e.g. 1889 and 1930 of CEDAR, 2010 and

2011 of DBpedia). Historical research shows that those versions su�ered major

revisions almost from scratch [104], which would make their changes harder to

predict. Still, the metric proves to be useful on detecting these coherence data-

issues. Figure 30 shows that these classi�ers outperform the random baseline.

Predictors described in the previous section on explaining Web schema ver-

sion chains that score high in the QoE metric (see right-hand side schemas of

Figure 27) lead to three important observations: (1) a longer version history in a

schema makes its evolution more predictable; (2) schema information is more

important than instance information for change modelling; and (3) inserting

new statements and leaving the existing ones in a new release helps more in
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(a) 10-fold CV scores on the DBpe-

dia ontology training dataset.

(b) Prediction scores on the DBpe-

dia ontology test dataset.

Figure 31: Average classi�er performance in the DBpedia ontology re�nement experi-

ment with 6 incremental learning runs. Lines show performance measures

varying along them.

preserving change consistency than removing old statements. In addition, the

behaviour of predictor avgGap (see Figure 29) suggests that a schema will score

higher in QoE if the time between schema version releases is short. Intuitively,

schemas meeting these criteria will have higher chances of having performant

optimal change models related to [172]’s features, and thus score higher in the

QoE metric. This has a logical sense: more frequent and numerous version re-

leases increase the amount of past knowledge to learn from; while the addition

(and scarce removal) of structural statements matches the notion that evolution

is better predictabe if done smoothly and incrementally.

Remarkably, 57.73% of all 139 evaluated chains score QoE > 0.8 as shown

in Figure 27, and thus more than half of the schema chains display a highly

predictable change and a smooth evolution process. PROV [70] is an example of

such a schema: with 8 releases equally spread since 2012, its URIs, names and fea-

tures evolved incrementally (e.g. new structural statements were introduced for

prov:wasInvalidatedBy, prov:revisedEntity), while the core conceptual model

(prov:Entity, prov:Agent and prov:Activity and their relations) remains stable.

Introduction of new features is smooth, and refactoring or removal of statements

from previous versions rarely happens. Contrarily, for 24.74% of the evaluated

chains no performant model could be found, and their change predictability is

as good as random (QoE = 0.5). The Geonames ontology [185] is an exam-

prov:wasInvalidatedBy
prov:revisedEntity
prov:Entity
prov:Agent
prov:Activity


148 qality of evolution in diachronic web schemas

ple: 6 of its 11 releases happened in 2006/7, with major refactorings from 2010

onward. Some classes, like gn:Country and the URI policy of the feature code

scheme, were removed after the �rst releases or majorly refactored. Addition-

ally, the addition of new features like gn:historicalName and gn:officialName

were only introduced in the last release, and thus di�cult to be explained by the

optimal change model. What does this mean in terms of the de�nition of QoE?

Essentially, the closer a schema scores to 0.5 in QoE, the less it is evolving in a

way [172]’s features can predict. While this might not be necessarily harmful, it

shows mis�t with our current understanding of schema evolution, and reveals

radical changes and major refactorings; phenomena that deserve being �agged

for later check-up. Notice that scores 0.0 < QoE < 0.5 andQoE = 0.5 indicate

inverse and random functions, respectively. Thresholds of QoE to distinguish

highly performant models are in general arbitrary and depend on the task; but

plots like Figure 27 should help to detect these in practice.

6.6 future work

We plan to extend this work in several ways. First, we will update the study

of [172] to �nd new evolution predictors behind low-scoring schemas. Second,

we will improve the pipeline’s performance to learn optimal change models ef-

�ciently. Finally, we will extend the sample of Web schema chains to all known

schemas in the Semantic Web to provide live monitoring of their evolution qual-

ity.

gn:Country
gn:historicalName
gn:officialName


7
Q UA L I T Y O F W E B D ATA C U B E S : L I N K E D E D I T R U L E S

The quality of moral behaviour varies in inverse ratio

to the number of human beings involved.

Aldous Huxley, Grey Eminence

Statistical data often come with inconsistencies: records of people with neg-

ative ages, pregnant males, and underaged car drivers often populate statistical

databases. National Statistical O�ces (NSO) encode knowledge to detect these

inconsistencies in so-called edit rules. These days, there is an increasing number

of statistical data being published and linked on the Web using the RDF Data

Cube vocabulary. However, edit rules are hardly ever published together with

data cubes on the Web. This causes two important problems: (a) quality of RDF

Data Cube data cannot be assessed; and (b) reusability of edit rules is hampered.

In this chapter we present Linked Edit Rules (LER), a method that makes edit

rules Web friendly and reusable as Linked Data. We show that LER can be easily

linked, retrieved, reused, combined and executed to check quality and consis-

tency of RDF Data Cubes, opening up the internal NSO validation processes to

the Web.

This chapter is an adapted version of the paper: Meroño-Peñuela, A., Guéret, C., Schlobach,

S. Linked Edit Rules: A Web Friendly Way of Checking Quality of RDF Data Cubes. 3rd Interna-

tional Workshop on Semantic Statistics (SemStats 2015), ISWC 2015. In this paper I was the main

contributor, conceived the idea, implemented the system and performed the experiments.
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7.1 introduction

More and more statistical datasets are being published on the Web using the RDF

Data Cube vocabulary (QB) [118, 43], the W3C recommendation for publishing

and linking multidimensional data, such as statistics, on the Web. As many Web

data, these data cubes often come with inconsistencies that data consumers need

to identify and �x by themselves before running their work�ows. In statistics,

data mining and data management this process is called data cleansing.

Data cleansing is an arduous and expensive task, mainly due to the hetero-

geneous nature of these errors and inconsistencies. National Statistical O�ces

(NSOs) set up procedures to validate data cubes before releasing them into the

public domain. One of such validations consists of automatically identifying so-

called obvious inconsistencies. An obvious inconsistency occurs when the cube

contains a value or combination of values that cannot correspond to a real-world

situation. For example, a person’s age cannot be negative, a man cannot be preg-

nant and an underage person cannot possess a driving license. In order to vali-

date data cubes against obvious inconsistencies, statisticians express this knowl-

edge as rules, known in the data editing literature as edit rules or edits. Edit rules

are used to automatically detect inconsistent data points in statistical datasets,

and can be divided into micro-edits and macro-edits. Micro-edits check obvious

consistency of a single data record (or individual, row, observation). E.g., in a

record of a demography dataset, the �eld age group cannot be children if the �eld

age is 31. Macro-edits check obvious consistency of an entire �eld (or variable,

column, dimension). E.g., population heights should be normally distributed;

therefore, the �eld height is expected to follow a normal distribution. Current

implementations only support the speci�cation of micro-edits.

Edit rules currently exist only within NSOs’ closed validation systems, hard-

coded into source code, or serialized in a variety of models, syntaxes and formats.

In addition, edit rules are rarely published on the Web together with the datasets

to which they apply. If published at all, edit rules are only available as 1-star

Linked Data
1
, meaning that they are merely available on the Web, but with poor

structure, in non-standard formats, in a non-uniquely identi�able way, and not

linked with any other Web resource. These non-Web friendly practices hamper

the use of these rules to validate statistical data. Consequently, edit rules cannot

be easily located, retrieved, shared, reused nor combined on the Web to validate

RDF Data Cubes. Statisticians need to constantly reimplement them o�ine.

1http://5stardata.info/

http://5stardata.info/
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The contribution of this chapter is to overcome these pitfalls by applying the

principles of Linked Data to edit rules. Concretely:

• We survey existing work on Semantic Web languages for constraint check-

ing

• We provide a framework, a data model and an implementation to express

micro- and macro-edits on the Web as Linked Edit Rules (LER). The result-

ing LER are linked to RDF Data Cubes via QB dimensions, and check their

per- and inter-record consistency.

• We build an automatic consistency checker using LER, QBsistent2
, which

accurately �nds all expected inconsistencies of various RDF Data Cubes

on the Web and generates accurate provenance reports using PROV.

The rest of the chapter is organised as follows. In Section 7.2 we de�ne our

problem and list our requirements, linking them to existing work in Section 8.3.

In Section 7.4 we describe our Linked Edit Rules approach, implementing it in

Section 8.4.2. In Section 7.6 we evaluate Linked Edit Rules, and we conclude in

Section 7.7.

7.2 background and problem definition

Micro-edits are constraints that must be met at the record level, i.e. by each indi-

vidual row independently of the others. For instance, in statistical frameworks

like R we can write micro-edits (see Listing 7) to check obvious consistency of

individual records (e.g. like shown in Table 13). Typically, variable names in

edits of Listing 7, like age and height, must match column names of the data to

be checked (see Table 13). The edit rules may constrain the values of a variable

and the dependency between its values and values of other variables. Therefore,

in general, micro-edits can decide if an individual record is consistent or not by

considering just one record at a time. In the examples in Table 13 and Listing 7,

record #2 is inconsistent with edits cat5 and mix6; record #3 with edits num4 and

mix6; record #4 with edit num3; and record #5 with edits num2, cat5 and mix8.

On the other hand, macro-edits are rules aimed at discovering inconsistencies

through the analysis of multiple records. These rules can have a very di�erent

nature. For instance, the aggregation method [69] consists of checking whether

aggregates on the data (e.g. the total population count of a country) match their

2
See http://www.linkededitrules.org/

http://www.linkededitrules.org/
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age ageGroup height maritalStatus yearsMarried

#1 21 adult 6.0 single -1

#2 2 child 3 married 0

#3 18 adult 5.7 married 20

#4 221 elderly 5 widowed 2

#5 34 child -7 married 3

Table 13: Example dataset to be validated against obvious inconsistencies.

1 dat1 : ageGroup %in% c(’adult ’, ’child ’, ’elderly ’)

2 dat7 : maritalStatus %in% c(’married ’, ’single ’, ’widowed ’)

3 num1 : 0 <= age

4 num2 : 0 < height

5 num3 : age <= 150

6 num4 : yearsMarried < age

7 cat5 : if(ageGroup == ’child ’) maritalStatus != ’married ’

8 mix6 : if(age < yearsMarried + 17) !( maritalStatus %in% c(’married ’,’

widowed ’))

9 mix7 : if(ageGroup %in% c(’adult ’, ’elderly ’) age >= 18

10 mix8 : if(ageGroup %in% c(’child ’, ’elderly ’) & 18 <= age) age >= 65

11 mix9 : if(ageGroup %in% c(’adult ’, ’child ’)) 65 > age

Listing 7: Examples of micro-edits in the R editrules package.
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logical decomposition into individual records (e.g. adding up the population

totals of every individual municipality). The distribution method [22] asserts

knowledge about the distribution of a certain variable (e.g. “population counts

must be log-normal distributed”) and identi�es all individual records that do not

�t that distribution. Macro-edits can only decide if an individual record is con-

sistent or not by performing a double-pass on the dataset. Hence, it is clear that

languages tailored to micro-edits (see Listing 7) are insu�cient to express the

semantics of macro-edits. We investigate whether Semantic Web rule languages

are adequate for representing micro- and macro-edits.

Edit rules are not currently published on the Web in a structured way. They

are neither linked to the cubes and observations they intend to validate, nor

to the dimensions they constrain. Users cannot uniquely reference, retrieve or

combine them to validate RDF Data Cubes. Validation work�ows are therefore

kept closed within NSOs systems or private user frameworks, a�ecting their

openness, referenceability, reusability, linkage and exchange. To overcome these

pitfalls, we de�ne a set of requirements:

• Expressing edit rules in a Web friendly, accessible and standard way:

– [WebDistrib] Edit rules should be published on the Web in a distributed way,

separately from (but linked to) the statistical data they apply to.

– [WebStructured] Edit rules need to be expressed in a Web standard structured
data format to ensure their machine-readability.

– [UniqID] Edit rules, and their components, need to be uniquely identi�ed in

order to be unambiguously referenceable.

• Edit rules as Semantic Web rules enriched with metadata:

– [WebRules] Edit rules should be expressed in currently available and ade-

quate formal Semantic Web rule languages.

– [ConstrainedDims] Edit rules need to be explicit about, and uniquely refer-

ence to, the statistical dimensions they constrain.

– [Scope] Edit rules need to be explicit about their scope and aggregation level

(micro/macro).

• Checking obvious consistency combining rules and reasoning:

– [Reasoning] Edit rule checking should be transparently integrated into stan-

dard reasoning and established consistency checking mechanisms in cur-

rently available triplestores and inference engines, in order to preserve in-

teroperability of current infrastructure.
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– [CubeCheck] Users need to be able to express which edit rules they want to

be checked against which data cubes.

• Creating interoperable consistency reports using Web standards:

– [Prov] Provenance of the execution of edit rules should be explicit, traceable,

and represent accurately the consistency check work�ow.

– [Annotation] Edit rules must annotate inconsistent data points for posterior

expert correction, preserving the raw data. Statisticians are interested in

concrete inconsistent data points rather than a consistent/inconsistent re-

sponse over the entire dataset.

Consequently, our problem de�nition is to identify obvious inconsistency of
arbitrary RDF Data Cubes by executing (micro and macro) edit rules following
Linked Data principles in an open Web environment, opening up internal NSOs’

validation processes to the Web.

7.3 related work

Data editing is “the activity aimed at detecting and correcting errors (logical in-

consistencies) in data” [196]. Traditionally, edits have been considered at two

levels: micro-edits, aimed at �nding inconsistencies in individual records; and

macro-edits, “based upon analysis of an aggregate rather than an individual record”

[42]. More recently, automatic processing of these edits has gained importance

[96]. For example, the R packages editrules (validation through micro-edits)

and validate (validation through cross-record and cross-dataset macro-edits)

are useful tools to automatically validate locally stored statistical datasets. How-

ever, these rule formats are not Web standard ([WebStructured]) nor suitable for

e�cient Web distribution ([Web-Distrib]). Eurostat proposes the eDAMIS Valida-

tion Engine (EVE) to validate statistical datasets de�ning intra (micro) and inter

(macro) record rules, but these are kept internally in the system. Finally, the

SDMX initiative proposes the Validation and Transformation Language (VTL) .

However, VTL (1) has a strong emphasis on transformation instead of validation
([CubeCheck]); and (2) de�nes no mechanism to publish nor link edit rules on

the Web ([WebDistrib], [WebStructured], [UniqID]). No existing approach tackles

explicitly requirement [Scope], nor generates interoperable validation reporting

([Prov], [Annotation]).
The related work on the Semantic Web can be divided in (a) rule languages in

which edit rules could be expressed ([WebRules]); and (b) initiatives and systems
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for customized validation of linked and semantic data ([Reasoning]). On rule lan-

guages, OWL 2 [195] allows the de�nition of Description Logics (DL) safe rules.

The Semantic Web Rule Language [88] (SWRL) extends DL rules allowing Horn

clauses, although limiting the creation of new individuals in the ABox to avoid

in�nite rule loops. SPARQL [79] can also be used to express rules as CONSTRUCT

queries, although these are lost after execution ([UniqID]). The Rule Interchange

Format Basic Logic Dialect [25] (RIF-BLD) partially overcomes this by allowing

the expression of rules in RDF, and particularly serializing SPARQL as RDF. The

SPARQL Inference Notation [102] (SPIN) also uses SPARQL to express and store

a variety of business rules [134]. Shape Expressions [143] associate RDF graphs

with labeled patterns called shapes, and can be used for validation, documen-

tation and transformation of RDF data. Similarly, Resource Shapes [159] spec-

ify the properties that are allowed or required in a resource, their value types,

and cardinality. With respect to validation systems, OWLIM Pro�les allow cus-

tomization of rules for RDF data validation, although these custom rules must be

hard coded, hampering their reuse ([WebStructured], [UniqID]). TopBraid allows

customization of business rules via SPIN. Finally, Stardog follows a polyglot ap-

proach and users can write SPARQL queries, OWL axioms, or SWRL rules for

integrity constraint validation against RDF data. The RDF Data Cube vocabu-

lary [43] (QB) de�nes 22 integrity constraints that Web-linked cubes must meet,

implemented in SPARQL ASK, but these are meant to preserve the constraints of

QB and are not useful to model domain-dependent rules.

Although all these related e�orts meet some requirements of Section 7.2, as

noted in [Brackets], none of them ful�lls all of them (see Table 14).

7.4 approach

7.4.1 Linked Edit Rules and RDF Data Cube

Meeting requirements [WebStructured] and [UniqID] of Section 7.2 is straight-

forward when applying Linked Data principles. Concretely, we propose (1) to

represent edit rules in RDF, in order to publish and link edit rules using a Web

structured-data standard format; and (2) to use URIs to denote edit rules and

their components in RDF to uniquely identify and de-reference them.

To meet requirements [ConstrainedDims] and [Scope], we analyse the RDF

Data Cube (QB) data model and propose the minimal set of LER extensions3

shown in Figure 32. The class ler:EditRule represents an edit rule and can be

3
The LER vocabulary can be found at http://bit.ly/linked-edit-rules#

ler:EditRule
http://bit.ly/linked-edit-rules#
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Web friendly SW Rules QB Consistency Reporting

editrules, validate X ◦
Eurostat’s EVE X

SDMX VTL X

OWL 2 X X ◦
SWRL X X ◦
SPARQL CONSTRUCT ◦ ◦
RIF-BLD X X ◦
SPIN X X ◦
Shape Expressions X X

Resource Shapes X X

OWLIM Pro�les X ◦
TopBraid X X ◦ ◦
Stardog X X ◦ ◦
RDF Data Cube X X

Table 14: Reviewed approaches according to their coverage of requirements by topic of

Section 7.2. A circle (◦) indicates that the approach covers some requirement

in that topic, but not all; a check mark (X) means that all requirements in the

topic are met.

subclassed by any rule model. A ler:EditRule has three fundamental compo-

nents: a ler:body, a ler:scope, and one or many ler:components. The ler:body

represents the rule itself, encoded according to a speci�c rule language. The

ler:scope represents the scope of the edit, and we use it to distinguish micro-
edits and macro-edits. Since micro-edits are de�ned at the individual record level,

and individual records are represented as qb:Observations in QB (see Figure 32),

we de�ne micro-edits in our model as any ler:EditRule with qb:Observation

as ler:scope. Likewise, QB allows the representation of groups of observations

(records) according to some criteria as slices (qb:Slice), as well as the complete

set of observations of the cube (qb:DataSet) (see Figure 32). We de�ne macro-

edits as any ler:EditRule with qb:Slice, qb:ObservationGroup or qb:DataSet as

ler:scope. Finally, we link the ler:EditRule to all the statistical variables it

constrains through ler:component. In QB, statistical variables are represented

using the subclasses of the abstract class qb:ComponentProperty, typically qb:

DimensionProperty).

ler:EditRule
ler:body
ler:scope
ler:components
ler:body
ler:scope
qb:Observations
ler:EditRule
qb:Observation
ler:scope
qb:Slice
qb:DataSet
ler:EditRule
qb:Slice
qb:ObservationGroup
qb:DataSet
ler:scope
ler:EditRule
ler:component
qb:ComponentProperty
qb:DimensionProperty
qb:DimensionProperty
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Figure 32: RDF Data Cube data model (straight lines), and our proposed LER extensions
(dashed lines) to de�ne Linked Edit Rules.

7.4.2 From edit rules to Linked Edit Rules

In order to meet requirement [WebRules] we study the expressiveness of micro-

edits and macro-edits.

Body of Linked Micro-Edits. De�nite Horn clauses are clauses (disjunctions of

literals) with exactly one unnegated literal, ¬p∨¬q∨ ...∨¬t∨u, usually writ-

ten in implication form as p∧ q∧ ... ∧ t → u. This includes the case of no

negative literals, also called facts (e.g. u). De�nite Horn clauses are known

to be tractable in Semantic Web rule languages. Micro-edits (see Listing 7) �t

de�nite Horn clauses if we consider each literal p,q, ...,u as an inequality. An

inequality is an expression that involves variables, numeric constants and al-

gebraic operators, and has exactly one of the symbols [>,<,6,>,=, 6=]. For

example, (age = currentYear− bornYear) and (height > 11.5) are inequalities.

Micro-edits num1 to num4 in Listing 7 are facts, composed of one inequality (lit-

eral). Rules cat5 and mix7 to mix9 do have negative literals and consequently a

rule body. We can express the special construct v %in% l1, ..., ln as the clause

v = l1 ∨ ... ∨ v = ln. This makes rule mix6 problematic because of a positive

conjunction of literals in the rule’s head. Since variables in the rule’s body are

stable during execution, we solve this using normalization, splitting mix6 in sev-

eral rules with the same body as mix6 and only one of the positive literals in the

head.

To express micro-rules as Linked Edit Rules, we convert all variables and val-

ues of Listing 7 to RDF URIs and literals. We substitute each variable name

by URIs of qb:DimensionProperty (e.g. replacing age by sdmx-dimension:age).

We substitute string literals by their equivalents in known skos:ConceptScheme

qb:DimensionProperty
age
sdmx-dimension:age
skos:ConceptScheme
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(e.g. married,widowed to sdmx-code:status-M,sdmx-code:status-W). Finally, we

replace all numeric values by RDF literals.

Extensions for Macro-Edits. Macro-edits need speci�c statistical terms to be

used in the rules. For instance, X ∼ N(µ,σ2) (where X represents heights in the

cube of Table 13) is a valid macro-rule that states that this dimension must follow

a normal distribution with mean µ and variance σ2. To encode such constraints,

we extend the above rules for micro-edits to macro-edits, by adding the following

function as a valid member of literals (i.e., allowing it in inequalities):

statistic(t,P, S, c), where:

• t is a test statistic to assess the constraint (e.g. the z.test normality test)

• P = {p1, ...,pn} are the parameters of t (e.g. mean µ and variance σ2)

• S = {s1, ..., sm} are the sets of observations that must adhere to the rule

(e.g. all observations of the cube; two particular slices)

• c is the constrained dimension of those observations (e.g. eg:height)

Depending on the semantics of the t statistic, the function statistic might need

to perform speci�c pre-computations (e.g. counting frequencies of values instead

of using the raw observation values).

We use the function statistic to describe statistical properties of observation

groups in macro-edits, and we embed this function in micro-edit-like clauses (as

described above) to express macro-rules as Linked Edit Rules. We use the output

of this function (often a p-value) to express the meaning of the macro-edit. For

example, we rewrite the macro-edit that checks whether heights of all persons

in Table 13 follow a normal distribution as follows, assuming eg:all to be the

URI of the whole cube (all observations) and normal distribution of heights as

null hypothesis:

statistic(z.test, {µ,σ2}, eg:all, eg:height) > 0.05

7.4.3 LER Architecture

Edit rules and data cubes may be published in di�erent locations on the Web

([WebDistrib]), but both types of resources need to be combined to validate cubes

against obvious inconsistency ([CubeCheck]). A trivial solution is to use SPARQL

to: (1) express the edit rules as SPARQL CONSTRUCT queries, and �re them against

married, widowed
sdmx-code:status-M, sdmx-code:status-W
eg:height
eg:all
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Figure 33: Architecture for the validation of Linked Edit Rules against RDF Data Cubes

on the Web.

the endpoint with the RDF Data Cube; and (2) federate, i.e. letting the endpoint

with the RDF Data Cube to retrieve the edit rules from another endpoint. How-

ever, both uses have issues with our Section 7.2 requirements: option (1) breaks

[UniqID],[WebStructured], since SPARQL queries are not uniquely identi�able

nor materializable per se; option (2) breaks [Reasoning] since, after retrieving

the rules via federation, the endpoint needs to ingest and use them to perform

the reasoning. As a solution, we propose the architecture shown in Figure 33. It

consists of two components: (a) a node with arbitrary RDF Data Cube; and (b) a

node with Linked Edit Rules. The work�ow is:

1. The user sends query Q to (a), asking which data cube entity e ∈ E of (a)
(instances of qb:Observation, qb:Slice or qb:DataSet) is inconsistent with
which rule r ∈ R (instances of ler:EditRule) (see Section 7.4.1).

2. The cube triplestore (a) retrieves rules R from (b) as indicated inQ. If rules

R are distributed among more nodes, (a) proceeds iteratively.

3. The cube triplestore (a) updates its inference engine with R.

4. The cube triplestore (a) performs custom inference as speci�ed by R to

decide which e ∈ E is inconsistent with which r ∈ R.

5. The cube triplestore (a) returns to the user: (1) data cube entities e ∈ E
annotated with the r ∈ R they are inconsistent with; (2) the provenance

graph of the execution.

7.5 implementation

We implement the Linked Edit Rules (LER) method described in Section 7.4 using

Stardog, using its custom reasoning capabilities to check obvious consistency of

Web RDF Data Cubes. Stardog allows this customization supporting rules in

multiple formats and models, including SPARQL, OWL axioms, and SWRL.

qb:Observation
qb:Slice
qb:DataSet
ler:EditRule
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7.5.1 Stardog Linked Micro-Edit Rules

We implement Linked Edit Rules ler:EditRule with micro-edits as Stardog Rules

rule:SPARQLRule. In Stardog, rules are de�ned using SPARQL Basic Graph Pat-

terns (BGPs), plus the decorators IF-THEN, denoting the body and the head of a

rule. Listing 8 shows how rule mix6 of Listing 7 translates into a Stardog Rule
4
.

To match the data to be validated in RDF Data Cube, the triple pattern in the IF

clause must select the appropriate rule scope (qb:Observation) and the related

components (sdmx-dimension:civilStatus, eg:yearsMarried, sdmx-dimension:age).

The URIs of these components must be commonly used and linked on the Web

in order to make sure that the appropriate observations will be matched despite

of the fact that multiple URIs can be used to refer to the same component. To

obtain these, we use statistical dimensions crawled by LSD Dimensions
5

[118],

selecting the top ranked ones by usage. When the knowledge base is queried in

SL reasoning mode and the IF clause holds for the stated BGP, the THEN clause

is executed and triples denoting the rule violation are inferred (but not mate-

rialized). Finally, we include ler:scope and ler:component triples to �t the LER

extensions (see Section 7.4.1). In Stardog Rules this is especially useful given that

rules are enclosed in literals. Other metadata describe the original rule form, its

author and the creation date. All Linked Edit Rules of this chapter are published

on the Web as Linked Data at http://www.linkededitrules.org/.

7.5.2 Stardog Linked Macro-Edit Rules

We implement macro-edits as Linked Edit Rules, preserving the rule format used

for micro-edits as SPARQL Stardog rules. Listing 9 shows a Stardog Rule imple-

menting a macro-edit that checks if heights of adults and non-adults (slices) of

the dataset of Table 13 follow di�erent statistical distributions. To implement the

statistic function of Section 7.4.2 and make statistical tests available in Stardog

Rules, we access their R implementations. We develop a Stardog extension
6

that

wraps R function calls using SPARQL extensible value testing
7
.
8

4
The translation of all other rules is available at http://www.linkededitrules.org/

5http://lsd-dimensions.org/
6https://github.com/albertmeronyo/stardog-r
7http://www.w3.org/TR/sparql11-query/#extensionFunctions
8
An implementation-independent approach to this is presented in [174], and describe in detail

in Chapter 8.

ler:EditRule
rule:SPARQLRule
qb:Observation
sdmx-dimension:civilStatus
eg:yearsMarried
sdmx-dimension:age
ler:scope
ler:component
http://www.linkededitrules.org/
http://www.linkededitrules.org/
http://lsd-dimensions.org/
https://github.com/albertmeronyo/stardog-r
http://www.w3.org/TR/sparql11-query/#extensionFunctions
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1 leri:mix6 a rule:SPARQLRule , ler:EditRule;

2 rule:content """ # PREFIX definitions

3 IF {

4 ?obs a qb:Observation.

5 ?obs sdmx -dimension:civilStatus ?civilStatus.

6 ?obs eg:yearsMarried ?yearsMarried.

7 ?obs sdmx -dimension:age ?age.

8 FILTER ((?age < ?yearsMarried + 17) && (? civilStatus = sdmx -code:

status -M || ?civilStatus = sdmx -code:status -W))

9 } THEN {

10 ?obs ler:inconsistentWith leri:mix6.

11 } """;

12 ler:scope qb:Observation;

13 ler:component sdmx -dimension:age , sdmx -dimension:civilStatus , eg:

yearsMarried;

14 rdfs:label "if(age < yearsmarried + 17) !( status %in% c(’married ’, ’

widowed ’))";

15 rdfs:comment "An underage can ’t be married nor widowed ";

16 dc:creator <http ://www.albertmeronyo.org/>;

17 dc:date "2015 -01 -08T16:03:40+01:00"^^ xsd:dateTime.

Listing 8: Translation of a micro-edit rule into a Stardog Rule. The predicate rule:

content describes the content of the rule, while other triples describe the rule

metadata.

rule:content
rule:content
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1 leri:macro1 a rule:SPARQLRule , ler:EditRule;

2 rule:content """ # PREFIX definitions

3 IF {

4 ?x a qb:Slice .

5 ?x qb:sliceStructure eg:sliceByAdults .

6 ?y a qb:Slice .

7 ?y qb:sliceStructure eg:sliceByNonAdults .

8 FILTER(stardog:R(’wilcox.test ’, ?x, ?y, eg:height) <= 0.05)

9 } THEN {

10 ?x ler:inconsistentWith leri:macro1 .

11 ?y ler:inconsistentWith leri:macro1 .

12 } """;

13 ler:scope qb:Slice ;

14 ler:component eg:height .

15 rdfs:label "dist(X) != dist(Y), X heights of adults , Y heights of non -

adults ";

16 rdfs:comment "Heights of adults and non -adults follow different

distribs .";

17 dc:creator <http ://www.albertmeronyo.org/>;

18 dc:date "2015 -01 -08T16:03:40+01:00"^^ xsd:dateTime.

Listing 9: Translation of a macro-edit rule into a Stardog Rule. Statistical tests are

accessed via SPARQL custom functions through an R wrapper we implement

as a Stardog extension.
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7.5.3 Stardog as Validation Proxy

We use Stardog as our custom reasoning platform to implement the RDF Data

Cube triplestore of the LER Architecture of Section 7.4.3. Implementing the pro-

posed work�ow is straightforward: we read which data cubes have to be vali-

dated against which Linked Edit Rules (queryQ); we remotely retrieve such LER

via SPARQL; and we add these LER to Stardog’s rule base. Once stored, these

LER are triggered whenever Stardog is queried in SL reasoning mode. Stardog

query rewriting and rule normalization mechanisms
9

split rules when multiple

triples are found in the THEN clause. This hampers the generation of provenance

and annotation graphs according to requirements [Prov], [Annotation], since new

instances (e.g. of class prov:Activity) cannot reference the speci�c data points

and rules used for consistency checking
10

. To solve this, we use rules that create

only one ler:inconsistentWith statement, as shown in Listings 8 and 9, and we

trigger these rules using a SPARQL INSERT query, as shown in Listing 10. Using

this query, we materialize provenance and annotation reporting using PROV
11

and the Open Annotation Data Model
12

(OA). We annotate the inconsistent data

point with the rule it breaks, and we generate the provenance graph describ-

ing the consistency check process. This strategy has the advantage of avoid-

ing rewriting the BGP for provenance and annotation generation for every new

Linked Edit Rule. Since the SPARQL keyword SERVICE is currently unsupported

in Stardog, we extend Stardog fetching the user indicated rules (see query Q,

Section 7.4.3). We implement a Linked Edit Rules Harvester that retrieves Linked

Edit Rules from the Web and serializes them for a posterior Stardog ingestion.

Finally, to generate the output we use a SPARQL CONSTRUCT query that creates

user reports with provenance and annotation graphs describing all inconsisten-

cies found (see Figure 35). We bundle the entire consistency checking procedure

as a software tool, QBsistent13
, whose execution can be customized by modifying

a con�g �le.

We are aware that not every current triplestore supports customizable rule

reasoning. To avoid enforcing users to serve data cubes with Stardog, we en-

able the use of Stardog as an ad-hoc validation proxy, as shown in Figure 34.

In this alternative the data cubes are also remotely retrieved, dividing the data

hosting and reasoning processes. To enable this, we implement an RDF Data

9http://docs.stardog.com/#_query_rewriting
10

See note 33.2.1. Remarks at http://docs.stardog.com/#_special_predicates
11http://www.w3.org/TR/prov-primer/
12http://www.openannotation.org/spec/core/
13

See http://www.linkededitrules.org/

prov:Activity
ler:inconsistentWith
http://docs.stardog.com/#_query_rewriting
http://docs.stardog.com/#_special_predicates
http://www.w3.org/TR/prov-primer/
http://www.openannotation.org/spec/core/
http://www.linkededitrules.org/
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Figure 34: Architecture for the validation of Linked Edit Rules against RDF Data Cubes

on the Web.

1 # PREFIX definitions

2 INSERT { ?act a prov:Activity;

3 rdfs:label " Consistency check " ;

4 prov:wasAssociatedWith <http :// stardog.com/>;

5 prov:startedAtTime ?now;

6 prov:used ?dp;

7 prov:used ?rule .

8 ?ann a oa:Annotation;

9 rdfs:label " Inconsistency annotation " ;

10 prov:wasGeneratedBy ?act;

11 prov:generatedAtTime ?now;

12 oa:hasBody ?body;

13 oa:hasTarget ?dp .

14 ?body a rdfs:Resource;

15 ler:inconsistentWith ?rule.

16 BIND (UUID() AS ?act , UUID() AS ?ann , UUID() AS ?body , now() AS

?now)

17 } WHERE { ?dp ler:inconsistentWith ?rule . }

Listing 10: SPARQL INSERT that triggers Linked Micro- and Macro-Edit Rules in Stardog.

For each inferred inconsistency, PROV provenance and OA annotations are

generated.

Cube Harvester that retrieves and serializes RDF Data Cube triples from the Web

that match user-speci�ed BGPs. Although this way we break [Reasoning], we

can modularize the consistency checking process externally and make it inde-

pendent of any particular triplestore reasoning implementation. Nonetheless,

we encourage vendors to support user-de�ned rule reasoning in their semantic

stores.

7.6 evaluation

We validate our implementation by studying: (1) the semantic equivalence of edit

rules and Linked Edit Rules; (2) their precision and recall at identifying inconsis-
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tencies; and (3) insights provided by the implementation of edit rules as Linked

Data. We use toy and synthetic datasets, and the QB representations of the Dutch

historical censuses
14

and the 2010/2011 French and Australian censuses
15

. Full

details on results are available at http://www.linkededitrules.org/.

To assess a correct translation between the original edit rules and Linked Edit

Rules and show their equivalence (1), we provide translation mappings between

edit rules and SPARQL in Table 15a. We stress-test our Linked Edit Rules imple-

mentation on correctly identifying inconsistencies (2) in two di�erent datasets:

(a) the toy data in Table 13; and (b) a synthetic dataset with arti�cial data. In

both cases we know beforehand where the inconsistencies are: they are triv-

ial in (a) (see Section 7.2), and we introduce them intentionally in (b). In both

cases, our implementation proves to identify correctly all expected inconsisten-

cies, as shown in Table 15b (p = r = 1.0). Interestingly, the consistency check

process takes only a small fraction (0.5%) of the total runtime, which accounts

mostly to overhead due to initialization and data fetching. We also showcase

interesting Linked Data features of LER. We run our approach on a real-world

dataset, the Dutch historical censuses. Our goal is to identify potential incon-

sistencies to aid the curation process of the dataset maintainers. We use a set

of census domain LER: (i) each population observation must have, at most, one

occupation position (occupation positions distinguish, e.g., business managers

from ordinary labour) [micro-edit]; (ii) population counts must be integer num-

bers [micro-edit]; (iii) population counts must be positive [micro-edit]; and (iv)

population counts must meet Benford’s Law [macro-edit]. We �nd that, out of

5,429,104 observations, 244,406 (4.50%) are inconsistent with respect to (i), ac-

counting for two or more occupational positions; 30,317 (0.56%) count popula-

tion with non-integer numbers (ii); and 909 (0.02%) do so with negative numbers

(iii). Since these LER apply to any census data, we use their Linked Data features

to test (ii), (iii) and (iv) against the French (4,848,096 observations) and Australian

(12,650 observations) census editions of 2010-2011 (we skip (i) since these con-

tain no labour position data). In both cases, no observation is inconsistent with

(iii), although all of them are inconsistent with (ii), most probably due to data

anonymization and normalization. All Dutch, French and Australian datasets �t

Benford’s Law (iv). Figure 35 shows the PROV graph of a consistency check and

the generated inconsistency annotations using the Open Annotation DM (OA).

14http://lod.cedar-project.nl/cedar/
15http://www.datalift.org/en/event/semstats2013/challenge

http://www.linkededitrules.org/
http://lod.cedar-project.nl/cedar/
http://www.datalift.org/en/event/semstats2013/challenge
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Edit rule SPARQL

x > t, t ∈ R FILTER(?x > t)

x %in% (v1, ...,vn) FILTER(?x = v1 || ... || ?x = vn)

if(x) y FILTER(¬?x || ?y )

Xs ∼ N(µ,σ2) FILTER(statistic(t,P,S,c))

(a) Translating edit rules into SPARQL LER. The¬ operation in SPARQL means inverting

the inequality contained in the literal.

Dataset Size Inc. p r Reas. Overh.

editrules 5 8 1.0 1.0 0.005 0.995

Synthetic 70,700 131 1.0 1.0 0.005 0.995

(b) Size of tested datasets (number of observations), number of found inconsistencies,

precision, recall, and proportion of execution time devoted to consistency checking

(Reas.) and remaining overhead (Overh.) using LER.

Table 15: LER correctness validation: equivalence of edit rules and SPARQL LER, and

stress-testing.

7.7 discussion and future work

In this chapter we present Linked Edit Rules (LER), a method to express edit

rules as Linked Data and use them to validate arbitrary RDF Data Cubes on

the Web. Our proposal and implementation of using currently available Seman-

tic Web rule standards ful�lls the requirements of Section 7.2. We show that

expressing micro-edits using Semantic Web rule languages is possible, by using

SPARQL syntax and Stardog’s Rule Reasoning. We design a generic statistic func-

tion that provides a statistical vocabulary of multi-observation tests, enabling

the expression of Linked Macro-edits. Expressing edit rules as Linked Data pro-

vides: (a) extensive and concise provenance (PROV) reports that annotate (OA)

detected inconsistencies without modifying the source data, enabling interop-

erable consistency-check reporting; and (b) the ability to link edit rules with

constrained Web dimensions and measures, enabling an easy reuse of edit rules,

as shown with diverse datasets in Section 7.6. Arguably, a simpler implemen-

tation could be designed using SPARQL only (e.g., by leveraging CONSTRUCT and

query federation), but important requirements such as [UniqID] would break,

hampering the reusability of rules. Recent work on exposing SPARQL queries

(including CONSTRUCT) as Linked Data APIs could pave a way in this direction
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(a) PROV-O-Viz [86] diagram showing a consistency check (activity) using observation

leri:o2 (entity) and rule leri:cat5 (entity) to produce an inconsistency annotation

(entity).

(b) Generated OA annotation of a detected inconsistency in a qb:Observation, linking

to the inconsistent observation leri:o2 as target, and describing the inconsistency

(w.r.t. rule leri:cat5) as body.

Figure 35: Reporting obvious inconsistency using Web standards for provenance and

annotations.

[45]. Conversely, we combine Linked Data, rules on the Web, custom reasoning,

SPARQL querying, R functionality and provenance generation to check quality of

data cubes. A limitation of our macro-rule implementation is that observations

cannot be arbitrarily selected using the rule’s BGP body. To do so it is necessary

to implement the function statistic (see Section 7.4.2) as a custom SPARQL aggre-
gation function. This is problematic, as (1) such functions are part of SPARQL’s

grammar, and (2) their customization is currently not supported in Stardog. We

solve this by using the links of qb:Slice and qb:DataSet to the observations they

contain, transparently processing these observations without custom aggrega-

tion functions. Arbitrary selections of observations must be explicitly asserted

in the graph as qb:Slices.

leri:o2
leri:cat5
qb:Observation
leri:o2
leri:cat5
qb:Slice
qb:DataSet
qb:Slice
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We plan to extend LER in several aspects. First, we are interested in checking

consistency of rule sets by themselves, before running consistency against data.

Second, we intend to automatically retrieve relevant rules given an RDF Data

Cube Data Structure De�nition (DSD). Third, we plan on publishing our QBsis-
tent tool as a web service. Fourth, we want to provide a LER editor to facilitate

rule editing and publishing. Last, we will study the genericity of our approach

by implementing it in other domains.
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S C R Y : E X T E N D I N G S PA R Q L U S I N G F E D E R AT I O N

Perhaps it’s impossible to wear an identity without

becoming what you pretend to be.

Orson Scott Card, Ender’s Game

An ever-growing number of scienti�c communities are modeling and publish-

ing their datasets as RDF graphs, following the Linked Data principles. Currently,

these scienti�c communities have two major choices if they want to access these

Linked Data: Linked Data APIs (i.e. sending requests to APIs that access Linked

Data under the hood) and SPARQL (i.e. querying RDF triplestores in a database

style). Neither option is ideal for these communities. On the one hand, SPARQL

provides an e�cient, declarative and federated way to query RDF graphs, but

precludes using custom procedures for domain speci�c problems
1
. Conversely,

APIs give these communities the possibility to de�ne their own procedures for

retrieving, transforming and manipulating RDF data on demand, but this goes at

the cost of the declarative and standards-compliant nature of SPARQL queries. In

this chapter we present SCRY, the SPARQL compatible service layer, which stands

in the middle ground between these options. SCRY is a lightweight SPARQL end-

point that interprets parts of basic graph patterns as input for user de�ned pro-

This chapter is an adapted version of the paper: Stringer, B., Meroño-Peñuela, A., Loizou,

A., Abeln, S., Heringa, J. To SCRY Linked Data: Extending SPARQL the Easy Way. Diversity++

workshop, ISWC 2015, Bethlehem, PA, USA (2015) [174]. In this paper I contributed the data

models behind the PAUs, the related work, and the use case on statistics.

1
Recall at this point, as an example, that the extension proposed in Chapter 7 on extending

SPARQL to recognise the function statistic() (stardog:R) implied a non SPARQL-standard solution,

and a triplestore-dependent implementation.

stardog:R
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cedures, embedding API-like capabilities into SPARQL queries. The RDF graph

against which SCRY resolves queries is generated at query time, by executing

user-de�ned procedures associated with speci�c URIs. Its federation-oriented

design allows for easy integration with existing endpoints, e�ectively extend-

ing SPARQL in a decoupled, standards compliant, tool independent and Web

distributed way. Furthermore, the modular nature of services available through

SCRY allows users to customize and host their own SCRY instances, enabling

easy functional extension of SPARQL. We describe the infrastructure of SCRY

and evaluate its performance in use cases on statistical data validation and bio-

logical sequence alignment.

8.1 introduction

The Semantic Web has continued its growth in recent years, reaching even more

knowledge areas and scienti�c communities [163]. This has been due to a wide

adoption of Linked Data principles and practices by these communities [80]. As

a result, a great variety of linked scienti�c datasets are available in RDF in the

Linked Open Data (LOD) cloud, ready to be queried using SPARQL [79] through

600K dumps, 37B triples [15] and 640 endpoints.

Nevertheless, there are relations between entities that can be expressed in

RDF, but are impractical to materialize in static triplestores. To include those

relations in queries, it is more feasible to generate the RDF data describing such

new relations at query time. For example, one may want to select outliers in a

dataset using statistical methods, or one may want to select a set of instances us-

ing a domain speci�c distance measure (e.g. euclidean distance in geography or

homology in bioinformatics). There are a few existing approaches that allow the

generation of new data and relations at query time: built-in SPARQL functions

and widely-supported, general extensions; Extensible Value Testing (EVT); and

the use of Linked Data APIs.

The SPARQL query language includes built-in functions for basic arithmetic

and string handling, and widely-supported extensions are available for the most

common data processing requests, such as datatype-aware handling of literals

annotated with XML schema [46]. However, such general extensions can not

support the large set of domain-speci�c algorithms and procedures many users

require to select, combine and transform RDF data at query time.

SPARQL 1.1 [79] allows the de�nition of customizable procedures attached to

a speci�c URI via Extensible Value Testing (EVT), which is currently supported

by several triplestore vendors. However, EVT has some fundamental limitations:
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custom procedures are restricted to appear in limited query environments (e.g.

BIND(), FILTER()), and queries incorporating them are not interoperable between

endpoints. Most importantly, their availability is triplestore-dependent, which

requires them to be re-implemented in every product where they are to be used.

Linked Data APIs[71, 148] are a great resource for Web developers, facilitat-

ing the access to Linked Data in Web standard formats [171] without requiring

extensive knowledge of RDF or SPARQL. APIs o�er maximum implementation

�exibility with respect to functionality, and are easy to change and extend. How-

ever, accessing data through APIs greatly restricts the �exibility of your queries.

None of the current approaches satisfactorily combine (i) the expressive, declar-

ative, highly e�cient manner in which SPARQL queries Linked Data, and (ii) an

interoperable, �exible, standards-compliant manner to extend SPARQL’s func-

tionality with domain-speci�c procedures. Ideally, new relations between queried

data could be generated at query time by embedding API-like capabilities into

SPARQL queries, or in other words, by enabling procedural attachment in SPARQL.

In this chapter we present SCRY, the SPARQL compatible service layer, which

facilitates procedural attachment in SPARQL. SCRY is a lightweight SPARQL

endpoint that allows users to create their own procedures, assign them to a URI,

and use them in standard SPARQL queries. SCRY embeds API-like functionality

into pure SPARQL queries in a standards-compliant and triplestore independent

way, avoiding redundant implementations and distributing computation costs.

Moreover, using SCRY, SPARQL can be extended with domain-speci�c proce-

dures in one order of magnitude less length than per-vendor implementations;

and the extended functionality is independent from speci�c triplestores. In ad-

dition, private data need not leave the user’s computer, if those are required to

resolve the query and SCRY is running locally.

8.2 problem definition

A dichotomy exists between the high functionality �exibility provided by Linked

Data APIs, which o�er provide services accessing Linked Data under the hood;

and the declarative and e�cient query functionality provided by SPARQL, which

allows basic graph pattern matching over Linked Data. By embedding API-like

capabilities into SPARQL it is possible to combine the characteristics of both ap-

proaches, e�ectively enabling procedural attachment in SPARQL. In the context

of SPARQL queries, we understand procedural attachment as the ability to de-

�ne a certain graph node as a procedure at query time, rather than a URI, literal

or variable. Informally, this means that users want to write graph patterns that
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contain URIs which trigger the execution of procedures; the execution of these

procedures generates new RDF data, containing the query solution.

Procedural attachment grants access to many relations which are currently

unavailable to SPARQL: those which can be represented in RDF, but in practice

can not be materialized beforehand. Concepts like signi�cance in the domain

of statistics, or homology in the domain of life science, depend on parameters

whose values are only known at query time. Moreover, the context-dependent

interpretation of p-values, for example, makes it preferable to calculate them on

demand, rather than retrieving such numbers from static, precomputed triples.

Consider the following query:

SELECT * WHERE { ?array stats:mean ?mean ;

stats:sd ?sd . }

If considered as a standard graph pattern, this query would only match ar-

rays which have their mean and standard deviation materialized in the store.

However, if the predicates were to be considered as procedural attachments, the

query engine could execute matching statistical procedures for stats:mean and

stats:sd, and return bindings with a mean and standard deviation generated

at query time. Derived values like means and standard deviations are typically

impractical to materialize in a dataset, but they would be useful in a variety of sit-

uations if they can be generated at query time. Even if it’s possible to implement

certain functions in pure SPARQL, for many such functions, these solutions are

hard to read and write, ine�cient, inelegant, and inconsiderate of code abstrac-

tion
2
.

The problem we address in this chapter is to �nd a way to access Linked Data,

meeting the following requirements: (1) Embedding procedural attachment in
SPARQL. We aim to �nd a balance between the functionality �exibility provided

by APIs (i.e. letting users implement arbitrary services) and the query e�ciency
provided by SPARQL, by enabling users to call procedures and encode the inputs

within queries. (2) Easy extensibility. Users should be able to add new function-

ality without requiring extensive code writing, nor rewriting the same code in

several languages or platforms. (3) Standards compliance. Solutions should co-

exist and integrate with existing SPARQL compliant endpoints, so people can

keep using whatever tools they currently work with. (4) Distribution of services.
Services provided this way should be deployed preserving the distributed nature

2
Pure SPARQL implementation of a query which calculated a standard deviation: http://bit.

ly/sd-sparql

stats:mean
stats:sd
http://bit.ly/sd-sparql
http://bit.ly/sd-sparql
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of the Web, avoiding detrimental user concurrency and central computation bot-

tlenecks by dividing procedure access between endpoints.

8.3 related work

Work related to ours can be divided into approaches that either: seek to ex-

tend SPARQL with arbitrary functionality; implement highly domain-dependent

functionality; or distribute SPARQL query computation.

The SPARQL 1.1 standard [79] provides Extensible Value Testing (EVT), in-

tended to extend standard functionality by allowing engines to implement ex-

tension functions as IRIs. Triplestore vendors o�er a diversity of SPARQL ex-

tensions to make the product more competitive. For instance, OpenLinkâs Vir-

tuoso [53] allows calling Built-In Functions (bif: namespace) and SQL PL (sql:

namespace) compatible functions. Going beyond EVT, Complexibleâs Stardog

[91] allows users to customize not only extension functions, but also aggrega-

tion functions (i.e. those used in projections and HAVING). It should be noted

that (i) extension functions are limited to PrimaryExpression SPARQL grammar

rules (i.e. extension functions can only be used in FILTER or BIND clauses); and

(ii) SPARQL queries using such extensions have limited interoperability among

di�erent SPARQL engine implementations. Moreover, if these SPARQL exten-

sions are o�ered through public endpoints, performance may su�er from high

user concurrency, and data privacy can not be guaranteed. This also applies to

non-SPARQL facilities, such as those deployed as (semantic) web services [149,

200], but these have the additional pitfall of not being straightforwardly SPARQL

compatible.

Other approaches focus on providing �ne-grained and domain-dependent fea-

tures. For instance, OWLIM [101] provides RDF Rank, an algorithm that identi-

�es the more important or popular entities in a repository by examining inter-

connectedness
3
. RDF Rank can be invoked in a way that resembles procedural

attachment, allowing a full set up of its parameters. GeoSPARQL [14] solves a

similar problem in a very �eld-speci�c manner. Both of these approaches imple-

ment new functions âunder the hoodâ, demanding support from the underlying

triplestore. Consequently, they are highly tool-dependent, which rules out using

them with certain popular triplestores like 4store [78] and Stardog [91].

Although not purposely designed for extending SPARQL’s functionality, Linked

Data Fragments [188, 187] aim at distributing the cost of processing SPARQL

queries among Web clients. Our aim is di�erent, though, in the sense that we

3
See http://owlim.ontotext.com/display/OWLIMv50/OWLIM-SE+RDF+Rank

bif:
sql:
http://owlim.ontotext.com/display/OWLIMv50/OWLIM-SE+RDF+Rank
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distribute (i) not the complete query computation, but the domain-dependent

functionality parts thereof; and (ii) not to clients, but to the endpoints providing

such functionality.

8.4 scry

Here, we describe our SPARQL compatible service layer: SCRY. It facilitates pro-

cedural attachment in SPARQL queries. Acting as a lightweight SPARQL end-

point, it grants users access to easily customized services during query execu-

tion. SCRY allows procedural attachment to be encoded by URIs in the basic

graph patterns of SPARQL queries. To do so, users must con�gure an instance

of SCRY, which we’ll hereafter refer to as an orb, with a set of procedures and

procedure-associated URIs (PAUs). Whenever a SCRY orb receives a query, it

searches for PAUs in the query’s graph patterns and executes the associated

procedures, prior to resolving the query itself. Upon execution, these proce-

dures return RDF data containing the query solution, generating an RDF graph

against which the original query will be resolved. Thus, what sets SCRY apart

from traditional endpoints, is that it resolves queries against RDF data which

is procedurally generated at query time, rather than against a persistent RDF

graph.

In practice, SCRY is centered around user-de�ned services, implemented by

the procedures which users invoke through PAUs. These services can involve

rounding o� a simple number, for example, or running complex secondary pro-

grams using local or remote resources. Use case-driven examples are shown in

section 8.5.

8.4.1 Typical Use

Typical use involves sending a federated query from a primary SPARQL end-

point of choice, to a (public or local) SCRY orb. This grants users access to any

data contained in the primary endpoint’s persistent, static triplestore, as well

as RDF data which is generated by procedures registered with the orb. When

a query sent to SCRY uses graph patterns comprising a PAU, these patterns are

parsed and their contents made available to the associated procedure. This en-

ables users to specify multiple values and variables as a procedure’s inputs and

outputs. Furthermore, the RDF produced by a procedure can be returned to the

primary endpoint directly, or it can be used as input for subsequent SCRY pro-

cedures. SCRY’s output can be displayed directly to the user, or it can be used
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for further data retrieval from a persistent triplestore. Figure 36, Listings 11, 12,

13, and Table 16 illustrate the data �ow in a typical scenario, guided by an exam-

ple query where SCRY is accessed through a SERVICE statement (i.e. a federated

query).

Figure 36: Data �ow diagram of a typical SPARQL query using SCRY, through federated

queries from a primary endpoint.

1 @prefix : <http :// scry.rocks/example/> .

2 @prefix author: <http :// scry.rocks/example/author/> .

3 @prefix xsd: <http ://www.w3.org /2001/ XMLSchema#> .

4

5 author:Albert :hasAge " 31 " ^^xsd:integer ;

6 :hasLength " 184 " ^^xsd:integer .

7 author:Antonis :hasAge " 32 " ^^xsd:integer ;

8 :hasLength " 164 " ^^xsd:integer .

9 author:Bas :hasAge " 24 " ^^xsd:integer ;

10 :hasLength " 207 " ^^xsd:integer .

11 author:Jaap :hasAge " 57 " ^^xsd:integer ;

12 :hasLength " 186 " ^^xsd:integer .

13 author:Sanne :hasAge " 32 " ^^xsd:integer ;

14 :hasLength " 167 " ^^xsd:integer .

15

16 :authors :haveAge " 31 ,32 ,24 ,57 ,32 " ;

17 :haveLength " 184 ,164 ,207 ,186 ,167 " .

Listing 11: RDF data of the authors’ ages and lengths.
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1 PREFIX : <http :// scry.rocks/example/>

2 PREFIX scry: <http :// scry.rocks/>

3 PREFIX author: <http :// scry.rocks/example/author/>

4 PREFIX mean: <http :// scry.rocks/math/mean?>

5 PREFIX sd: <http :// scry.rocks/math/stdev?>

6

7 SELECT ?author ?age ?length {

8 :authors :haveAge ?ages ;

9 :haveLength ?lengths .

10

11 SERVICE <http :// sparql.scry.rocks/> {

12 SELECT ?mean_age ?sd_age ?mean_length ?sd_length {

13 GRAPH ?g1 {mean:a scry:input ?ages ;

14 scry:output ?mean_age .}

15 GRAPH ?g2 {sd:a scry:input ?ages ;

16 scry:output ?sd_age .}

17 GRAPH ?g3 {mean:l scry:input ?lengths ;

18 scry:output ?mean_length .}

19 GRAPH ?g4 {sd:l scry:input ?lengths ;

20 scry:output ?sd_length .}

21 }

22 }

23

24 ?author :hasAge ?age ;

25 :hasLength ?length .

26

27 FILTER (?age > (? mean_age - ?sd_age) &&

28 ?age < (? mean_age + ?sd_age) &&

29 ?length > (? mean_length - ?sd_length) &&

30 ?length < (? mean_length + ?sd_length) )

31 }

Listing 12: Example query as described in the text.
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1 SELECT ?mean_age ?sd_age ?mean_length ?sd_length {

2 GRAPH ?g1 {mean:a scry:input ?ages ;

3 scry:output ?mean_age .}

4 GRAPH ?g2 {sd:a scry:input ?ages ;

5 scry:output ?sd_age .}

6 GRAPH ?g3 {mean:l scry:input ?lengths ;

7 scry:output ?mean_length .}

8 GRAPH ?g4 {sd:l scry:input ?lengths ;

9 scry:output ?sd_length .}

10 VALUES (?ages ?lengths) {

11 ( " 31 ,32 ,24 ,57 ,32 " " 184 ,164 ,207 ,186 ,167 " )

12 }

13 }

Listing 13: Example of the federated query sent to SCRY by a primary endpoint

while resolving the query of Listing 12

?author ?age ?length

author:Albert 31 184

author:Sanne 32 167

Table 16: Results as they would be returned by the primary endpoint.

Recall the example query from Section 8.2, which would return the mean and

standard deviation of an array. We will procedurally derive these values through

SCRY, and then use them to �lter outliers out of a dataset comprising the age

and length of the authors of the paper this chapter is based on. For the sake of

this example, measurements are considered outliers if they are more than one

standard deviation away from the mean.

First, we load the RDF data shown in Listing 11 into a triplestore. Then, we

send a query which federates a request to a SCRY orb which implements the

required procedures, calculating the mean and standard deviation of our two

comma-separated arrays (Listing 12). The exact manner in which this federation

is handled depends on the implementation of the primary endpointâs engine,

but SCRY will receive a query, or set of queries, equivalent to that in Listing

13. Next, the queryâs graph patterns are parsed, and their URIs are compared

against the registered PAUs. The queried orb will call both procedures twice:

once with the ages, and once with the heights. Without going into detail about

their implementation, these calls procedurally generate an RDF graph at query

author:Albert
author:Sanne
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time, against which SCRYâs query engine resolves the federated query from List-

ing 13. Finally, SCRY serializes the results into a format accepted by the primary

endpoint, which in turn receives them through HTTP and completes resolving

the userâs original query, presenting results like those in Table 16.

Comparing Listing 11 and Table 16 reveals that only Albert and Sanne have

ages and heights that fall within one standard deviation of the mean.

Besides requiring access to an orb, this approach is essentially tool indepen-

dent and will work with any SPARQL endpoint which supports query federation

conform the SPARQL 1.1 standard [79]. We have tested and con�rmed this to

be the case for several popular endpoints, such as Jena, Virtuoso, Sesame and

Stardog. Moreover, users can rely entirely on their own resources (such as com-

puting power) rather than remote ones as they would using public endpoints

or (semantic) web services, even though it is possible for procedures to address

remote resources as well. Enabling users to run their own procedures, on their

own machines, solves issues with computational performance and user concur-

rency, and has the added bene�t of maintaining complete data privacy. It even

facilitates attaching computationally expensive procedures to SPARQL queries,

as demonstrated with BLAST [7] in section 8.5.2.

8.4.2 Implementation

SCRY was implemented entirely in Python, and relies heavily on the RDFLib

package [103] and the Flask microframework [154].

RDFLib is used for several purposes. Firstly, it implements a simple query en-

gine capable of resolving SPARQL queries against RDF graphs. This is essential

for SCRY to handle (federated) queries in a manner consistent with the W3Câs

SPARQL speci�cations [79]. Secondly, it comprises a query parser, which we

use to compile a list of all graph patterns speci�ed in a query. Thirdly, it pro-

vides support for easily creating and modifying RDF graphs. Finally, it comes

with functions for serializing query results in several formats, including XML,

JSON, comma-separated values, and Turtle. This contributes towards keeping

SCRY compatible with other SPARQL endpoints, as there is no single serializa-

tion which all endpoints accept.

The Flask microframework is used to host a lightweight web server. This en-

ables SCRY to listen for queries federated to it from other SPARQL endpoints.

The SPARQL 1.1 standard de�nes three valid ways to federate queries to com-

patible applications, all of them relying on GET or POST HTTP requests [79].

Thus, SCRY listens for such requests on a con�gurable port and address. Fur-



8.4 scry 179

PREFIX scry: <http://scry.rocks/>

PREFIX input: <http://scry.rocks/input?>

SELECT ?val ?par ?ans {

GRAPH ?g {

math:power input:in_val ?val ;

input:param ?par ;

scry:output ?ans .

}

VALUES (?in ?par) {("3" "2") ("5" "3")}

}

?val ?par ?ans

3 2 9

5 3 125

Figure 37: Left: SPARQL query using procedural attachment of the power function with

multiple inputs. Right: Results of evaluating this query using SCRY. Note

that the power function has two named input variables: in_val and param, to

which the values bound to ?val and ?par are assigned, respectively. Also note

the GRAPH statement, which ensures the input/output pairs are kept separated

and prevents solutions like 32 = 125 and 53 = 9 being bound.

thermore, Flask facilitates easy parsing of HTTP requests, enabling retrieval of

the query string and parameters, and the type(s) of response accepted by a fed-

erating endpoint, among others. Coherently, it supports formatting and sending

replies to incoming HTTP requests, as well as error handling.

SCRY receives queries through Flask and resolves them using RDFLib, but its

novelty lies in its ability to generate the queried RDF graph at query time. It

allows users to implement their own services, and makes them accessible to and

from SPARQL queries. These services can be very simple extensions of SPAR-

QLâs functionality, such as rounding o� a �oating point, inverting a string, or

calculating the standard deviation of a numeric array.

8.4.3 Syntax

Input/output. SCRY enables users to encode procedure calls in basic graph pat-

terns (BGPs). Procedure-associated URIs (PAUs) go in the subject position; val-

ues (URIs or literals) and variables go in the object position; and a predicate

specifying whether the object is an input or an output goes in between. See also

Listings 12 and 13. If multiple procedure calls are encoded within a single query,

order dependency of their execution is determined by checking which variables

are used in the object or subject positions
4

of BGPs using an input or predicate.

4
If a variable is used in the subject position, values bound to it must be PAUs!
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For procedures with multiple inputs or outputs, the argument whose value is

given in a BGP can be speci�ed by appending ’?’ and an argument identi�er to

the predicate, as in Figure 37. If no speci�er is given (as in Listing 12’s exam-

ple), or if the speci�er is ’_’ (an underscore), SCRY interprets this as meaning

the BGP’s object corresponds to the default input or output argument of the pro-

cedure speci�ed by the subject. The ’?’ symbol can also appended to PAUs, to

distinguish between separate calls to the same procedure within a single feder-

ated query. This was used in Listing 13, for example, to calculate the standard

deviations and means for di�erent input variables, using the same procedure.

To prevent mismatched results for procedures using multiple bindings to their

input or output variables, SCRY stores every pair of unique inputs and outputs

in a separate context. Thus, it is recommended users formulate their federated

queries using GRAPH statements as shown in 37, when using such procedures.

Services and self-description. As we demonstrate in section 8.5, it is very easy

for users to extend SPARQL with procedures and services of their own using

SCRY. In essence, anything that can be encoded in Python, which includes calls

to local and remote programs or shells, can be included as a procedure and at-

tached to a URI. Associating each procedure with a URI not only facilitates en-

coding procedure calls in basic graph patterns; it also enables SCRY orbs to be

fully self-descriptive. Querying the scry:orb_description context grants access

to, for example, every PAU registered to an orb and the descriptions of corre-

sponding procedures
5
.

Other properties may be described in the same orb_description context, in-

cluding the procedure’s author and version, provenance details, required and

accepted input arguments, generated output arguments, and the default in- and

output argument. In order for their descriptions to be accessible in RDF, every

de�ned argument type also has a URI – or, if none is speci�ed, a blank node –

associated with it. These argument nodes can be the subject to one of two predi-

cates: scry:description and scry:identifier, where an argument’s identifier

is used as described above. This enables writing queries which, for example,

produce a description of the standard deviation procedure as in Table 17
6
.

Note that users writing their own procedures must specify a URI to associate

with every procedure. With documentation and reusability in mind, providing

further description and specifying a procedure’s expected inputs and outputs is

highly recommended, but for ease of use, this is intentionally left optional. If

5
See http://bit.ly/scry-1-sparql

6
See http://bit.ly/scry-2-sparql

orb_description
scry:description
scry:identifier
identifier
http://bit.ly/scry-1-sparql
http://bit.ly/scry-2-sparql
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?desc ?pred ?arg

Calculates the Standard De-

viation of an array

scry:required_input ’arr_in’ - An array of comma-

separated values

scry:default_input ’arr_in’ - An array of comma-

separated values

scry:generates_output ’val_out’ - A single �oating

point value

scry:default_output ’val_out’ - A single �oating

point value

Table 17: Results of an example query to describe the standard deviation procedure.

any input or output arguments are described explicitly, specifying an identi�er

is required, but a description string and URI are optional.

8.4.4 Limitations

Because of its federation-oriented design, SCRY necessarily inherits two limita-

tions from the way in which SPARQL implements query federation. It requires

every orb to have a static IP address, and in certain cases, it can be susceptible to

network latency. It should also be noted that while RDFLib’s query engine can

handle received federated queries, it does not currently support sending them.

The SERVICE statement through which SPARQL implements query federation

requires a static domain or IP address at which to query a federated endpoint.

Furthermore, this address must be public, or at least accessible to the primary

endpoint. This con�icts with SCRY being designed in part for users to host lo-

cal, private orbs which they can customize at leisure; not every user will have

easy, secure access to a static IP, and not every procedure will be safe for expo-

sure to the wild open Web. The issue can partially be mitigated by giving such

users access to public SCRY orbs, administrated by SCRY’s developers or com-

munity. However, this severely restricts the freedom and �exibility with regard

to customizing the available procedures.

Network latency can become an issue when computationally light procedures

need to be applied to many di�erent inputs. Using HTTP to push serialized

SPARQL queries and RDF data back and forth is relatively expensive in terms of

overhead, which is particularly wasteful if the computational steps to get from

scry:required_input
scry:default_input
scry:generates_output
scry:default_output
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input to output are short and straightforward. Compare this for example to Vir-

tuoso’s built-in functions, or implementing custom extensions in Jena: these

approaches may not be as interoperable or tool-independent as SCRY, but they

do expose the functions directly to the data in their underlying triplestore, with-

out requiring it to be transferred over a network. Thus, for easily implemented

procedures with a low computational cost, such approaches might be preferable.

The network latency issue is further exacerbated by the fact that RDFLib does

not implement support for SERVICE statements. Thus, if procedures invoked

through SCRY require data from a third endpoint (i.e. from a di�erent triple-

store than the primary endpoint’s), such data must either be retrieved to the

primary endpoint through federated queries before being passed on to SCRY,

or SCRY must be invoked from the third endpoint, and its results passed back

to the primary endpoint indirectly. Besides exacerbating network latency, how-

ever, federated queries not being implemented in SCRY’s query engine should

not pose many problems.

8.5 use cases

In this section, we show some examples of the things that can be achieved with

SCRY, through two use cases. One use case focuses on statistics; the other on

bioinformatics. For the statistics use case, we extend SPARQLâs native func-

tionality with some procedures for performing basic arithmetic and statistical

analysis. Afterwards, we demonstrate the use of the relatively complex BLAST

program [7] within SPARQL queries, which despite being published many years

ago remains the most used program in bioinformatics [32], with 54 796 cita-

tions to date
7
. For demonstration purposes, we have made a SCRY orb with

the procedures used in this section publicly available, exposing the endpoint at

http://sparql.scry.rocks/.

8.5.1 Statistics

In recent years, statistical and multidimensional data owners, among them digi-

tal archives and National Statistical O�ces, have started adopting Linked Data

principles and publishing statistical datasets in the Semantic Web as Linked Sta-

tistical Data [10, 112]. “For statistics do not live by data alone.” [30] Analyses

and processes over this data have a dire need to be published, consumed, shared,

7
Citations counted by Google Scholar.

http://sparql.scry.rocks/
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reused, and executed on the Web ecosystem. SPARQL seems the most suitable

language for running these analyses and processes at query time, given their use

of Linked Statistical Data. Thus, the absence of support for statistical procedures

in SPARQL and the need for accessing such procedures in a standards-compliant

manner set an ideal scenario for SCRY. We describe two scenarios in which such

processing is needed, and we implement a set of essential statistical functions
8

in SCRY to achieve these scenarios’ goals.

Scenario 1: Standard deviation. The CEDAR project [122] publishes statisti-

cal data of the Dutch historical censuses (1795-1971) as Linked Data. We are

interested in knowing the standard deviation of the population counts of 1899,

but the site currently only o�ers the census data without derived statistics. We

reuse the procedure previously shown in Section 8.4.1, which was readily imple-

mented with minimum e�ort (see Table 18). We federate a query with the data

from CEDAR’s endpoint, to our SCRY orb supporting the standard deviation

procedure, obtaining the desired results
9
.

Scenario 2: Pearson’s correlation. Linked Statistical Data Analysis
10

o�ers a

service to compute several prede�ned statistics over its datasets. We want to

know the relationship between infant mortality rate and corruption perception
indexes in 2009

11
. The site itself o�ers us the raw data, and Kendall’s correlation

between the two variables. However, we are interested in Pearson’s r instead of

Kendall’s τ. We easily implement a procedure for calculating Pearson’s r correla-

tion in SCRY (see Table 18), enabling this procedure to be called from standards-

compliant SPARQL queries. Combining 270a.info’s endpoint data with our SCRY

orb supporting the newly implemented procedure, we obtain Pearson’s r corre-

lation coe�cient as a result with a simple query
12

.

Besides the mentioned standard deviation and Pearson’s correlation, the de-

scription of other statistical functions we implemented as SCRY services can be

queried via SPARQL
13

. This provides insights on the function’s metadata, such

as accepted inputs, generated outputs, current version, et cetera. Furthermore,

these service implementations are independent of the primary endpoint; and

require much less e�ort to be implemented in SCRY than in any of those end-

points. As shown in Table 18, the di�erence is approximately an order of mag-

nitude fewer lines of code, in favor of SCRY. We observe this is mainly due to

8
See http://bit.ly/stats-impl

9
See query at http://bit.ly/scry-sd

10
See http://stats.270a.info/.html

11
See http://bit.ly/transparency-270a

12
See query at http://bit.ly/scry-cor

13
Standard deviation service description at http://bit.ly/scry-sd-desc

http://bit.ly/stats-impl
http://bit.ly/scry-sd
http://stats.270a.info/.html
http://bit.ly/transparency-270a
http://bit.ly/scry-cor
http://bit.ly/scry-sd-desc
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Function SCRY Jena Virtuoso/SQL Virtuoso/C Stardog

Std. deviation 2 13 10 12 89

Pearson’s r 3 19 27 33 91

Table 18: Lines of code needed to extend various SPARQL endpoints with support for

statistical functions. Besides shorter, extended SCRY orbs are compatible with

any SPARQL compliant endpoint by design, avoiding to rewrite the same ex-

tensions in di�erent market products.

(i) the availability of libraries implementing (parts of) desired procedures, which

for typical functions are highly available in Python or Java, but less so in C and

SQL; and (ii) verbosity of the implementation language, Java being slightly more

verbose than Python. It should also be noted SCRY implements SPARQL exten-

sions in a manner which avoids having to rewrite the same code when using a

di�erent primary endpoint, by distributing implementation and thus computa-

tion of the procedures to an external endpoint.

8.5.2 Bioinformatics

Life scientists are rapidly publishing large volumes of RDF data. The Bio2RDF

project has compiled one of the largest collections of such data, comprising

nearly 12B triples which describe 1.1B unique entities [3]. More recently pub-

lished sources of RDF data, such as neXtProt [105] and the Human Protein Atlas

(HPA) [183], are not yet included therein.

Homology. Homology is one of the most important concepts in bioinformatics.

Two entities are considered to be homologous if they share common evolutionary

ancestry. In practice, knowledge about an entity can cautiously be inferred from

knowledge about its homologs. Given the volume of biological RDF data, making

homology a property which is accessible to SPARQL queries would have many

applications in bioinformatics.

One of the challenges within bioinformatics is to detect homologous relations

between proteins. Many di�erent approaches have been developed, aimed at de-

tecting homology across various evolutionary scopes (i.e. time spans since two

entities diverged from their last common ancestor). Utilizing a wide variety of

information, and equally diverse parameters, the exact procedure through which

homology is predicted is of great importance to how such predictions are inter-
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preted. As such, it is very impractical to precompute and statically materialize

homology relationships for RDF datasets such as Bio2RDF’s; more realistically,

homology should be determined at query time, through procedural attachment.

BLAST [7] is one of the most popular homology detection methods. It is used

to detect putative homologs in a database of protein sequences, given a query

protein sequence. BLAST returns an expectation value, which re�ects the prob-

ability of �nding the level of similarity between the query and a database se-

quence by chance; the lower this score, the more likely it is two proteins are

homologous.

We have compiled a small database of protein sequences to run BLAST against,

and implemented two procedures in SCRY: the �rst will fetch a protein’s se-

quence from UniProt [40], given its identi�er; the second will use such a se-

quence to run BLAST against a database of approximately 19.000 sequences,

which we’ve compiled based on the UniProt identi�ers used in the HPA. To-

gether, these allow us to write SPARQL queries which take protein identi�ers,

and return the identi�ers of predicted homologs. As intended, this e�ectively

makes homology a query-accessible property. Refer to SCRY’s GitHub for the

sequence database �les, and the Python script implementing the procedures
14

.

As a proof of concept, we took the identi�ers of hemoglobin β (P68871) and

hemoglobin Z (P02008) and used a SPARQL query to invoke SCRY’s BLAST pro-

cedure
15

. The results in Table 19 show that our query proteins are indeed homol-

ogous, as they �nd each other with very low expectation values. An additional

seven homologous proteins are found in the same database.

Coexpression. The next step is to combine the concept of homology with other

datasources. To demonstrate, this we have loaded RDF data from the HPA [183]

into a triplestore. By combining information about homology with expression

data from the HPA, we can write SPARQL queries that checks how many ho-

mologs of a protein are expressed in a speci�c type of tissue. This can be indica-

tive of functional redundancy within a tissue, which has important consequences

for such a protein’s potential as a drug target, for example.

Resolving such a query for hemoglobin β (P68871) yields the results shown

in Table 20. Every tissue in which hemoglobin β is expressed, coexpresses 3 or

4 out of the 8 homologs listed in table 19. The fact there are no tissues where

none of its homologs are coexpressed, suggests the function it carries out is an

important one; which is indeed the case for the protein responsible for supplying

our entire body with oxygen. This use case shows how SPARQL queries may be

14
See https://github.com/bas-stringer/scry/

15
See http://bit.ly/scry-3-sparql

https://github.com/bas-stringer/scry/
http://bit.ly/scry-3-sparql
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?q_id ?db_id ?e_value

P02008 P02008 2.43953e-101

P68871 P02008 5.67144e-27

P02008 P02042 6.01064e-29

P68871 P02042 6.67321e-99

P02008 P02100 1.75132e-30

P68871 P02100 1.18784e-81

P02008 P09105 1.0146e-46

P68871 P09105 1.08622e-25

P02008 P68871 5.47853e-27

P68871 P68871 1.77323e-105

P02008 P69891 7.43672e-32

P68871 P69891 7.70128e-79

P02008 P69892 1.53742e-31

P68871 P69892 1.31769e-79

P02008 P69905 1.75514e-56

P68871 P69905 1.72438e-32

P02008 Q6B0K9 4.95501e-41

P68871 Q6B0K9 1.62403e-22

Table 19: Results of a query using SCRY’s BLAST procedure to �nd homologs of query

proteins hemoglobin β (P68871) and hemoglobin Z (P02008). The �rst column

indicates the query identi�er, the second column the identi�er of the found

database sequence, and the third column the expectation value provided by

BLAST. Note that only results with an expectation value < 1e − 20 are re-

quested by this query.

enriched using a procedural attachment, in this case BLAST, to mine the Linked

Data more e�ectively.

8.6 conclusions

Access to Linked Data is an important discussion topic in the Semantic Web

community, which still has no one-size-�ts-all solution. Two major approaches,

Linked Data APIs and SPARQL, o�er an apparent dichotomy: high functionality

�exibility, and e�cient query capabilities. User communities demand solutions

bridging these two approaches. In this chapter we propose SCRY, a lightweight
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?tissue ?N

Alveolar macrophage 3

Bone marrow hematopoietic cell 4

Gall bladder glandular cell 3

Hemangioblast 4

Hepatic stellate cell 4

Hepatocyte 4

Lung macrophage 3

Pneumocyte 3

Table 20: Results of a query using SCRY’s BLAST procedure to �nd the number of ho-

mologs of coexpressed with hemoglobin β. The �rst column shows the name

of tissues in which hemoglobin β is expressed. The second column shows the

number of its homologs coexpressed in that tissue.

SPARQL endpoint that facilitates procedural attachment, by allowing users to

implement their own procedure-associated URIs (PAUs) and trigger them when

mentioned in a federated query. We �nd that extending SPARQL in this novel

way is (i) one order of magnitude shorter than extending other SPARQL end-

points; (ii) compatible with any existing SPARQL 1.1 compliant endpoint; and

(iii) distributable among SCRY orbs. The cost of these bene�ts comes in depen-

dence on SPARQL’s implementation of query federation.We observe that the

problem of federation on the Web is not only one of data federation, but also

one of service federation. Despite these limitations, SCRY enables procedural

attachment in a way which grants access to a wide variety of domain-speci�c

procedures, such as those required by statisticians and bioinformaticians eager

to exploit Semantic Web technology.

Many roads are open for the future. We plan on extending this work by im-

plementing: (i) a browser-based query interface, allowing users to query their

SCRY orb directly (i.e. not through federated queries); (ii) e�ciency, security

and authorization features, which will make o�ering public access to SCRY end-

points more feasible; (iii) more domain-speci�c procedures, to further demon-

strate SCRY’s versatility as a platform for procedural attachment and to further

enable scienti�c communities to harness the power of semantic web technolo-

gies; and related to the latter, (iv) a community-managed service repository,

where users can share the scripts encoding their procedures should they choose

to.





9
C O N C L U S I O N

Muad’Dib learned rapidly because his �rst training was

in how to learn. And the �rst lesson of all was the basic

trust that he could learn. It’s shocking to �nd how

many people do not believe they can learn, and how

many more believe learning to be di�cult. Muad’Dib

knew that every experience carries its lesson.

Frank Herbert, Dune

This chapter discusses the results of the research presented in this thesis, as

well as its limitations, lessons learned during the process of conducting it, and

some lines for future work.

9.1 results

This section provides answers to the research questions investigated in the var-

ious parts of the thesis, as well as answering its main research question.

9.1.1 Data Integration Problems in History

RQ1. Why is data integration needed in History and Social History? What are the
di�erences between the research work�ows and data in History and Social History?

In Chapter 2 we have seen that data integration is needed in History and Social

History primarily because di�erent work�ows that target knowledge discovery

use a variety of heterogeneous data sources. To support this, we have investi-

gated the characteristics of these work�ows and data.
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In History, researchers follow the live cycle of historical information, which

consists of six phases: (1) creation; (2) enrichment; (3) editing; (4) retrieval; (5)

analysis; and (6) presentation. This cycle gets some input raw data and converts

it into meaningful historical information. On the other hand, researchers in So-

cial History follow the knowledge discovery process, which consists of �ve phases:

(1) selection; (2) preprocessing; (3) transformation; (4) data mining/analysis; and

(5) interpretation/evaluation. Likewise, input datasets traverse this pipeline un-

til social historians get valuable historical knowledge at its end. Both work�ows

share some characteristics: the �rst phases deal with selection, expansion and

re�nement of the input data; �nal phases involve analysis and interpretation of

results. Nevertheless, there are important di�erences in their scopes. A �rst no-

table di�erence is that the life cycle places retrieval after data transformation;

an inverted order with respect to the knowledge discovery process that can be

explained by (a) a notion of retrieval based on mere data fetching prior to anal-

ysis; and (b) a research work�ow established in the pre-Web era, where scarce

datasets could be retrieved before transformation and all available data had a

much local scope. More generally, the life cycle holds for History as a whole,

which means it has to generically accommodate historical data of any kind (e.g.

free text, images, sound). On the other hand, the knowledge discovery process

is speci�cally tailored to socio-historical data, which comes always in form of

multidimensional tables.

In Chapter 2 we have shown the heterogeneous nature of historical data in

two ways: by classifying these data, and by proposing an ontological framework

for historical sources. In the former, we have classi�ed historical data depend-

ing on their primary or secondary nature; their intended further processing; their

source or goal orientation; and their level of structure. In the latter, we have ap-

plied the theories of perdurance and endurance, the upper ontology DOLCE [66]

and the OntoClean methodology [73] to discern the fundamental ontological

properties between primary and secondary historical sources. This framework

revealed that while primary sources are rigid, independent, sortal and anti-unity;

secondary sources are anti-rigid, dependent, not-sortals, and unity. Endurance

is stronger in primary sources, which have more strict requirements on their

timestamping and authoritative URI resolution.

RQ2. What are the data integration problems in History and Social History? How
do these translate into SemanticWeb data integration problems? How does previous
research address them?

In Chapter 3 we have shown that current open integration problems in His-

tory concern: (a) the curation and digital representation of historical sources; (b)



9.1 results 191

establishing relationships between these sources; (c) performing historical analysis
when these sources are linked and integrated; and (c) presenting the results of

such analyses in an understandable and meaningful way. These cover a good

part of the life cycle of historical information. Historians consider the curation

and digital representation of meaning and semantics in historical sources to be

an open problem. Better intelligent systems to aid the input, creation and rep-

resentation of these sources are required. Particularly, on providing historians

with background knowledge during the data creation; o�ering evidence about

the meaning of a data item; helping trace back provenance of a data item; and

supporting the choice of convenient data models. Likewise, such systems are

needed to better understand the relationships between these sources, in particular

with methods to integrate them when they are diverse, encoded with di�erent

schemas, and missing rich spatial and temporal information. Historical analysis
lacks broad and interpretation-aware analysis tools, especially on semantics and

statistics. The relationship between historical evidence and results of analysis,

and their most adequate presentation, still needs to be understood.

Social History datasets represented as messy spreadsheet collections have pri-

marily four kinds of integration issues:

1. Arbitrary data location. Layout of multidimensional data can di�er across

databases, arranging comparable information in hardly predictable ways.

This is of key importance in lightweight databases like spreadsheets, where

the arrangement of data items may carry a speci�c meaning.

2. Implicit dimensions. Dimension identi�ers of statistical variables, such as

age or sex, can di�er across databases (e.g. date of birth, gender), making

comparisons hard.

3. Incomparablemeasurements. Observation attributes can di�er across databases;

distances can be measured in mi. or Km, or populations can be aggregated

at the municipality or province level. This attribute misalignment makes

measurements hardly comparable.

4. Data quality. Collection or input errors, outliers, and mis�t to known

distributions indicate a low degree of quality in these databases.

Chapter 3 also describes the relationships between these integration issues

and the related areas of research in the Semantic Web of missing provenance,
data models, schema integration and data quality of diachronic Web schemas

and domain constraints. On missing provenance, current approaches deal ex-

clusively with regenerating missing spatio-temporal information in RDF graphs,



192 conclusion

essentially by integrating these with other Web, not necessarily structured, data

sources. Multiple data models, including ontologies, vocabularies and classi-

�cation systems have been developed to solve integration issues in historical

datasets. Upper and mid-level ontologies (like SUMO and MILO, bot LKIF ontolo-

gies) have had a very limited impact on modeling historical data on the Web. Se-

mantic Web tailored vocabularies have been more widespread: the Event Ontol-

ogy and the Simple Event Model (SEM) have been successful at integrating event-

focused historical datasets; and the Dublin Core Metadata Initiative (DCMI), the

Text Encoding Initiative (TEI) and the Europeana Data Model (EDM) have put an

emphasis on the datasets’ metadata. Classi�cation systems represent the most

domain-dependent layer of schema integration in historical data, where concept

schemes like IPUMS, NAPP, HISCO or SDMX’s COG provide e�ective tools for

multidimensional integration, often with resort of SKOS. Finally, the Semantic

Web has given recent attention to ways for measuring quality of its data by us-

ing various de�nitions and metrics. These metrics are: (i) often de�ned in a

perspective-neutral way, as the degree to which data ful�lls quality requirements;
and (ii) applied to speci�c de�nitions of datasets. However, no previous research

has established requirements for the quality of the evolution of diachronic Web

schemas. On the other hand, domain constraints are currently checked through

various mechanisms like SPARQL, SPIN, OWL, SWRL and Data Shapes, but none

of these approaches address completely the quality requirements of edit rules,

the standard quality procedure in National Statistical O�ces (NSO). Solutions to

these limitations are proposed in Chapters 6 and 7.

9.1.2 Integration of Messy Spreadsheet Collections

RQ3. What set of Semantic Web standard vocabularies and methods are useful
to solve data integration problems of messy spreadsheet collections in multiple do-
mains? What is the cost of applying them? Can the distinction between primary
and secondary sources be preserved?

Multidimensional data has an old tradition in integration and comparability in

National Statistical O�ces (NSO). The RDF Data Cube vocabulary, built on top

of the Statistical Core Vocabulary (SCOVO) and with the same basic assumptions

as the Statistical Data and Metadata eXchange (SDMX) (statisticians standard),

is the most suitable candidate to represent messy spreadsheet collections using

Semantic Web standards.

The historical facet can be seen from two angles: links of data items to points

in time (i.e. when was an observation made in History), and history of the inte-



9.1 results 193

gration process (i.e. how a data item is related to the historical source). To ad-

dress the former, we attach a temporal dimension (like sdmx-dimension:refPeriod)

to observations or slices, giving the data cube an historical nature and e�ectively

expressing that a certain statistical observation was made on e.g. 1889. To ad-

dress the later, we keep provenance information of the integration process using

PROV, the W3C standard for provenance representation and exchange on the

Web. PROV represents conveniently the interactions between entities, activities

and agents in the integration process, and allows browsing this graph of relations

to reach the original historical sources, and thus preserving the distinction be-

tween primary sources (URIs of original materials) and secondary sources (URIs

of integrated and curated RDF Data Cube observations). Besides being recorded,

these provenance graphs can be e�ciently queried via SPARQL and in combina-

tion with the integrated data. As a result, the history of computations applied to

integrate the datasets can be traced back to the original sources: all entities are

represented with dereferenceable URIs that link to activities, agents, and other

entities, and ultimately to original historical sources (e.g. image scans). This pro-

vides a valuable tool for trust: social historians can investigate the integration

processes at a very �ne-grained level, and detect any possible �aws.

The integration process can only be fully described adding the use of the

Open Annotations (OA) vocabulary to represent two kinds of entities: integra-

tion rules, and legacy annotations. Integration rules are annotations linked to

the provenance graphs to provide additional insight of what speci�c mappings

where used to integrate a certain dimension. Legacy annotations are notes that

historians made in the source materials (e.g. this number is wrong in the original
materials and has been corrected) and also need to be preserved as Linked Data.

A fundamental aspect is the representation of domain dependent dimensions

contained in the dataset (e.g. historical occupation), for which the abstract model

of RDF Data Cube provides scarce means. To solve this, we show in Chapter 4

that the reuse of dimensions currently deployed on the Web can be a great aid

(see LSD Dimensions, [118]). Finally, even if high quality, �ne-grained concept

schemes already exist in Social History (for instance, the Historical International

Standard Classi�cation of Occupations, HISCO [107]), many do not exist on the

Web yet and need to be deployed (e.g. classi�cations for religions in Europe in

the 18th century).

The integration process comes with a cost: human intervention is required in

two key stages of the pipeline, involving markup and mapping rules. While the

markup task can be done in 6 minutes per spreadsheet, issuing mapping rules is

a much uncertain process that ranges from a few seconds to days (often includ-
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ing support of �ne-grained heuristics). Once this human labour is established,

a messy spreadsheet collection of 59 spreadsheets can be integrated and made

available at an SPARQL endpoint in 48 minutes and 26 seconds by executing the

Integrator (see Chapter 4).

The genericity and domain-independence of the Integrator is also proven in

Chapter 4. We �rst show how the integration issues of Social History datasets

are solved by the proposed ecosystem, realizing that integration issues of messy

spreadsheet collections a�ect multidimensional datasets of any domain, as shown

with the use cases in international prices, wages and welfare, and government

data, adding to the historical census data of Social History. In Chapter 4 we

describe a generic pipeline that integrates messy spreadsheet collections regard-

less of their contained data in a semi-automatic way. Its provenance recording

features are domain-agonistic and, consequently, they apply to historical data as

well as to any content a messy spreadsheet collection may contain.

RQ4. What integration issues do Semantic Web technologies solve in Social History
datasets? Which of these problems are solved by the same technologies in datasets
from other domains? Which ones remain unsolved?

As seen in Chapters 3 and 4, the main integration issues in messy spread-

sheet collections are arbitrary data location, implicit dimensions, incomparable
measurements and data quality. Running the Semantic Web stack in these col-

lections solves some of these issues, but not all.

Arbitrary data location is one of the issues that the stack e�ciently solves. By

representing messy spreadsheet collections as Linked Data, the ambiguity of tab-

ular layouts disappears. Data locators which usually are only valid in the context

of a local host (e.g. the reference in Excel =’C:\Reports\[Budget.xlsx]Annual’!C10,

meaning row 10, column C, in sheet ’Annual’ of a particular .xlsx �le in disk)

are transformed into globally valid Web locators – URIs that can be linked and

de-referenced by anyone
1
. Original spreadsheet locators can be kept in the

RDF graph as part of the provenance. Additionally, SPARQL provides good sup-

port to unwrap eccentric spreadsheet layouts into fully compliant CSV (comma-

separated values) data with marginal e�ort. When queried conveniently, RDF

Data Cubes can be easily represented as CSVs that most statistical processing

software will understand, with one observation per row, regardless of how com-

plicated the original layout was.

Implicit dimensions can be solved using the Semantic Web stack by means of

dimension mappings and conciliations. Existing dimensions in the Linked Open

1
For instance, http://lod.cedar-project.nl/resource/budget/annual/c-10.

http://lod.cedar-project.nl/resource/budget/annual/c-10
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Data cloud can be (a) discovered by periodically querying the public SPARQL

endpoints
2
; and (b) linked to original tabular headers, in order to fully describe

their meaning. This allows for mapping agnostic header URIs into semantically

meaningful dimensions.
3

These dimensions open the path for the modeling of

�ne-grained, domain-dependent concept schemes. Many of these have been pub-

lished as Linked Data (like the HISCO classi�cation), but many more are yet to

be conveniently modeled and published. Furthermore, Web datasets containing

the same dimensions are now indirectly linked by them, enabling integration,

comparability and analysis of multidimensional datasets at Web scale. The in-

troduction of semantics in Linked Statistical Data opens new ways of studying

these datasets: for example, relations between semantic similarity and statistical

correlation, or between correlation and causation, can now be investigated in a

whole new way.

These two issues are solved, as shown in Chapter 4, by using the basic prac-

tices of the Semantic Web. The Semantic Web has deployed a large set of vocab-

ularies to model a great variety of domains, including historical (e.g. the SEM

Simple Event Model) and multidimensional (e.g. the RDF Data Cube vocabulary)

datasets. Together with the design principles of Linked Data, the Semantic Web

stack provides valuable technologies for integrating historical multidimensional

datasets – including full provenance track of data and methods. These come

at a cost: reuse of vocabularies requires knowledge engineering expertise, and

PROV graphs can only be generated with appropriate SPARQL CONSTRUCT

templates; but these are marginal costs compared to the bene�ts of Web data

integration.

With such principles, historical multidimensional datasets become �ve-star

Linked Open Data: open, machine readable and machine processable; and their

information bits become uniquely identi�able and linkable on the Web through

URIs. Conciliation mappings can be established using knowledge that already

exists in the Linked Open Data cloud. An integration pipeline based on these

principles converts messy spreadsheet collections into integrated datasets, low-

ering their query time from days to seconds: an average query that requires

data from 50 messy spreadsheets and an estimated e�ort of 41.667 hours of data

munging by social historians can be answered, once data is converted, in 3.052

seconds with SPARQL.

2
See http://lsd-dimensions.org/

3
Following the example of the previous paragraph, mapping http://lod.cedar-project.nl/

resource/budget/annual/c-10 into http://purl.org/linked-data/sdmx/2009/dimension#age

http://lsd-dimensions.org/
http://lod.cedar-project.nl/resource/budget/annual/c-10
http://lod.cedar-project.nl/resource/budget/annual/c-10
http://purl.org/linked-data/sdmx/2009/dimension#age
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Proven to work in Social History prototypical datasets, as shown in Chap-

ter 5, we have shown in Chapter 4 that these solutions are domain-independent.

The solution to the arbitrary location of data in spreadsheets is content-agnostic,

which means it is independent of the content of the spreadsheet itself. Apply-

ing the methods of Chapter 4, we can suppress the ambiguous interpretation

of spreadsheet layouts, independently of the domain these describe, and obtain

canonical and syntactically equivalent RDF Data Cube representing them. Con-

versely, the problem of implicit dimensions is domain-speci�c; but the solutions

proposed, including LSD Dimensions [118], guarantee the generation of seman-

tically meaningful RDF Data Cube regardless of the domain of discourse.

There are, however, some limitations in this straightforward approach: the

data quality is as good as in the non-integrated collections, leaving the data
quality issue unsolved. Concretely, the stack lacks mechanisms addressing (a)

the quality of the evolution of diachronic Web schemas, and (b) the identi�cation

of data errors according to statistical constraints. Besides, transformation of data
using SPARQL in a standard-compliant and triplestore-independent way is still

not possible, leaving the incomparable measurements issue unsolved.

9.1.3 Data Quality and Transformation

RQ5. How can the quality of evolution in diachronic Web schemas be measured?
Can changes in diachronic Web schemas of any domain be modelled and predicted
accurately using well understood evolution predictors?

As described in Chapter 6, we propose a method to measure the quality of

evolution of diachronic Web schemas based on the performance of inferred op-

timal change models. We generalize an existing change learning method for

biomedical ontologies [138], and we turn it into a domain agnostic method appli-

cable to any schematized Linked Data and by using any state-of-the-art machine

learning algorithm. This allows us to select an optimal change model, and we

build the quality of evolution QoE quality metric by using the performance of

such optimal model. We apply this metric to study the quality of Web evolving

schemas for 669 versions organized in 139 schema chains retrieved from various

Web sources. We �nd that 39.80% of the evaluated schema chains score above

0.9, 36.10% do so between 0.5 and 0.9, and 25.10% display random predictability.

This translates into the fact that almost half of current diachronic Web schemas

evolve in a highly predictable way according to well-understood evolution pre-

dictors, which �ts in previous research on factors explaining ontology evolution

[172]. We discuss the schema characteristics of diachronic Web schemas that
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make them score high in this metric, and the advantages and disadvantages of

assessing evolution quality with this method. We also �nd that the ratio of new

statements, their structural nature (i.e. belonging to the Tbox), complexity of

the schema versions (i.e. depth of their concept hierarchies) and number of ver-

sions in the chain are good predictors of accuracy of change prediction in a Web

schema version chain. Some properties are in�uential in the classi�er that will

model this change over time best. The average time gap between snapshots is

in�uential at selecting a tree classi�er instead of a bayes one. The total size of

the schema version chain is in�uential at selecting functions and rules based

classi�ers instead of bayes ones. All classi�er families will be less likely chosen

for the task when the time gap between schema versions decreases, except for

tree-based classi�ers; in other words, more frequent releases favour most models

predicting change. Interestingly, ratios on instance and schema data in�uence

the best classi�er type in an inverse way: more instance data (i.e. growing Abox)

will favour tree-based and rules classi�ers, however more schema data (i.e. grow-

ing Tbox) will favour bayes classi�ers.

RQ6. Can current Semantic Web languages encode statistical constraints for Linked
Data quality checking? What are the gains of encoding such constraints as Linked
Data?

As surveyed in Chapter 7, the state of the art shows a large body of work in

the Semantic Web being devoted to data quality, rule languages and constraint

checking. Although these works cover many of the theoretical issues that mod-

eling, publishing and using statistical constraints on the Web entail, a number

of issues prevail. One of such issues is the lack of vocabularies and technolo-

gies to publish and reuse edit rules (statistical constraints) as Linked Data. Edit

rules de�ne constraints that data cubes must adhere to in order to be of high

quality. However, current practice is that domain experts manually build these

edit rules from scratch each time the quality of a data cube needs to be assessed.

In Chapter 7 we describe Linked Edit Rules (LER), a framework to semantically

describe, publish and consume edit rules as Linked Data, that covers per-record

and inter-record constraints. LER can be published on the Web, and queried in

combination of any RDF Data Cube to check whether such cube meets related

statistical constraints. LER facilitate connecting formal edit rules with the sta-

tistical dimensions they constrain, which indirectly links these edit rules and

the constrained data cubes. Chapter 7 also shows a practical solution of LER in a

working prototype, QBsistent, built on top of the Stardog graph database, reusing

LER published as Linked Data and generating PROV and OA reports with the

results of the constraint-checking process.
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RQ7. Can SPARQL, the RDF query language, be extended in a standard-compliant
and triplestore-independent way, providing statistical functionality? Can this easy
extensibility be used to bring any domain-dependent functionality to SPARQL in a
generic way? At which cost?

As seen in Chapter 8, such a SPARQL extensibility is possible. SCRY is a

lightweight SPARQL engine that enables custom, non-standard functionality in

SPARQL queries in a quick, simple, standards-compliant and triplestore-independent

way. Through federation, any SPARQL 1.1 compliant endpoint can outsource

the computation of non-standard functionality to SCRY orbs, and retrieve the

results back. This way, users can transparently execute non-standard function-

ality against standard endpoints, in one single query and without modifying the

primary SPARQL engine. Consequently, the expressive power of SPARQL can be

extended in a standards compliant way, and avoiding several implementations of

the same routines in di�erent products. Since SCRY allows for the customization

of any procedure call, this extensibility is generic with respect to the function-

ality being enabled, and thus domain independent. Hence, SCRY is also useful

for extending SPARQL with statistical functions that social historians typically

need to get answers at query time. Besides an easy and standards compliant

extensibility, the major bene�ts of SCRY are one order of magnitude shorter im-

plementations, and the ability to distribute SPARQL computation costs among

several endpoints. This comes at the cost of increasing the network latency be-

tween the primary endpoint and the SCRY orbs.

9.1.4 Answer to Main Research Question

Let us recall the main research question of this thesis.

How can Semantic Web technologies contribute to solve integration
problems ofmessy spreadsheet collections frommultiple domains, lower
their access costs, increase their quality, and facilitate their transfor-
mation and analysis? If not, what extensions are needed?

As seen in Chapters 4 and 5, the integration problems of this kind of data

investigated in Chapter 3 can be solved with a combination of Semantic Web

languages, vocabularies, Web statistical resources and novel semi-automatic al-

gorithms. Hence, current Semantic Web technologies can be used to integrate

messy spreadsheet collections on the Web and lower their access costs 40 times
with respect to manual data munging. However, at the current stage of the Se-

mantic Web stack, this integration cannot be complete without further exten-
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sions, some of which have been presented in the last part of this thesis. In par-

ticular, the Semantic Web stack lacks standard means to measure the quality of

such datasets, and has de�cient support to facilitate transformation, processing

and analysis required by many user communities. Concretely, (a) the quality

of the evolution processes of ontologies and web schemas cannot be measured;

(b) data editing work�ows for statistical datasets are hard to implement; and

(c) data transformations using SPARQL need language extensions that are both

non-standard compliant and triplestore-dependent. This thesis presents work

to achieve these desirable extensions, by proposing a quality metric for the evo-

lution of diachronic Web schemas, a paradigm to publish and reuse statistical

constraints for RDF Data Cube quality assessment, and a technique to extend

SPARQL capabilities in a standards-compliant and triplestore-independent way.

9.2 limitations

This section discusses the limitations of this thesis from two points of view: limi-

tations of the thesis as a whole, and limitations of each of its individual chapters.

The thesis as a whole has limitations in two points: genericity, and reasoning.

Although the development of generic and domain-independent tools are a per-

sistent e�ort in computer science, the highly multidisciplinary environment of

this work makes it extremely di�cult to achieve such genericity in a number of

dimensions. The �rst of such dimensions is the application �eld of the thesis:

we have shown that the presented data integration methods using (and extend-

ing) Semantic Web technology satis�es requirements issued from History, Social

History, and statistical o�ces. However, it remains to be proven how applicable

these methods are in broader application areas, by investigating di�erences be-

tween the requirements of these areas and the ones studied in this thesis (Chap-

ter 2). Without such study, the genericity of these methods remains tied to the

characteristics of the input datasets.

One of the main aims of developing Arti�cial Intelligence on the Web is to

achieve automatic reasoning over arbitrary Web data. In the context of this the-

sis, this means performing the archetypal reasoning of historical statistics in an

automatic way. Considering the number of issues that the integration of histor-

ical statistical data involves, this is considered as a long-term goal in this thesis.

The work presented here has, hence, the inherent scope limitation of investigat-

ing the knowledge representation issues that come with historical multidimen-

sional datasets, as a pre-requisite of performing such reasoning. Once this knowl-

edge is encoded properly, which is where this thesis substantially contributes,
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the mechanisms for inferencing over historical multidimensional datasets can be

investigated and further automatized. Nonetheless, work presented in Chapters

2 (on mechanisms of social historians to integrate and reason over their data),

8 (on arbitrary SPARQL functionality) and 7 (on Web-data constraint checking

and quality assessment) contribute already towards this direction.

Regarding the individual chapters, the limitations are of varied nature. Chap-

ter 2 contributes an analysis of the ontological metaproperties of historical pri-

mary and secondary sources. However, an important question remains unan-

swered: can these metaproperties distinguish historical sources from any other

kind of ontological knowledge? To answer this question, the study of these

metaproperties should be extended to Web datasets of any domain. Then, a

comparison of how metaproperties di�er among datasets from di�erent domains

could be performed. Chapter 3 explores the requirements for integrating sources

from History, Social History and statistics, but those are abstracted from a case

study in the domain of historical census data, and a generalization to other

datasets and �elds would be desirable. A signi�cant limitation of Chapter 4,

which describes an integration ecosystem for messy spreadsheet collections, is

the required manual labour in two key steps of the process: styling spreadsheets,

and issuing mappings. These are tasks with high expert knowledge and accu-

racy demands, but automation towards lowering human intervention in the pro-

cess would be valuable. The most remarkable limitation of Chapter 5, which de-

scribes the current state of conversion of the Dutch historical censuses dataset

into Linked Data, is its completeness. At the time of wrapping up this thesis,

roughly a 20% of the dataset has been converted to high-quality, interlinked

RDF Data Cube; in the next section we discuss about this. In Chapter 8 we de-

scribe an easy and standards compliant way of extending SPARQL with domain-

dependent functionality. Genericity, interoperability and low code redundancy

are granted in SCRY, but currently an insightful benchmark of its e�ciency and

accuracy is missing. The study of quality of evolution in diachronic Web schemas

of Chapter 6 has no major limitations, other than those implicit by its assump-

tions: its conclusions apply to diachronic Web schema version chains that can

be represented in RDF. Although no elements of Linked Edit Rules (Chapter 7)

limit the constraints they represent to a speci�c kind of Linked Data, in practice

the proposed Stardog Integrity Constraint Validation (ICV) implementation has

been tested with RDF Data Cubes and constraints over dimensions only.
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9.3 lessons learned and future work

This section discusses lessons learned while conducting the research presented

in this thesis. These lessons are introduced by so-called stellingen in Dutch:

conclusions motivated by experience and intuition, rather than scienti�c proof.

These are further described to clarify their meaning.

the integration of data on the web is expensive Considering

that one of the missions of the Semantic Web is to bring easy and global data

integration for everyone, it is tempting to assume that these technologies will

solve any data integration issue automagically. This thesis is, in fact, a coun-

terexample of such assumption. Many of the goals of the project in which this

thesis was developed included to “develop visual enhanced retrieval principles”

and “patterns in the expression of national identity”. However, these sensible

goals can only be achieved after applying a very solid data integration pipeline,

as shown in Chapter 4. It is easy to underestimate the costs of data integration,

and to foresee what can be done assuming such integration is done. This ex-

perience taught that in data integration projects, more than 90% of the work is

on data integration (and perhaps the remaining 10% should be invested in data

integration too). It is easy to underrate the e�ort data integration requires, espe-

cially in multidisciplinary domains with high data diversity, even if the chosen

methodology is especially designed to minimize this e�ort. The mapping rules

of Chapter 4 are a good example.

the 80-20 integration rule (or: qality is more expensive than

qantity) As described in Section 9.2, only 20% of the dataset of the primary

use case of this thesis was integrated (see Chapter 5). Most project stakeholders

agree that the cost of such integration is not linear, though. In other words,

project experience shows that the marginal costs of integrating a new messy

spreadsheet from the collection decrease substantially at each iteration, deriv-

ing in a distribution with a long tail. Roughly, project stakeholders agree that

integrating this 20% of the dataset probably took 80% of the total needed e�ort;

the remaining 80% can be integrated by much faster, mechanical iterations.

historical multidimensional data meet hendler’s hypothesis

Hendler’s hypothesis reads: a little semantics goes a long way. This has been

read in lots of conclusive chapters of research done in the Semantic Web. The

integration of statistical data is no exception. No fundamental new vocabulary,
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ontology or schema was needed in order to conveniently encode historical mul-

tidimensional datasets; even the highly domain-dependent dimensions (e.g. his-

torical occupations) where either already out there on the Web, or needed trivial

knowledge modeling (e.g. SKOS concept schemes). Most of the work focused on

reusing existing generic, abstract vocabularies, like RDF Data Cube and PROV,

which contained enough semantics to match the meaning contained in the orig-

inal datasets.

software likes tiers, so does data The last decades have been fun-

damental for the development of principles for organizing software and source

code. From object oriented programming to modularity and design patterns,

these principles provide bene�ts to code maintainability, readability and e�-

ciency. We found the use of named graphs, a nowadays standard feature of RDF

triplestores and SPARQL, to be incredibly useful to support encapsulation of

data, providing similar advantages as modularity does in software. Especially,

the separation of raw data (i.e. result of a syntactic translation) from rules (i.e.

knowledge about the integration), release data (i.e. resulting integrated data)

and provenance information (i.e. log of the integration activity), as described in

Chapter 5, was a great aid to better understand and explicitly de�ne processes;

to make SPARQL queries more easily readable and descriptive; and to concur-

rently run di�erent software pieces on separate dataset states and levels. A jour-

nal review on this mentioned that “the separation of harmonisation, raw data,
and interpretation is a very good example of how to approach the challenge of re-
versible transformation: future investigators will more easily be able to uncover
what changes, right or wrong, were applied, which is of huge value”.

don’t teach sparql to an historian (or: don’t show your tur-

tle to an historian) The technology gap within the Digital Humanities

is always a hot topic in conferences. Another journal reviewer said: “is it in fact
feasible or practical to train humanists in the use of SPARQL? To what degree will
this represent a barrier to some experts wishing to explore or use the data?”. In

the course of this thesis research I assisted to many SPARQL and RDF tutorials

for humanists that turned out to be a bad idea. This has nothing to do with the

ability of humanists on getting technology right: one can easily �nd program-

mers and data modellers coming from a non computer science �eld overpassing

my skills. But this does not mean a humanist can take over the work of a com-

puter scientist or a software engineer. Answering the question of the reviewer, a

preliminary answer would be training humanists in SPARQL is feasible, but un-
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practical. Instead, it would be worth investing on �nding (and building) better

ways for humanists to use Web technology to achieve their goals.

historians are picky on data errors Historians are among the most

interesting data scientists of our age, but they are picky on to errors. Historical

data, by nature, is very scarce, and thus historians will typically never sacri-

�ce accuracy in favour of e�ciency. Correctness is much more important than

performance. This often pushes great probabilistic algorithms (including those

learned from data) out of historical data processing pipelines, and forces manual

labour and human expertise.

iterate, iterate, iterate. iterate again Multidisciplinary research

and requirements creep are the perfect scenarios for agile software development.

Instead of showing historians incomprehensible SPARQL queries and Turtle �les,

letting them interact with early prototypes built on top of these technologies re-

sulted much more e�ective than making them understand every RDF statement

and W3C vocabulary. And save uncountable hours of confrontation.

what historical data really is? What characterizes historical data?

What ultimately constitutes a historical source? Although this question has been

posed many times in Philosophy of History (i.e. the theoretical aspect of history),

explicit interlinked RDF graphs on History may o�er new ways of distinguish-

ing historical and non-historical knowledge. Timestamps pointing before year

1600 might provide clues of old or past data, but other considerations (such as

their relevance, the way they connect with our current knowledge of the world,

who created the data and with what purpose) are crucial on deciding whether

these are historical. Chapter 2 advances in this direction, by analyzing the fun-

damental ontological metaproperties of historical sources. But in order to e�ec-

tively use these metaproperties as predictors (or heuristics) of historical data, we

must extend this study to datasets from other domains. By comparing the sets

of metaproperties in historical data with those of other domains, we can �nd

whether a particular subset of such metaproperties characterize (i.e. are unique

and exclusive) of historical datasets.

can data diversity be measured? An aspect of historical datasets that

poses challenges to Web technologies, and in particular to integration, is their

diversity. Historical data is known to be highly heterogeneous, messy, incom-

plete, and even erroneous. As seen in this thesis in Chapters 4 and 7, such diver-
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sity makes some of the integration tasks cumbersome, even for Semantic Web

methodologies especially designed for that purpose. But to what extent are these

historical data really diverse? Can this diversity be quanti�ed somehow? Can

the result of this quanti�cation be compared to a quanti�cation of diversity in

non-historical datasets, and empirically measure the distance? Is there a rela-

tionship between the diversity of a dataset, and how di�cult it is to integrate

it?

new ways of user-data interaction are needed In Chapter 8 we

have seen the importance of non-materialized RDF triples that users need to de-

rive at query time. Even with the presented methodology on extending SPARQL

in a standards compliant way, users will still need to write SPARQL to interact

with their data. User interaction with the data is key: historians usually need to

browse the data, but tools for e�ectively browsing RDF graphs with procedural

attachments still need to be developed. The same tool support is missing on aid-

ing these communities on forging their knowledge in a Web friendly way. The

clearest example in this thesis is on Chapter 4, where historians had to write

down concept schemes in SKOS and QB to describe historical occupations, his-

torical religions, and Dutch house types, together with plenty of QB statistical

metadata (Data Structure De�nitions, DSDs). Web friendly tools supporting the

creation of such knowledge graphs is greatly needed.

call for a handbook on data integration on the web Although

this thesis was entirely devoted on deploying Web technologies for integration,

the topic of Web data integration remains with a big question mark, mostly be-

cause we are still missing a “grand handbook” of Web data integration. While the

research described in this thesis was useful to achieve the integration goals of a

particular community, most of the methods applied were found in multiple loca-

tions, scattered, incomplete, and non-generic. No systematic and general study

of Web data integration has been conducted considering di�erent domains, in-

tegration problems, sets of requirements and data sources. Moreover, we miss

knowledge about the cost of such integration processes; how much e�ort does it

take to have an integrated dataset ready to analyse and research. Without such

handbook, the Web integration of data remains more a curation, trial-and-error,

or even alchemical process, making veri�cations of “correct integration” di�cult,

if not impossible.
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call for standards on dataset versioning, data constraints,

and statistical semantics The last unopened silo of future research

is on Web standards that are urgently needed, in particular on versioning, con-
straints, and statistical semantics. It is surprisingly di�cult to describe RDF dataset

versions in current W3C supplied vocabularies, and to issue important metadata

regarding those versions. This was found to be a particular issue in Chapter 6,

where as many Web schema version chains where needed as input data. Con-

sidering the static nature of RDF data, which currently captures knowledge in a

snapshot, timestamped fashion, and how easy it is to release new updates of such

data, a standard vocabulary to fully describe version histories, dependencies, and

change logs would be a great aid. Regarding constraints, Chapter 7 o�ers a good

state of the art on the matter of rule languages for the Semantic Web. However,

none of these languages seems especially designed for constraint checking and

Linked Data quality assessment, which remains non-standard practice and con-

sequently with limited interoperability. Although the theoretical foundations

of constraint checking in Semantic Web formalisms are well understood, a stan-

dard vocabulary for publishing and exchanging those constraints as Linked Data

is needed to avoid product dependent solutions. Finally, in this thesis the RDF

Data Cube vocabulary has been a great aid to describe multidimensional data

with great accuracy, by making those data more open, machine readable, and

Web friendly. However, much more semantics remain enclosed in National Sta-

tistical O�ces, in two speci�c aspects: dimension descriptions, and statistical in-
ferencing. A lower level of dimension descriptions should be enabled in Linked

Statistical Data in order to further understand comparability, by allowing statisti-

cal variables to be formally de�ned. Such formal de�nitions will help Web users

and machines to better understand how compatible and comparable two statis-

tical datasets are. With statistical inferencing as a standard, those users will

be able not only to describe their multidimensional datasets in full detail, but

also to derive new knowledge from data cubes in a standard and generic way.

This should become certainly feasible by leveraging the semantics under new

predicates, that will represent concepts like hypothesis testing, regression, and

signi�cance. Such predicates will ultimately enable users, among them social

historians, to meaningfully describe not only their data, but also their statisti-

cal analysis processes, letting Web intelligence unveil new knowledge automat-

ically.





B I B L I O G R A P H Y

[1] Ad van der Meer and Onno Boonstra. Repertorium van Nederlandse
Gemeenten, 1812-2006, waaraan toegevoegd de Amsterdamse code. The

Hague: DANS Data Guide 2, 2006.

[2] Agora Project. http://agora.cs.vu.nl.

[3] François Belleau et al. “Bio2RDF: Towards a mashup to build bioinfor-

matics knowledge systems”. In: Journal of Biomedical Informatics (2008).

[4] Sreeram Balakrishnan et al. “Applying WebTables in Practice”. In: Pro-
ceedings of the biennial Conference on Innovative Data Systems Research
(CIDR 2015). 2015.

[5] Riccardo Albertoni, Christophe Guéret, and Antoine Isaac. Data Qual-
ity Vocabulary (First Public Working Draft). Tech. rep. World Wide Web

Consortium, 2015. url: http://www.w3.org/TR/2015/WD- vocab- dqv-

20150625/.

[6] Alexander Mäedche, Boris Motik, and Ljiljana Stojanovic. “Managing

multiple and distributed ontologies in the Semantic Web”. In: The VLDB
Journal â The International Journal on Very Large Data Bases 12.4 (2003),

pp. 286–300. doi: 10.1007/s00778-003-0102-4.

[7] Stephen F. Altschul et al. “Gapped BLAST and PSI-BLAST: a new gen-

eration of protein database search programs”. In: Nucleic Acids Research
(1997).

[8] Ian Anderson. “History and computing”. In: Making History (2008). http:

//www.history.ac.uk/makinghistory/resources/articles/history_and_

computing.html.

[9] Armadillo: Historical Data Mining Project. http://www.hrionline.ac.uk/
armadillo/armadillo.html.

[10] Ashkan Ashkpour, Albert Meroño-Peñuela, and Kees Mandemakers.

“The Dutch Historical Censuses: Harmonization and RDF”. In: Histori-
cal Methods: A Journal of Quantitative and Interdisciplinary History 48 (4

2015), pp. 230–245.

[11] Mark van Assem et al. “Converting and Annotating Quantitative Data

Tables”. In: LNCS 6496 (2010), pp. 16–31.

207

http://agora.cs.vu.nl
http://www.w3.org/TR/2015/WD-vocab-dqv-20150625/
http://www.w3.org/TR/2015/WD-vocab-dqv-20150625/
http://dx.doi.org/10.1007/s00778-003-0102-4
http://www.history.ac.uk/makinghistory/resources/articles/history_and_computing.html
http://www.history.ac.uk/makinghistory/resources/articles/history_and_computing.html
http://www.history.ac.uk/makinghistory/resources/articles/history_and_computing.html
http://www.hrionline.ac.uk/armadillo/armadillo.html
http://www.hrionline.ac.uk/armadillo/armadillo.html


208 bibliography

[12] James Cook University Australia. Primary, secondary and tertiary sources.
http://libguides.jcu.edu.au/primary.

[13] Franz Baader, Ian Horrocks, and Ulrike Sattler. “Description Logics as On-

tology Languages for the Semantic Web”. In: Mechanizing Mathematical
Reasoning. Ed. by Dieter Hutter and Werner Stepahn. Vol. 2605. LNCS.

Berlin, Heidelberg: Springer-Verlag, 2005, pp. 228–248.

[14] Robert Battle and Dave Kolas. “GeoSPARQL: Enabling a Geospatial Se-

mantic Web”. In: Semantic Web – Interoperability, Usability, Applicability
(2011).

[15] Wouter Beek et al. “LOD Laundromat: A Uniform Way of Publishing

Other Peopleâs Dirty Data”. In: The Semantic Web – ISWC 2014. 2014.

[16] Clare Beghtol. “Classi�cation Theory”. In: Encyclopedia of Library and
Information Science 2010 (2010), pp. 1045–60.

[17] Frank Benford. “The law of anomalous numbers”. In: Proceedings of the
American Philosophical Society 78.4 (1938), pp. 551–572.

[18] Jules R. Benjamin. A Student’s Guide to History. Boston: Bedfors/St. Mar-

tin’s, 2004. isbn: 0-312-40356-9.

[19] Tim Berners-Lee. Linked Data – Design Issues. http : / / www . w3 . org /
DesignIssues/LinkedData.html.

[20] Tim Berners-Lee, James Hendler, and Ora Lassila. “The Semantic Web”.

In: Scienti�c American 284.5 (2001), pp. 34–43.

[21] Tim Berners-Lee and Je�rey Ja�e. The World Wide Web Consortium
(W3C). http://www.w3.org/.

[22] Jelke Bethlehem. Applied Survey Methods: A Statistical Perspective. Wiley,

2009.

[23] Victor de Boer et al. “Dutch Ships and Sailors Linked Data Cloud”. In: The
Semantic Web – ISWC 2014. 13th International Semantic Web Conference,
Riva del Garda, Italy, October 19-23, 2014. Ed. by Peter Mika et al. Vol. 8796.

LNCS. Springer, 2014, pp. 229–244.

[24] Phil Bogden and Sylvia Spengler. Sustainable Digital Data Preservation
and Access Network Partners (DataNet). Tech. rep. 07-601. National Sci-

ence Foundation, 2007.

[25] Harold Boley and Michael Kifer. RIF Basic Logic Dialect. Tech. rep. World

Wide Web Consortium (W3C), 2013. url: http://www.w3.org/TR/rif-

bld/.

http://libguides.jcu.edu.au/primary
http://www.w3.org/DesignIssues/LinkedData.html
http://www.w3.org/DesignIssues/LinkedData.html
http://www.w3.org/
http://www.w3.org/TR/rif-bld/
http://www.w3.org/TR/rif-bld/


bibliography 209

[26] Onno Boonstra, Leen Breure, and Peter Doorn. Past, present and future
of historical information science. 1st. Amsterdam: NIWI-KNAW, 2004.

[27] Onno Boonstra et al. Twee Eeuwen Nederland Geteld. Onderzoek met de
digitale Volks-, Beroeps- en Woningtellingen 1795-2001. The Hague: DANS

en CBS, 2007.

[28] Ahmad C. Bukhari and Christopher J.O. Baker. “The Canadian health

census as Linked Open Data: towards policy making in public health”.

In: 9th International Conference on Data Integration in the Life Sciences.
2013.

[29] Michael J. Cafarella, Alon Halevy, and Nodira Khoussainova. “Data In-

tegration for the Relational Web”. In: Proc. VLDB Endow. 2.1 (Aug. 2009),

pp. 1090–1101. issn: 2150-8097. doi: 10.14778/1687627.1687750.

[30] Sarven Capadisli. “Linked Statistical Data Analysis”. In: 1st International
Workshop on Semantic Statistics (SemStats 2013), ISWC. Sydney, Australia:

CEUR, 2013.

[31] Sarven Capadisli et al. “Semantic Similarity and Correlation of Linked

Statistical Data Analysis”. In: Proceedings of the 2nd International Work-
shop on Semantic Statistics (SemStats 2014), ISWC. Riva del Garda, Italy:

CEUR Workshop Proceedings, 2014.

[32] R. M. Casey. “BLAST Sequences Aid in Genomics and Proteomics”. In:

Business Intelligence Network (2005).

[33] CCEd Project. http://www.theclergydatabase.org.uk/publications/
jeh_article.html.

[34] CEDAR Project. http://www.cedar-project.nl/.

[35] Zhe Chen and Michael Cafarella. “Automatic Web Spreadsheet Data Ex-

traction”. In: Proceedings of the 3rd International Workshop on Semantic
Search Over the Web. ACM, 2013.

[36] Zhe Chen and Michael Cafarella. “Integrating Spreadsheet Data Via

Accurate and Low-E�ort Extraction”. In: Proceedings of the 20th ACM
SIGKDD international conference on Knowledge discovery and data min-
ing. ACM, 2014.

[37] Circulation of Knowledge and Learned Practices in the 17th-century Dutch
Republic (CKCC Project). http://ckcc.huygens.knaw.nl/.

[38] CLARIN-VK Project. http://verrijktkoninkrijk.nl/.

http://dx.doi.org/10.14778/1687627.1687750
http://www.theclergydatabase.org.uk/publications/jeh_article.html
http://www.theclergydatabase.org.uk/publications/jeh_article.html
http://www.cedar-project.nl/
http://ckcc.huygens.knaw.nl/
http://verrijktkoninkrijk.nl/


210 bibliography

[39] Edgar F. Codd. Derivability, Redundancy, and Consistency of Relations
Stored in Large Data Banks. Tech. rep. RJ599. San Jose, California: IBM

Research, 1969.

[40] The Uniprot Consortium. “The Universal Protein Resource (UniProt)”. In:

Nucleic Acids Research (2008).

[41] The OLAP Council. OLAP AND OLAP Server De�nitions. Tech. rep. http:

//www.olapcouncil.org/research/glossaryly.htm. The OLAP Council,

1995.

[42] N.W.P. Cox and D.A. Croot. “Data editing in a mixed DBMS environ-

ment”. In: Statistical Journal of the United Nations Economic Commission
for Europe 8.2 (1991), pp. 117–136. doi: 10.3233/SJU-1991-8202.

[43] Richard Cyganiak, Dave Reynolds, and Jeni Tennison. The RDFData Cube
Vocabulary. Tech. rep. http://www.w3.org/TR/vocab-data-cube/. World

Wide Web Consortium (W3C), 2013.

[44] Richard Cyganiak, David Wood, and Markus Lanthaler. RDF 1.1 Concepts
and Abstract Syntax. Tech. rep. http://www.w3.org/TR/rdf11-concepts/.

World Wide Web Consortium (W3C), 2014.

[45] Enrico Daga, Luca Panziera, and Carlos Pedrinaci. “A BASILar Approach

for Building Web APIs on top of SPARQL Endpoints”. In: Services and Ap-
plications over Linked APIs and Data â SALAD2015 (ISWC 2015). Vol. 1359.

http://ceur-ws.org/Vol-1359/. CEUR Workshop Proceedings, 2015.

[46] Priscilla Walmsley David C. Fallside. XML Schema Part 0: Primer Second
Edition. Tech. rep. http://www.w3.org/TR/xmlschema-0/. World Wide

Web Consortium (W3C), 2004.

[47] The Dublin Core Metadata Initiative (DCMI). http://www.dublincore.

org/.

[48] DERI. RDF Re�ne - a Google Re�ne extension for exporting RDF. Tech. rep.

http://refine.deri.ie/. Digital Enterprise Research Institute, 2015.

[49] Anastasia Dimou et al. “Extraction and Semantic Annotation of Work-

shop Proceedings in HTML using RML”. In: Semantic Publishing Chal-
lenge of the 11th Extended Semantic Web Conference. 2014.

[50] Peter Doorn, Jan Jonker, and Tom Vreugdenhil. “Digitalisering van de

Nederlandse volkstellingen 1795-1971 : met een nadere beschouwing

van de gedigitaliseerde telling van 1899”. In: Nederland een eeuw geleden
geteld: een terugblik op de samenleving rond 1900. 2001, pp. 41–64.

http://www.olapcouncil.org/research/glossaryly.htm
http://www.olapcouncil.org/research/glossaryly.htm
http://dx.doi.org/10.3233/SJU-1991-8202
http://www.w3.org/TR/vocab-data-cube/
http://www.w3.org/TR/rdf11-concepts/
http://ceur-ws.org/Vol-1359/
http://www.w3.org/TR/xmlschema-0/
http://www.dublincore.org/
http://www.dublincore.org/
http://refine.deri.ie/


bibliography 211

[51] Kees den Duk and Jacques van Maarseveen. “The Population Censuses

in the Netherlands”. In: A century of statistics. Counting, accounting and
recounting in the Netherlands (Voorburg/Amsterdam 1999). 1999, pp. 303–

334.

[52] Cindy Durtschi, William Hillison, and Carl Pacini. “The E�ective Use

of Benford’s Law to Assist in Detecting Fraud in Accounting Data”. In:

Journal of Forensic Accounting 5 (2004), pp. 17–34.

[53] Orri Erling and Ivan Mikhailov. “RDF Support in the Virtuoso DBMS”.

English. In: Networked Knowledge - Networked Media. Ed. by Tassilo Pel-

legrini et al. Vol. 221. Studies in Computational Intelligence. Springer

Berlin Heidelberg, 2009, pp. 7–24. isbn: 978-3-642-02183-1. doi: 10.1007/

978-3-642-02184-8_2. url: http://dx.doi.org/10.1007/978-3-642-

02184-8_2.

[54] Albert Esteve and Matthew Sobek. “Challenges and Methods of Interna-

tional Census Harmonization”. In: Historical Methods: A Journal of Quan-
titative and Interdisciplinary History 36.2 (2003), pp. 37–41.

[55] Jing Fang et al. “Table Header Detection and Classi�cation”. In: 26th
AAAI. 2012, pp. 599–605.

[56] Nicola Fanizzi, Claudia d’Amato, and Floriana Esposito. “Conceptual

Clustering: Concept Formation, Drift and Novelty Detection”. In: The Se-
mantic Web: Research and Applications, 5th European Semantic Web Con-
ference. Vol. 5021. LNCS. Tenerife, Canary Islands, Spain: Springer, 2008,

pp. 318–332.

[57] Fawcett: A Toolkit to Begin an Historical Semantic Web. http : / / www .

digitalstudies.org/ojs/index.php/digital_studies/article/view/

175/217.

[58] Usama M. Fayyad et al., eds. Advances in Knowledge Discovery and Data
Mining. Menlo Park, CA, USA: American Association for Arti�cial Intel-

ligence, 1996. isbn: 0-262-56097-6.

[59] FDR Pearl Harbor Project. http://www.fdrlibrary.marist.edu/.

[60] Mary Feeney and Seasmus Ross. “Information Technology in Humanities

Scholarship British Achievements, Prospects, and Barriers”. In: Historical
Social Research 19.1 (1994), pp. 3–59.

http://dx.doi.org/10.1007/978-3-642-02184-8_2
http://dx.doi.org/10.1007/978-3-642-02184-8_2
http://dx.doi.org/10.1007/978-3-642-02184-8_2
http://dx.doi.org/10.1007/978-3-642-02184-8_2
http://www.digitalstudies.org/ojs/index.php/digital_studies/article/view/175/217
http://www.digitalstudies.org/ojs/index.php/digital_studies/article/view/175/217
http://www.digitalstudies.org/ojs/index.php/digital_studies/article/view/175/217
http://www.fdrlibrary.marist.edu/


212 bibliography

[61] Javier D. Fernández, Miguel A. Martínez-Prieto, and Claudio Gutiérrez.

“Publishing open statistical data: the Spanish census”. In: Proceedings of
the 12th Annual International Conference on Digital Government Research,
DG.O 2011. College Park, MD, USA: ACM International Conference Pro-

ceeding Series, 2011, pp. 20–25.

[62] Valeria Fionda and Giovanni Grasso. “Linking Historical Data on the

Web”. In: Poster session, 13th International Semantic Web Conference
(ISWC2014). 2014.

[63] Giorgos Flouris et al. “Ontology change: classi�cation and survey”. In:

The Knowledge Engineering Review 23.2 (2008), pp. 117–152.

[64] Open Knowledge Foundation. Messy tables. Tech. rep. https : / /

messytables.readthedocs.org. The Open Knowledge Foundation, 2013.

[65] Christian Fürber and Martin Hepp. “Using Semantic Web Resources for

Data Quality Management”. In: Knowledge Engineering and Management
by the Masses (EKAW 2010). Ed. by Philipp Cimiano and So�a Pinto.

Vol. 6317. LNCS. Springer Berlin Heidelberg, 2010, pp. 211–225.

[66] Aldo Gangemi et al. “Sweetening Ontologies with DOLCE”. In: Knowl-
edge Engineering and Knowledge Management. Ontologies and the Seman-
tic Web, 13th International Conference (EKAW 2002). 2002, pp. 166–181.

[67] Ronald Goeken, Marjorie Bryer, and Cassandra Lucas. “Making Sense

of Census Responses Coding Complex Variables in the 1920 PUMS”. In:

Historical Methods: A Journal of Quantitative and Interdisciplinary History
32.3 (1999), pp. 37–41.

[68] Rafael S. Gonçalves, Bijan Parsia, and Uli Sattler. “Analysing Multiple

Versions of an Ontology : A Study of the NCI Thesaurus”. In: Proceed-
ings of the 24th International Workshop on Description Logics (DL 2011).
Vol. 745. http://ceur-ws.org/Vol-745/. Barcelona, Spain: CEUR Work-

shop Proceedings, 2011.

[69] Leopold Granquist. “Macro-editing – A review of some methods for ra-

tionalizing the editing of survey data”. In: Statistical Journal of the United
Nations Economic Commission for Europe 8.2 (1991), pp. 137–154. doi:

10.3233/SJU-1991-8203.

[70] Paul Groth and Luc Moreau. PROV-Overview. An Overview of the PROV
Family of Documents. Tech. rep. http://www.w3.org/TR/prov-overview/.

World Wide Web Consortium (W3C), 2013.

https://messytables.readthedocs.org
https://messytables.readthedocs.org
http://ceur-ws.org/Vol-745/
http://dx.doi.org/10.3233/SJU-1991-8203
http://www.w3.org/TR/prov-overview/


bibliography 213

[71] Paul Groth et al. “API-centric Linked Data integration: The Open

PHACTS Discovery Platform case study”. In: Web Semantics: Science, Ser-
vices and Agents on the World Wide Web 29.0 (2014). Life Science and e-

Science, pp. 12 –18. issn: 1570-8268. doi: http://dx.doi.org/10.1016/

j.websem.2014.03.003. url: http://www.sciencedirect.com/science/

article/pii/S1570826814000195.

[72] Thomas R. Gruber. “Toward Principles for the Design of Ontologies Used

for Knowledge Sharing”. In: International Journal Human-Computer Stud-
ies 43 (1993), pp. 907–928.

[73] Nicola Guarino and Christopher Welty. “A Formal Ontology of Prop-

erties”. English. In: Knowledge Engineering and Knowledge Management
Methods, Models, and Tools (EKAW 2002). Ed. by Rose Dieng and Olivier

Corby. Vol. 1937. LNCS. Springer Berlin Heidelberg, 2002, pp. 97–112.

isbn: 978-3-540-41119-2. doi: 10.1007/3- 540- 39967- 4_8. url: http:

//dx.doi.org/10.1007/3-540-39967-4_8.

[74] Shubham Gupta et al. “Karma: A System for Mapping Structured Sources

into the Semantic Web”. In: The SemanticWeb: ESWC 2012 Satellite Events.
2012.

[75] Willem Robert van Hage et al. “Design and use of the Simple Event Model

(SEM)”. In: Journal of Web Semantics: Science, Services and Agents on the
World Wide Web 9.2 (2011), pp. 128–136. issn: 1570-8268. url: http://

www.websemanticsjournal.org/index.php/ps/article/view/190.

[76] Willem Robert van Hage et al. SPARQL: SPARQL client. R package version

1.15. 2013. url: http://CRAN.R-project.org/package=SPARQL.

[77] Mark Hall et al. “The WEKA Data Mining Software: An Update”. In:

SIGKDD Explor. Newsl. 11.1 (Nov. 2009), pp. 10–18. issn: 1931-0145. doi:

10.1145/1656274.1656278. url: http://doi.acm.org/10.1145/1656274.

1656278.

[78] Steve Harris, Nick Lamb, and Nigel Shadbolt. “4store: The Design and

Implementation of a Clustered RDF Store”. In: SSWS 2009. CEUR, 2009.

[79] Steve Harris and Andy Seaborne. SPARQL 1.1 Query Language. Tech. rep.

World Wide Web Consortium (W3C), 2013. url: http://www.w3.org/TR/

sparql11-query/.

[80] Tom Heath and Christian Bizer. Linked Data: Evolving the Web into a
Global Data Space. 1st. Morgan and Claypool, 2011, pp. 1–136.

http://dx.doi.org/http://dx.doi.org/10.1016/j.websem.2014.03.003
http://dx.doi.org/http://dx.doi.org/10.1016/j.websem.2014.03.003
http://www.sciencedirect.com/science/article/pii/S1570826814000195
http://www.sciencedirect.com/science/article/pii/S1570826814000195
http://dx.doi.org/10.1007/3-540-39967-4_8
http://dx.doi.org/10.1007/3-540-39967-4_8
http://dx.doi.org/10.1007/3-540-39967-4_8
http://www.websemanticsjournal.org/index.php/ps/article/view/190
http://www.websemanticsjournal.org/index.php/ps/article/view/190
http://CRAN.R-project.org/package=SPARQL
http://dx.doi.org/10.1145/1656274.1656278
http://doi.acm.org/10.1145/1656274.1656278
http://doi.acm.org/10.1145/1656274.1656278
http://www.w3.org/TR/sparql11-query/
http://www.w3.org/TR/sparql11-query/


214 bibliography

[81] Helge S. Kragh. An Introduction to the Historiography of Science. Cam-

bridge University Press, 1989. isbn: 0-521-38921-6.

[82] HEML Project. http://heml.mta.ca/heml-cocoon/description.

[83] Edward Higgs. A clearer sense of the census: Victorian censuses and histor-
ical research. Vol. 28. Public Record O�ce Handbooks, 1996.

[84] HISCO Project. http://historyofwork.iisg.nl/.

[85] Historic Sample of the Netherlands (HSN). http://www.iisg.nl/hsn//.

[86] Rinke Hoekstra and Paul Groth. “PROV-O-Viz - Understanding the Role

of Activities in Provenance”. In: 5th International Provenance and Anno-
tationWorkshop (IPAW 2014). LNCS. Cologne, Germany: Springer-Verlag,

2014.

[87] Johannes Ho�art et al. “YAGO2: A Spatially and Temporally Enhanced

Knowledge Base from Wikipedia”. In: Arti�cial Intelligence 194.28 (2013),

pp. 3161–3165.

[88] Ian Horrocks et al. SWRL: A Semantic Web Rule Language Combining
OWL and RuleML. Tech. rep. World Wide Web Consortium (W3C), 2004.

url: http://www.w3.org/Submission/SWRL/.

[89] Eero Hyvönen et al. “Representing and Utilizing Changing Historical

Places as an Ontology Time Series”. In: Geospatial Semantics and the Se-
mantic Web: Foundations, Algorithms, and Applications. Ed. by Ramesh

Jain and Amit Sheth. Semantic Web and Beyond: Computing for Human

Experience. Berlin, Heidelberg: Springer-Verlag, 2011, pp. 1–25.

[90] Nancy Ide and David Woolner. “Historical Ontologies”. In: Berlin, Hei-

delberg: Springer-Verlag, 2007. Chap. Words and Intelligence II: Essays

in Honor of Yorick Wilks, pp. 137–152.

[91] Complexible Inc. Stardog 3. Tech. rep. Complexible Inc., 2015. url: http:

//docs.stardog.com/.

[92] Integrated Public Use Microdata Series (IPUMS). http://www.ipums.org/.

[93] Valentina Janev, Vuk Mijović, and Sanja Vraneš. “LOD2 Tool for Vali-

dating RDF Data Cube Models”. In: Conference Web Proceedings of the
ICT Innovation Conference 2013. Macedonian Society on Information and

Communication Technologies, 2013.

[94] Berit Janssen et al. “Tracking Down the Habitat of Folk Songs”. In: eHu-
manities eMagazine 4 (2015). http://www.ehumanities.nl/ehumanities-

emagazine-4/.

http://heml.mta.ca/heml-cocoon/description
http://historyofwork.iisg.nl/
http://www.iisg.nl/hsn//
http://www.w3.org/Submission/SWRL/
http://docs.stardog.com/
http://docs.stardog.com/
http://www.ipums.org/
http://www.ehumanities.nl/ehumanities-emagazine-4/
http://www.ehumanities.nl/ehumanities-emagazine-4/


bibliography 215

[95] Jason L. Baptiste. The Ultralight Startup: Launching a Business Without
Clout or Capital. Portfolio Hardcover, 2012.

[96] Edwin de Jonge and Mark van der Loo. An introduction to data cleaning
with R. Tech. rep. Discussion paper. Statistics Netherlands, 2013.

[97] Maximilian Kalus. “Semantic Networks and Historical Knowledge Man-

agement: Introducing New Methods of Computer-based Research”. In:

Ann Arbor, MI: MPublishing, University of Michigan Library (2007).

[98] Katherine Hawley. Temporal Parts. The Stanford Encyclopedia of Philos-
ophy (Winter 2010 Edition). Ed. by Edward N. Zalta. http : / / plato .

stanford.edu/archives/win2010/entries/temporal-parts/.

[99] Max Kemman and Martijn Kleppe. “PoliMedia - Improving Analyses of

Radio, TV and Newspaper Coverage of Political Debates”. In: 15th inter-
national conference on Theory and practice of digital libraries, TPDL 2013,
Proceedings. Ed. by T. Aalberg and E. Al. Vol. 8092. LNCS. Berlin, Heidel-

berg: Springer-Verlag, 2013, pp. 401–404.

[100] Kenji Kira and Larry A. Rendell. “The Feature Selection Problem: Tradi-

tional Methods and a New Algorithm”. In: Proceedings of the Tenth Na-
tional Conference on Arti�cial Intelligence. AAAI’92. San Jose, California:

AAAI Press, 1992, pp. 129–134. isbn: 0-262-51063-4.

[101] Atanas Kiryakov, Damyan Ognyanov, and Dimitar Manov. “OWLIM –

A Pragmatic Semantic Repository for OWL”. English. In: Web Informa-
tion Systems Engineering – WISE 2005 Workshops. Ed. by Mike Dean et

al. Vol. 3807. LNCS. Springer Berlin Heidelberg, 2005, pp. 182–192. doi:

10.1007/11581116_19. url: http://dx.doi.org/10.1007/11581116_19.

[102] Holger Knublauch. SPIN – Modeling Vocabulary. Tech. rep. http://www.

w3 . org / Submission / spin - modeling/. World Wide Web Consortium

(W3C), 2011.

[103] Daniel Krech et al. RDFLib Python Library. Tech. rep. https://github.

com/RDFLib/rdflib. RDFLib Team, 2002.

[104] Paul Lambert et al. “Testing the universality of historical occupational

strati�cation structures across time and space”. In: ISA RC 28 Social Strat-
i�cation and Mobility spring meeting, Nijmegen. 2006.

[105] Lydie Lane et al. “neXtProt: a knowledge platform for human proteins”.

In: Nucleic Acids Research (2011).

[106] Tim Lebo and Jim McCusker. csv2rdf4lod. Tech. rep. https://github.com/

timrdf/csv2rdf4lod-automation/wiki. Tetherless World, RPI, 2012.

http://plato.stanford.edu/archives/win2010/entries/temporal-parts/
http://plato.stanford.edu/archives/win2010/entries/temporal-parts/
http://dx.doi.org/10.1007/11581116_19
http://dx.doi.org/10.1007/11581116_19
http://www.w3.org/Submission/spin-modeling/
http://www.w3.org/Submission/spin-modeling/
https://github.com/RDFLib/rdflib
https://github.com/RDFLib/rdflib
https://github.com/timrdf/csv2rdf4lod-automation/wiki
https://github.com/timrdf/csv2rdf4lod-automation/wiki


216 bibliography

[107] Marco van Leeuwen, Ineke Maas, and Andrew Miles. HISCO: Historical
International Standard Classi�cation of Occupations. Leuven University

Press, 2002.

[108] Jens Lehmann et al. “DBpedia - A Large-scale, Multilingual Knowledge

Base Extracted from Wikipedia”. In: Semantic Web â Interoperability, Us-
ability, Applicability (2014). http://www.semantic- web- journal.net/

system/files/swj558.pdf.

[109] Links Project. http://www.iisg.nl/hsn/news/links-project.php.

[110] Eric Lo. RDF and SPARQL: Using Semantic Web Technology to Integrate
the World’s Data. Tech. rep. http://www.w3.org/2007/03/VLDB/. World

Wide Web Consortium, 2007.

[111] LODE: An ontology for Linking Open Descriptions of Events. http : / /

linkedevents.org/ontology/.

[112] Giorgia Lodi et al. “Publishing O�cial Classi�cations in Linked Open

Data”. In: Proceedings of the 2nd International Workshop on Semantic
Statistics (SemStats), ISWC. CEUR, 2014.

[113] Jacques van Maarseveen. Dutch Occupational Censuses 1849-1971/2001. A
component of the Population Census. Voorburg; The Netherlands: Nether-

lands Central Bureau of Statistics, 2008.

[114] Jacques van Maarseveen and Peter Doorn. Nederland een eeuw geleden
geteld. Een terugblik op de samenleving rond 1900. Vol. 316. Amsterdam:

Stichting Beheer IISG, 2001.

[115] Kees Mandemakers and Lisa Dillon. “Best Practices with Large Databases

on Historical Populations”. In: Historical Methods: A Journal of Quantita-
tive and Interdisciplinary History 37.1 (2004), pp. 34–38.

[116] Miguel Ángel Manso and Monica Wachowicz. “GIS Design: A Review

of Current Issues in Interoperability”. In: Geography Compass 3.3 (2009),

pp. 1105–1124.

[117] Willard McCatry. “Humanities Computing”. In: Encyclopedia of Library
and Information Science. Ed. by Miriam Drake. 2nd. New York: Taylor and

Francis, 2003, pp. 1124–35.

[118] Albert Meroño-Peñuela. “LSD Dimensions: Use and Reuse of Linked Sta-

tistical Data”. In: Knowledge Engineering and Knowledge Management
(EKAW 2014). Vol. 8982. LNCS. Linköping, Sweden, 2014, pp. 159–163.

http://www.semantic-web-journal.net/system/files/swj558.pdf
http://www.semantic-web-journal.net/system/files/swj558.pdf
http://www.iisg.nl/hsn/news/links-project.php
http://www.w3.org/2007/03/VLDB/
http://linkedevents.org/ontology/
http://linkedevents.org/ontology/


bibliography 217

[119] Albert Meroño-Peñuela. “Semantic Web for the Humanities”. In: The Se-
manticWeb: Semantics and Big Data. 10th International Conference, ESWC
2013, Proceedings. Ed. by P. Cimiano et al. Vol. 7882. LNCS. Montpellier,

France: Springer-Verlag, 2013, pp. 645–649.

[120] Albert Meroño-Peñuela, Ashkan Ashkpour, and Christophe Guéret.

“From Flat Lists to Taxonomies: Bottom-up Concept Scheme Generation

in Linked Statistical Data”. In: Proceedings of the 2nd International Work-
shop on Semantic Statistics (SemStats 2014). International Semantic Web
Conference (ISWC). Riva del Garda, Italy: CEUR Workshop Proceedings,

2014.

[121] Albert Meroño-Peñuela and Rinke Hoekstra. “What Is Linked Histori-

cal Data?” In: 19th International Conference on Knowledge Engineering
and Knowledge Management, EKAW 2014, Proceedings. Vol. 8876. LNAI.

Linköping, Sweden: Springer-Verlag, 2014, pp. 282–287.

[122] Albert Meroño-Peñuela et al. “CEDAR: The Dutch Historical Censuses

as Linked Open Data”. In: Semantic Web – Interoperability, Usability, Ap-
plicability (2015). In press.

[123] Albert Meroño-Peñuela et al. “Detecting and Reporting Extensional Con-

cept Drift in Statistical Linked Data”. In: Proceedings of the 1st Interna-
tional Workshop on Semantic Statistics (SemStats 2013), ISWC. Sydney,

Australia: CEUR Workshop Proceedings, 2013.

[124] Albert Meroño-Peñuela et al. “Linked Humanities Data: The Next Fron-

tier? A Case-study in Historical Census Data”. In: Proceedings of the 2nd
International Workshop on Linked Science (LISC2012). International Se-
mantic Web Conference (ISWC). Vol. 951. http://ceur-ws.org/Vol-951/.

Boston, MA, USA: CEUR Workshop Proceedings, 2012.

[125] Albert Meroño-Peñuela et al. “Longitudinal Queries over Linked Census

Data”. In: The Semantic Web: Research and Applications. 9th Extended Se-
mantic Web Conference, ESWC 2012, Satellite Events. 2013, pp. 306–307.

[126] Albert Meroño-Peñuela et al. “Semantic Technologies for Historical Re-

search: A Survey”. In: Semantic Web – Interoperability, Usability, Applica-
bility 6.6 (2015), pp. 539–564.

[127] Peter B. Meyer and Anastasiya M. Osborne. “Proposed category system

for 1960-2000 Census occupations”. In: U.S. Bureau of Labor Statistics 383

(2005).

http://ceur-ws.org/Vol-951/


218 bibliography

[128] Richard Moot, Laurent Prévot, and Christian Retoré. “A discursive anal-

ysis of itineraries in an historical and regional corpus of travels: syntax,

semantics, and pragmatics in a uni�ed type theoretical framework”. In:

Constraints in Discourse 2011. Agay, France, 2011, pp. 14–16.

[129] Tom Morris, Thad Guidry, and Martin Magdinie. OpenRe�ne: A free, open
source, powerful tool for working with messy data. Tech. rep. http : / /

openrefine.org/. The OpenRe�ne Development Team, 2015.

[130] Emir Muñoz, Aidan Hogan, and Alessandra Mileo. “DRETa: Extracting

RDF from Wikitables”. In: International Semantic Web Conference (Posters
and Demos) 2013. CEUR, 2013, pp. 98–92.

[131] Sanne Muurling and Kees Mandemakers. MOSAIC Census Inventory of
the Netherlands. Final report. Tech. rep. MOSAIC working paper WP2012-

006. http://www.iisg.nl/hsn/documents/mosaic- wp- 2012.pdf. IISG

Amsterdam, 2012.

[132] North Atlantic Population Project. http://www.nappdata.org/napp/.

[133] NSF-ITR/MALACH Project. http://malach.umiacs.umd.edu/.

[134] Sean O’Riain et al. “Using SPIN to formalise XBRL Accounting Regu-

lations on the Semantic Web”. In: Proceedings of the First International
Workshop on Finance and Economics on the Semantic Web (FEOSW 2012).
Extended Semantic Web Conference (ESWC). Heraklion, Crete, 2012.

[135] J. B. Owens et al. “Visualizing Historical Narratives: Geographically-

Integrated History and Dynamics GIS”. In: National Endowment for the
Humanities workshop. Visualizing the Past: Tools and Techniques for Un-
derstanding Historical Processes. 20-21 February, University of Richmond,

Virginia, USA, 2009.

[136] Jeroen Pannekoek, Sander Scholtus, and Mark van der Loo. Automated
and manual data editing: a view on process design and methodology. Tech.

rep. Discussion paper. Statistics Netherlands, 2013.

[137] Peter F. Patel-Schneider. “Using Description Logics in RDF Constraint

Checking and Closed-World Recognition”. In: AAAI Conference on Arti-
�cial Intelligence. 2015.

[138] Catia Pesquita and Francisco M. Couto. “Predicting the Extension of

Biomedical Ontologies”. In: PLoS Computational Biology 8.9 (2012). doi:

10.1371/journal.pcbi.1002630, pp. 1–16.

http://openrefine.org/
http://openrefine.org/
http://www.iisg.nl/hsn/documents/mosaic-wp-2012.pdf
http://www.nappdata.org/napp/
http://malach.umiacs.umd.edu/
doi:10.1371/journal.pcbi.1002630
doi:10.1371/journal.pcbi.1002630


bibliography 219

[139] Irene Petrou, George Papastefanatos, and Theodore Dalamagas. “Publish-

ing Census As Linked Open Data: A Case Study”. In: Proceedings of the
2nd International Workshop on Open Data. WOD ’13. Paris, France: ACM,

2013, 4:1–4:3. isbn: 978-1-4503-2020-7. doi: 10.1145/2500410.2500412.

[140] P.C. Pineo, J. Porter, and H.A. McRoberts. “The 1971 Census and the So-

cioeconomic Classi�cation of Occupations”. In: Canadian Review of Soci-
ology 1.14 (1977), pp. 91–102.

[141] Aleksander Pivk, Philipp Cimiano, and York Sure. “From tables to

frames”. In: vol. 3. Selcted Papers from the International Semantic Web

Conference, 2004 – ISWC, 2004. Elsevier, 2004, pp. 132–146.

[142] Polimedia Project. http://www.polimedia.nl/.

[143] Eric Prud’hommeaux. Shape Expressions 1.0 Primer. Tech. rep. http://

www . w3 . org / Submission / 2014 / SUBM - shex - primer - 20140602/. World

Wide Web Consortium (W3C), 2014.

[144] Pubby – A Linked Data Frontend for SPARQL Endpoints. http://www4.
wiwiss.fu-berlin.de/pubby/.

[145] Bart Van De Putte and Andrew Miles. “A Social Classi�cation Scheme

for Historical Occupational Data”. In: Historical Methods: A Journal of
Quantitative and Interdisciplinary History 38.2 (2005), pp. 61–92.

[146] R Core Team. R: A Language and Environment for Statistical Computing.

R Foundation for Statistical Computing. Vienna, Austria, 2013. url: http:

//www.R-project.org/.

[147] RDF vocabularies for historic place-names and relations between them.

http://groups.google.com/group/caa-semantic-sig/browse_thread/

thread/ae1db7fa31a1b5a0?pli=1.

[148] Dave Reynolds. Linked Data API. Tech. rep. UK Government Linked Data,

2009. url: https://github.com/UKGovLD/linked-data-api.

[149] Alexandre Riazanov et al. “Semantic querying of relational data for clini-

cal intelligence: a semantic web services-based approach”. In: Journal of
Biomedical Semantics 4.9 (2013).

[150] Thomas Riechert et al. “Knowledge Engineering for Historians on the

Example of the Catalogus Professorum Lipsiensis”. In: The Semantic Web
– ISWC 2010. 9th International Semantic Web Conference, Proceedings.
Vol. 6496. LNCS. Berlin, Heidelberg: Springer-Verlag, 2010, pp. 225–240.

http://dx.doi.org/10.1145/2500410.2500412
http://www.polimedia.nl/
http://www.w3.org/Submission/2014/SUBM-shex-primer-20140602/
http://www.w3.org/Submission/2014/SUBM-shex-primer-20140602/
http://www4.wiwiss.fu-berlin.de/pubby/
http://www4.wiwiss.fu-berlin.de/pubby/
http://www.R-project.org/
http://www.R-project.org/
http://groups.google.com/group/caa-semantic-sig/browse_thread/thread/ae1db7fa31a1b5a0?pli=1
http://groups.google.com/group/caa-semantic-sig/browse_thread/thread/ae1db7fa31a1b5a0?pli=1
https://github.com/UKGovLD/linked-data-api


220 bibliography

[151] Laurens Rietveld and Rinke Hoekstra. “The YASGUI Family of SPARQL

Clients”. In: Semantic Web – Interoperability, Usability, Applicability
(2015).

[152] Bruce Robertson. “Exploring Historical RDF with Heml”. In: Digital Hu-
manities Quarterly 3.1 (2009). http://www.digitalhumanities.org/dhq/

vol/003/1/000026.html.

[153] Bruce Robertson. “Visualizing an historical semantic web with Heml”.

In: WWW’06. The 15th International World Wide Web Conference 2006,
Proceedings. New York, NY, USA: ACM Press, 2006, pp. 1051–1052.

[154] Armin Ronacher et al. Flask Python micro web application framework.

Tech. rep. http://flask.pocoo.org/. The Pocoo Team, 2010.

[155] Steven Ruggles. “The Future of Historical Family Demography”. In: An-
nual Review of Sociology 38 (2012), pp. 423–441.

[156] Steven Ruggles, David Hacker, and Matthew Sobek. “General Design of

the Integrated Public Use Microdata Series”. In: Historical Methods: A
Journal of Quantitative and Interdisciplinary History 28.1 (1995), pp. 33–

39.

[157] Steven Ruggles and Russell Menard. “The Minnesota Historical Census

Projects”. In: Historical Methods: A Journal of Quantitative and Interdisci-
plinary History 28.1 (1995), pp. 6–10.

[158] Anisa Rula et al. “Hybrid Acquisition of Temporal Scopes for RDF Data”.

In: Extended Semantic Web Conference 2014 (ESWC 2014). Vol. 8465. LNCS.

Sprinter, pp. 488–503.

[159] Arthur Ryman. Resource Shape 2.0. Tech. rep. http : / / www . w3 . org /

Submission/2014/SUBM-shapes-20140211/. World Wide Web Consortium

(W3C), 2014.

[160] SAILS Project. http://sailsproject.cerch.kcl.ac.uk/2010/07/about-
the-sails-project/.

[161] Robert Sanderson, Paolo Ciccarese, and Herbert Van de Sompel. Open
Annotation Data Model. Tech. rep. http : / / www . openannotation . org /

spec/core/. W3C, 2013.

[162] Schema.org. http://schema.org/.

[163] Max Schmachtenberg et al. Linking Open Data cloud diagram 2014. http:

//lod-cloud.net/. 2014.

[164] SEM event model. http://www.cs.vu.nl/~guus/papers/Hage11b.pdf.

http://www.digitalhumanities.org/dhq/vol/003/1/000026.html
http://www.digitalhumanities.org/dhq/vol/003/1/000026.html
http://flask.pocoo.org/
http://www.w3.org/Submission/2014/SUBM-shapes-20140211/
http://www.w3.org/Submission/2014/SUBM-shapes-20140211/
http://sailsproject.cerch.kcl.ac.uk/2010/07/about-the-sails-project/
http://sailsproject.cerch.kcl.ac.uk/2010/07/about-the-sails-project/
http://www.openannotation.org/spec/core/
http://www.openannotation.org/spec/core/
http://schema.org/
http://lod-cloud.net/
http://lod-cloud.net/
http://www.cs.vu.nl/~guus/papers/Hage11b.pdf


bibliography 221

[165] Semantic MediaWiki (SMW). http://semantic-mediawiki.org/.

[166] Nigel Shadbolt, Wendy Hall, and Tim Berners-Lee. “The Semantic Web

Revisited”. In: IEEE Intelligent Systems 21.3 (2006), pp. 96–101.

[167] Renee E. Sieber, Christopher C. Wellen, and Yuan Jin. “Spatial cyberin-

frastructures, ontologies, and the humanities”. In: Proceedings of the Na-
tional Academy of Sciences of the United States of America 108.14 (2011).

Ed. by Michael Goodchild, pp. 5504–5509.

[168] SIG:Ontologies. http://wiki.tei-c.org/index.php/SIG:Ontologies.

[169] Matthew Sobek. “The Comparability of Occupations and the Generation

of Income Scores”. In: Historical Methods: A Journal of Quantitative and
Interdisciplinary History. Special Issue: The Minnesota Historical Census
Project 28.1 (1995), pp. 47–51.

[170] W.A. Speck. “History and Computing: Some Re�ections on the Past

Decade”. In: History and Computing 6.1 (1994), pp. 28–32.

[171] Manu Sporny et al. JSON-LD: A JSON-based Serialization for Linked Data.

Tech. rep. World Wide Web Consortium (W3C), 2014. url: http://www.

w3.org/TR/json-ld/.

[172] Ljiljana Stojanovic. “Methods and Tools for Ontology Evolution”. PhD

thesis. University of Karlsruhe, 2004.

[173] Ljiljana Stojanovic and Boris Motik. “Ontology Evolution within Ontol-

ogy Editors”. In: Evaluation of Ontology-based Tools Workshop, 13th Inter-
national Conference on Knowledge Engineering and Knowledge Manage-
ment (EKAW 2002). Vol. 62. CEUR-WS, 2002.

[174] Bas Stringer et al. “To SCRY Linked Data: Extending SPARQL the Easy

Way”. In: Proceedings of the 1st International Diversity++ Workshop, co-
located with the 14th International Semantic Web Conference (ISWC 2015).
Vol. 1501. http://ceur-ws.org/Vol-1501/. CEUR Workshop Proceedings,

2015.

[175] TabLinker. https://github.com/Data2Semantics/TabLinker/.

[176] Jiao Tao et al. “Integrity Constraints in OWL”. In: AAAI Conference on
Arti�cial Intelligence. 2010.

[177] TEI (Text Encoding Initiative). http://www.tei-c.org/index.xm.

[178] Manfred Thaller. “Automation on Parnassus. CLIO - A databank oriented

system for historians”. In: Historical Social Research / Historische Sozial-
forschung 15 (1980), pp. 40–65.

http://semantic-mediawiki.org/
http://wiki.tei-c.org/index.php/SIG:Ontologies
http://www.w3.org/TR/json-ld/
http://www.w3.org/TR/json-ld/
http://ceur-ws.org/Vol-1501/
https://github.com/Data2Semantics/TabLinker/
http://www.tei-c.org/index.xm


222 bibliography

[179] The Event Ontology. http://purl.org/NET/c4dm/event.owl#.

[180] The Semantic Web for Family History. http://jay.askren.net/Projects/

SemWeb/.

[181] John Tosh. The Pursuit of History: Aims, Methods, and New Directions in
the Study of History. 5th. Pearson Education: Harlow 2010, 2010, chapter

4 and 5.

[182] George Tsatsaronis et al. “Temporal Classi�ers for Predicting the Expan-

sion of Medical Subject Headings”. English. In: Computational Linguis-
tics and Intelligent Text Processing. Ed. by Alexander Gelbukh. Vol. 7816.

Lecture Notes in Computer Science. Springer Berlin Heidelberg, 2013,

pp. 98–113. isbn: 978-3-642-37246-9. doi: 10.1007/978-3-642-37247-6_9.

url: http://dx.doi.org/10.1007/978-3-642-37247-6_9.

[183] Mathias Uhlé et al. “Tissue-based map of the human proteome”. In: Sci-
ence (2015).

[184] United Nations Statistical Comission. Guidelines for statistical metadata
on the Internet. Tech. rep. Economic Comission for Europe, 2000.

[185] Bernard Vatant and Marc Wick. Geonames ontology documentation. Tech.

rep. http://www.geonames.org/ontology/documentation.html. Unxos

GmbH, Switzerland, 2012.

[186] Petros Venetis et al. “Recovering Semantics of Tables on the Web”. In:

Proc. VLDB Endow. 4.9 (June 2011), pp. 528–538. issn: 2150-8097. doi: 10.

14778/2002938.2002939.

[187] Ruben Verborgh et al. “Querying Datasets on the Web with High Avail-

ability”. In: Proceedings of the 13th International SemanticWeb Conference,
ISWC2014. 2014.

[188] Ruben Verborgh et al. “Web-Scale Querying through Linked Data Frag-

ments”. In: Proceedings of the 7th Workshop on Linked Data on the Web
(LDOW2014), WWW2014. 2014.

[189] The World Wide Web Consortium (W3C). OWLWeb Ontology Language
Overview. http://www.w3.org/TR/owl-features/.

[190] The World Wide Web Consortium (W3C). RDFa: Rich Structured Data
Markup for Web Documents. http://www.w3.org/TR/rdfa-primer/.

[191] The World Wide Web Consortium (W3C). Resource Description Frame-
work (RDF). http://www.w3.org/RDF/.

http://purl.org/NET/c4dm/event.owl#
http://jay.askren.net/Projects/SemWeb/
http://jay.askren.net/Projects/SemWeb/
http://dx.doi.org/10.1007/978-3-642-37247-6_9
http://dx.doi.org/10.1007/978-3-642-37247-6_9
http://www.geonames.org/ontology/documentation.html
http://dx.doi.org/10.14778/2002938.2002939
http://dx.doi.org/10.14778/2002938.2002939
http://www.w3.org/TR/owl-features/
http://www.w3.org/TR/rdfa-primer/
http://www.w3.org/RDF/


bibliography 223

[192] The World Wide Web Consortium (W3C). SPARQL Query Language for
RDF. http://www.w3.org/TR/rdf-sparql-query/.

[193] The World Wide Web Consortium (W3C). XML Path Language (XPath).
http://www.w3.org/TR/xpath/.

[194] The World Wide Web Consortium (W3C). XQuery 1.0: An XML Query
Language (Second Edition). http://www.w3.org/TR/xquery/.

[195] W3C OWL Working Group. OWL 2 Web Ontology Language. Tech. rep.

World Wide Web Consortium (W3C), 2012. url: http://www.w3.org/TR/

owl2-overview/.

[196] Ton de Waal, Jeroen Pannekoek, and Sander Scholtus. Handbook of Sta-
tistical Data Editing and Imputation. Wiley, 2011.

[197] Richard Y. Wang and Diane M. Strong. “Beyond Accuracy: What Data

Quality Means to Data Consumers”. In: J. Manage. Inf. Syst. 12.4 (Mar.

1996), pp. 5–33. issn: 0742-1222. url: http://dl.acm.org/citation.cfm?

id=1189570.1189572.

[198] Shenghui Wang, Stefan Schlobach, and Michel C. A. Klein. “What Is

Concept Drift and How to Measure It?” In: Knowledge Engineering and
Management by the Masses - 17th International Conference, EKAW 2010.
Proceedings. Lecutre Notes in Computer Science, 6317, Springer, 2010,

pp. 241–256.

[199] Jennifer Widom. “Research Problems in Data Warehousing”. In: Proceed-
ings of the Fourth International Conference on Information and Knowledge
Management. CIKM ’95. Baltimore, Maryland, USA: ACM, 1995, pp. 25–

30. isbn: 0-89791-812-6. doi: 10.1145/221270.221319. url: http://doi.

acm.org/10.1145/221270.221319.

[200] Mark D. Wilkinson, Benjamin Vandervalk, and Luke McCarthy. “The

Semantic Automated Discovery and Integration (SADI) Web service

Design-Pattern, API and Reference Implementation”. In: Journal of
Biomedical Semantics 2.8 (2011).

[201] Mohamed Yakout et al. “InfoGather: Entity Augmentation and Attribute

Discovery By Holistic Matching with Web Tables”. In: ACM SIGMOD
Conference. 2012.

[202] Amrapali Zaveri et al. “Quality Assessment for Linked Data: A Survey”.

In: Semantic Web â Interoperability, Usability, Applicability (2014). http:

//www.semantic-web-journal.net/system/files/swj773.pdf.

http://www.w3.org/TR/rdf-sparql-query/
http://www.w3.org/TR/xpath/
http://www.w3.org/TR/xquery/
http://www.w3.org/TR/owl2-overview/
http://www.w3.org/TR/owl2-overview/
http://dl.acm.org/citation.cfm?id=1189570.1189572
http://dl.acm.org/citation.cfm?id=1189570.1189572
http://dx.doi.org/10.1145/221270.221319
http://doi.acm.org/10.1145/221270.221319
http://doi.acm.org/10.1145/221270.221319
http://www.semantic-web-journal.net/system/files/swj773.pdf
http://www.semantic-web-journal.net/system/files/swj773.pdf




S U M M A R Y

The Web has grown into a heterogeneous open data space of interlinked docu-

ments, tables, and databases. Open datasets on the Web are often used as input

for many knowledge discovery processes, which aim at �nding patterns within

those data. However, open datasets on the Web are hardly ever ready for anal-

ysis, and require careful data preparation. Even though current e�orts focus

on making analysis more e�cient, empirical studies show that data preparation

takes 60% of the total time spent.

Statistical data are data subject to analysis by statistical methods and tools.

A number of problems in these statistical datasets severely hamper their prepa-

ration. First, non-standard legacy formats have a decaying support over time

that negatively a�ects accessibility of these data. Second, data errors, typos and

other �aws are hard to detect and correct, and a�ect how meaningful results are

in analysis. Third, data curation procedures are often hard-coded in implementa-

tions or hidden in closed-source systems, obstructing their reusability. Moreover,

if these datasets contain also a historical dimension, two additional problems oc-

cur. First, operational sources of historical statistics have often been lost over

time, leaving partial analytical views as the only representation preserved in

archives. Second, time series are usually poorly harmonized, due to the incom-

patibility of changing classi�cation systems. Data scientists try to resolve all

these data preparation issues by resort to painful data munging, which results

in the aforementioned time spent.

In this thesis, solutions to these problems that take advantage of Semantic

Web technologies are proposed. Multiple statistical datasets in the domain of

Social and Economic History, where this kind of data is prototypical, are used as

a case study. Therefore, the main research question addressed in the thesis is:

How can Semantic Web technologies contribute to solve integration
problems of legacy statistical collections, lower their access costs, mea-
sure the quality of their diachronic schemas and their constrained in-
stances, and facilitate their transformation in a standards-compliant
and implementation-independent way?

The thesis is divided in three parts that tackle di�erent aspects of this question.



(i) historical statistics

Data integration is needed in these domains because the core work�ow of histo-

rians, the life cycle of historical information, is in many ways a particular instance

of the knowledge discovery process. Historical data is highly heterogeneous and

can be classi�ed according to their primary or secondary nature, intended pro-

cessing, source or goal orientation, and level of structure. Arbitrary data loca-

tions in layouts, implicit dimensions, incomparable measurements and low data

quality are important integration problems in semi-structured sources.

(ii) integration of messy spreadsheet collections

RDF Data Cube, a vocabulary built on top of relevant statistical data exchange

standards like SCOVO and SDMX, is the most suitable candidate to represent

(historical) statistical datasets on the Web. Its combination with the PROV and

Open Annotations vocabularies, and concept schemes like HISCO and the Am-

sterdamse Code, facilitates the representation of the fundamental historical no-

tions of time and location; but also the methodological notions of standardiza-

tion, transformation, and authority. To produce reliable data, these vocabularies

and schemes are used in this thesis in semi-automatic algorithms, combining hu-

man expertise with scalable automation. Issues on quality and transformation

of the data remain, however, unresolved by the direct application of Semantic

Web technology.

(iii) data qality and transformation

An empirical study of the evolution of various diachronic vocabularies used in

the Semantic Web shows that 39.80% of them evolve in a highly predictable man-

ner, according to well understood change predictors; while 25.10% of them dis-

play no predictability. Popular constraint checking methods in National Sta-

tistical O�ces, known as edit rules, can be implemented as Linked Data at

micro (per-record) level, using standard SPARQL rules; and at macro (intra-

record) level, using minimal non-standard SPARQL extensions. However, easy

standard-compliant and implementation-independent SPARQL extensibility can

be achieved by handing over the extended functionality via query federation.



These contributions are a basis for bringing a more e�cient data preparation

and re�nement to the Web in quantitative History, the Digital Humanities, and

Science.





S A M E N VAT T I N G

Het web is een heterogene, open, gegevensruimte van met elkaar verbonden

documenten, tabellen, en databases. Open datasets op het web worden vaak ge-

bruikt als startpunt voor het ontdekken van nieuwe kennis. Dergelijke processen

zijn gericht op het vinden van patronen in de data. De beschikbare gegevens zijn

echter vrijwel nooit kant en klaar voor gebruik en vereisen een zorgvuldige ’data

preparatie’ stap. Huidige initiatieven richten zich vooral op tijdswinst door het

meer e�ciënt maken van de analyse. Empirische studies tonen echter aan dat

data preparatie gemiddeld 60% van de benodigde tijd beslaat.

Statistische gegevens worden gebruikt in analyses door velerlei statistische

methoden en tools. Data preparatie van wordt in de weg gestaan door een aantal

problemen. Ten eerste voldoen legacy formaten die door statistische tools wor-

den gebruikt niet aan standaarden, en zijn ze onderhevig aan ondersteunings-

erosie. Dit heeft op termijn een negatief e�ect op de toegankelijkheid van de

data. Ten tweede zijn fouten in de data (typo’s en andere gebreken) lastig te

detecteren en te verbeteren. Dit kan de betrouwbaarheid van analyseresultaten

beïnvloeden. Ten derde zijn de data preparatie- en curatie procedures vaak ver-

stopt (’hard coded’) in implementaties of in systemen waarvan de broncode hele-

maal niet beschikbaar is. Dit ondermijnt de mogelijkheden voor gegevensherge-

bruik. Wanneer datasets ook een historische component hebben, spelen nog

twee problemen een rol. Het eerste probleem is dat de oorspronkelijke bron

van datasets vaak verloren is gegaan, waardoor de enige gearchiveerde repre-

sentatie van de bron vaak een partiële interpretatie is. Het tweede probleem is

dat temporeel opeenvolgende versies van data (in tijdsreeksen) onderling vaak

slecht geharmoniseerd zijn. Dit komt doordat classi�catiesystemen door de tijd

heen ook aan verandering onderhevig zijn, en gecodeerde data dus vaak niet te

vergelijken is. Onderzoekers binnen het vakgebied van data science proberen

deze problemen op te lossen door gegevens in de juiste vorm te kneden. Dit is

echter een moeizaam, langdurig en intensieve process: dit verklaart het hoge

percentage dat eerder genoemd is.

In dit proefschrift worden oplossing voor dit probleem aangedragen die

gebruik maken van de voordelen van Semantic Web technologie. Een se-

lectie van statistische datasets, prototypisch voor het domein van sociaal-



economische geschiedenis, wordt gebruikt in een case study. De belangrijkste

onderzoeksvraag van dit proefschrift is:

Hoe kan Semantic Web technologie bijdragen aan het oplossen
van het integratie-probleem van “legacy” statistische collecties, de
kosten van toegang hiertoe verlagen, de kwaliteit van diachronische
schemas en instanties meten, en de vertaling naar een implementatie-
onafhankelijk standaardformaat ondersteunen?

Dit proefschrift is verdeeld in drie delen, waarin verschillende aspecten van

de onderzoeksvraag worden behandeld:

(i) historische statistieken

Data integratie is nodig in het historische domein omdat de kern-work�ow van

historici, de levenscyclus van historische informatie, op veel manieren een speci-

�eke instantie is van ‘kennisontdekking’. Historische data is zeer heterogeen, en

kan op veel manieren geclassi�ceerd worden. Is het een primaire of secundaire

bron? Wat is het doel van het verwerken van de data? Is de datastructuur gericht

op een exacte weergave van de bron, of meer bepaald door het doel van de anal-

yse? Hoeveel structuur heeft de data (tekst vs. tabel). Arbitraire positie van

gegevens in de layout van data, impliciete dimensies, onvergelijkbare metingen

en data van slechte kwaliteit zijn belangrijke oorzaken van integratieproblemen

in semi-gestructureerde bronnen.

(ii) integratie van ’rommelige’ spreadsheets

RDF Data Cube, een vocabulaire dat voorbouwt op uitwisselingsstandaarden

als SCOVO en SDMX, is de meest geschikte kandidaat voor het representeren

van (historische) statistische datasets op het web. In combinatie met PROV,

het Open Annotation vocabulaire en concept schemas als HISCO en de Ams-

terdamse Code, faciliteert het niet alleen de representatie van fundamentele his-

torische aspecten als tijd en plaats, maar ook de meer methodologiesche noties

van standaardisatie, transformatie en autoriteit. Om betrouwbare data te pro-

duceren worden deze vocabulaires en schemas in dit proefschrift gebruikt in

semi-automatische algoritmen die menselijke expertise combineren met schaal-

bare automatisering. Bepaalde problemen van kwaliteit en transformatie van

de gegevens, worden echter niet direct opgelost door het gebruik van Semantic

Web technologie.



(iii) data kwaliteit en transformatie

Empirisch onderzoek naar de evolutie van verschillende diachronische vocab-

ulaires gebruikt op het Semantic Web toont aan dat 49.80% van deze vocab-

ulaires op een zeer voorspelbare manier veranderen, volgens goed begrepen

voorspellende indicatoren van verandering; terwijl 25.10% van hen niet voor-

spelbaar veranderen. Populaire methoden voor het testen van constraints in

nationale statistiek-bureaus, bekend onder de naam ’edit rules’, kunnen geïm-

plementeerd worden als Linked Data op micro (per-record) niveau, gebruik-

makend van SPARQL regels; en op macro (intra-record) niveau, door middel

van minimale niet-standaard SPARQL extensies. Standaard en implementatie-

onafhankelijke SPARQL uitbreidbaarheid kunnen desalniettemin gemakkelijk

worden bereikt door de functie-uitbreiding te implementeren via query feder-

atie.

Deze bijdragen vormen een solide basis voor meer e�cient data-gebruik en

ver�jning op het Web in kwantitatieve geschiedenis, de digitale humaniora en

wetenschap in de breedste zin.
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